Gamification and the Trough of Disillusionment

Jan Broer
Institut für Informationsmanagement, Universität Bremen

Abstract
Consulting agencies predict a drop in the visibility of gamification as studies report more and more negative results. We re-evaluate studies with positive results from a recent literature review with regards to the effects of gamification reported therein. We find that most reviewed studies do not actually report net-positive results and discuss reasons as to why gamification seemingly fails to deliver. One major reason identified is the variance in motivations to play games.

1 Introduction

Many introductions to gamification start with a reference to the Gartner Hype Cycle (Gartner 2013), usually pointing out that gamification is an up-and-coming technology. The Hype Cycle also predicts a strong fall in the visibility of hyped technologies, however. Gartner calls this period the trough of disillusionment. While one can argue the validity of the Hype Cycle (due to a lack of scientific validation), gamification has clearly seen a meteoric rise in expectations in the past few years, as projected by Gartner’s model. A recent literature review by Hamari et al. (2014) also seems to paint a positive picture at first glance. Out of 24 peer reviewed empirical research papers reviewed, 22 included quantitative results. 2 of those reported purely positive results, 13 are listed as partially positive and 7 as only presenting descriptive statistics. Hamari et al. discuss a variety of caveats, however, that put the results in a less positive light. The authors mention 8 methodological shortcomings in the reviewed works: small sample sizes, lacking use of validated instruments, lack of control groups, multiple affordances studied at once, use of purely descriptive statistics, very short experiment timeframes, lack of clarity, and no use of multi-level measurement models (Hamari et al. 2014). In this paper, we review the same papers again with the aim of identifying which of them can actually be considered evidence of positive effects of gamification. We then discuss what this means for gamification as a discipline, as well as possible reasons why gamification does not perform as well as anticipated.
2 Methods

In order to get a better understanding of the state of gamification, we have reviewed the papers listed by Hamari et al. as having positive results, focusing on four major questions:

1. Pertinence: Does the paper actually deal with gamification? Are the instruments employed appropriate to give insight into the effectiveness of gamification?

2. Positive results: Does the paper report significant positive outcomes regarding the use of gamification?

3. Negative results: Does the paper report significant negative outcomes regarding the use of gamification?

4. Unsupported hypotheses: Does the paper report hypotheses that could not be confirmed?

There are many competing definitions of gamification. Definitions that are too broad are of little use for research, as they make the defined term itself meaningless. We therefore chose two narrower definitions for the term to measure each reviewed paper against. Deterding et al. (2011) refer to gamification as “the use of game design elements in non-game contexts”, while Huotari and Hamari (2012) define gamification from a service marketing perspective as “a process of enhancing a service with affordances for gameful experiences in order to support user’s overall value creation”. While one focuses on affordances used in games, the other concentrates on the game-like experiences evoked by those affordances. Both describe the use of individual affordances, not full-fledged games. Studies discussing complete games were therefore marked as non-pertinent to the question at hand. Studies that did not test hypotheses regarding the effects of gamification or used insufficient empirical means to do so were likewise excluded. Statistically significant results that support gamification having a positive effect from the perspective of the person employing gamification were marked as positive results. If the goal of gamifying a system was to increase participation, for example, results that showed significant increases in participation for the experimental group were marked as positive. Likewise, results that supported the opposite of the intent behind the specific instance of gamification were marked as negative. If the paper included (usually positive) hypotheses about the effects of gamification that were not supported by data, those were marked in the fourth category.

3 Results

Figure 1 shows the distribution of our ratings of the results of the 15 papers marked by Hamari et al. as positive or partially positive. 7 had to be marked as non-pertinent. A prominent example is the work by Eickhoff et al. (2012), employing a full-fledged annotation game in their treatment group. While their results are promising, their treatment is better described as a game with a purpose (Ahn 2006) rather than gamification. A different, but equally non-pertinent example is (Hamari & Koivisto 2013). Their study deals with the motivations for the use, not the effects of gamification. In a final example, Li et al. (2012)
used experimental setups for their groups that diverged so much from each other that it is difficult to pinpoint their results to specific sources.

Of the remaining 8 papers, 3 reported significant negative effects in addition to positive ones. Domínguez et al. (2013) report that the experimental group of students did significantly better on certain tasks but also significantly worse on a final examination and on participation. They conclude that “quantitative analysis suggests that cognitive impact of gamification over students is not very significant” (Domínguez et al. 2013). Downes-Le Guin et al. (2012) report that their gamified experimental setup was significantly more interesting than other versions, but they also report a significant decrease in speed and in task completion rates. The study by Hamari (2013) did not confirm any major hypothesis. The only significant correlations found were between user activity and the amount of times the users viewed their own badges or those of others. It seems easy to attribute these correlations to the fact that more active users are more likely to find and use a badge system in the first place.

The second study that showed purely positive results dealt with the removal of gamification from a previously gamified system (Thom et al. 2012). The authors show a significant decrease in activity following the removal. It is unclear whether this decrease means that gamification had a positive effect or whether it was the removal of expected rewards that resulted in reduced motivation. Such an effect (a reduction of intrinsic motivation through extrinsic rewards) has been extensively studied in psychology (e.g. Deci et al. 2001).

Three papers reported a mix of positive results and unconfirmed hypotheses. Denny (2013) saw an increase in student activity, but no significant differences in question authoring, response quality, and perceived learning value when gamifying an online learning tool. Farzan et al. (2008) saw an increase in the amount of content shared, but not in the amount of users sharing content in the long run. Finally, Hakulinen et al. (2013) measured an improved time management in their experimental group, but could not confirm significant differences in individual submission scores, final scores, or carefulness in completing tasks. Overall, evidence of gamification’s success is hardly conclusive. 3 out of 15 papers marked as positive in Hamari et al.’s review can be considered net-positive without caveats. All 3 could only confirm part of their hypotheses.
4 Discussion

The results described above are hardly encouraging for researchers and practitioners dealing with gamification. While it is too early to say that gamification simply does not work, it is also difficult to draw the opposite conclusion. Those researchers that reported net-positive results could only verify a subset of their hypotheses. Increases in user activity seem to be achievable, but little else has been shown. Following Gartner’s Hype Cycle, these results could indicate that we are about to enter the trough of disillusionment. The high expectations for gamification are not confirmed in experiments and it might only be a matter of time until visibility drops. The results of studies on gamification are not without hope, however.

One observation in particular seems worthy of discussion: Hakulinen et al. report a significant change of behavior in a small group of their users, while most of them behaved similarly independent of their experimental conditions (Hakulinen et al. 2013). A few users were greatly motivated by the introduction of badges in an e-learning environment, while most did not seem to be affected. Denny (2013) and Farzan et al. (2008) suggest such differences as well. While it is obvious that different users would react differently, the fact that there seems to be only a small group of users affected by a specific affordance seems important to both practitioners of gamification and to the interpretation of results of studies. If one is measuring participation, for example, a strong effect on a small group of participants might be lost in statistical variation. Within-subjects experimental setups might be useful in identifying such different types of users. A very rough calculation shows that any individual motivational affordance is likely to affect only a small subset of users. A study among US residents of the ages from 18-44 found that 55% of employed respondents “would be interested in working for a company that offers games as a way to increase productivity” (Saatchi & Saatchi S 2011). A possible conclusion from this data is that about half of a system’s users can be expected to react positively to game related affordances at all.

Affecting half your users might still be a worthwhile goal and would likely give significant results. Unfortunately, it is probable that user bases are partitioned even further. Literature in game studies often refers to an essay on types of players in multi-user dungeons (Bartle 1996). Bartle identifies four types of users based on their motivations to play the game – achievers, socializers, explorers, and killers. These types have been widely adopted beyond their original scope, even though the validity of Bartle’s original statements is questionable there. Yee (2007) identified three major components of motivations for play in massively multiplayer online role-playing games – achievement, social, and immersion. These are further subdivided into 10 separate components of motivation. Clearly, players of these types of games do not all play for the same reasons. If one gamifies by taking individual game design elements from such games and then implementing them in a non-game context, one will not reach all members of the target audience that are motivated by games, but only those that are motivated by the affordances chosen. Arbitrarily assuming an even split between differently motivated users, any single affordance would only reach about 15 percent of users. Percentages get even worse when implementing affordances that only make use of one of the sub-components mentioned by Yee. Gamification aimed purely at advancement, for example, would then affect an even smaller subset of users. If one considers different types
of games as well it is easy to imagine that only single-digit percentage of users will be positively affected by any individual gamification effort. It is important to stress again that the above calculation is very rough and based on many arbitrary estimates. Furthermore, Yee (2007) notes that users are not limited to one motivation component. Players may be interested in both achievement and immersion, for example. Nevertheless, one can draw a few conclusions here:

• A narrow gamification strategy should not be expected to achieve large effect sizes across random populations. The implications for research are varied. For one, it would be very interesting to correlate users’ game-playing habits and motivations (e.g. using Yee’s inventory of items) to their response to gamification. For another, quantitative research designs should be adjusted to the expected effect size. Furthermore, qualitative research might be very useful in understanding the reasons for being affected by certain motivational affordances and not by others.

• The current focus in gamification on badges, levels, leaderboards, and points is too narrow to be useful in the long run. All of these speak to the achiever type and ignore other components of motivation.

• It is important to understand the target audience of a gamified system if one wants to gamify successfully. Saatchi & Saatchi S (2011) report major differences in interest in gamification, for example. While only 55% of their employed respondents indicated interest, 68% of males 18-34 responded that way as did 81% of respondents that spent more than $20 on app purchases in the 12 months preceding the study.

5 Conclusion

Scientific studies on gamification report mixed results that paint a rather bleak picture. Most implementations of gamification studied show that their effect on motivation or participation is far lower than the hype would make one believe. The emergence of these studies indicates that gamification might be entering the trough of disillusionment predicted by the Gartner Hype Cycle. We have presented some possible reasons for these rather negative results. The main reason we see is that user motivation can have many different components and that even motivations to play games differ widely. As such, only parts of a target audience will ever be motivated by gamification and these are likely to be smaller, the narrower the implemented motivational affordances are. We suggest that further research in the area keeps such a split in the target audience in mind and either directly studies how different groups of users react differently to gamification or adjusts research designs appropriate to the expected (low) effect size. Furthermore we suggest that collaboration between researchers, system operators, and practitioners is needed if research should reflect conditions as they are in practice instead of sterile, small-scale implementations. Finally, the low number of pertinent results indicates the need for further rigorous empirical studies if we are to truly understand the effects of gamification.
References


Contact information
Jan Broer (jbroer@ifib.de)
ifib: Institut für Informationsmanagement Bremen GmbH and
AG Informationsmanagement, Universität Bremen
Am Fallturm 1
28359 Bremen
Germany