Hendrik Heuer

Users & Machine
Learning-Based
Curation Systems

Supervisors:
Andreas Breiter, University of Bremen
Elena Glassman, Harvard University

Abstract
Users are increasingly interacting with machine learning (ML)-based curation systems. YouTube and Facebook, two of the most visited websites worldwide, utilize such systems to curate content for billions of users.
Contemporary challenges such as fake news, ﬁlter bubbles, and biased predictions make the understanding
of ML-based curation systems an important and timely concern.
Despite their political, social, and cultural importance, practitioners’ framing of machine learning and
users’ understanding of ML-based curation systems have not been investigated systematically. This is problematic since machine learning - as a novel programming paradigm in which a mapping between input and
output is inferred from data - poses a variety of open research questions regarding users’ understanding.
The ﬁrst part of this thesis provides the ﬁrst in-depth investigation of ML-based curation systems as sociotechnical systems. The second part of the thesis contributes recommendations on how ML-based curation
systems can and should be explained and audited.
The ﬁrst part analyses practitioners’ framing of ML by examining how the term machine learning, ML
applications, and ML algorithms are framed in tutorials. The thesis also investigates the beliefs that users
have about YouTube and introduces a user belief framework of ML-based curation systems. Furthermore,
it demonstrates how limited users’ capabilities for providing input data for ML-based curation systems
are. The second part evaluates different explanations of ML-based systems. This evaluation uncovered an
explanatory gap between what is available to explain ML-based curation systems and what users need to
understand such systems. Informed by this explanatory gap, the second part of this thesis demonstrates
that audits of ML systems can be an important alternative to explanations. This demonstration of audits
also uncovers a popularity bias enacted by YouTube’s ML-based curation system. Based on these ﬁndings,
the thesis recommends performing audits to ensure that ML-based systems act in the public’s interest.

Zusammenfassung
Benutzer*Innen interagieren zunehmend mit Kurationssystemen, die auf maschinellem Lernen (ML) basieren.
YouTube und Facebook, zwei der meistbesuchten Websites weltweit, nutzen solche Systeme, um Inhalte für
Milliarden von Nutzer*Innen zu kuratieren. Gegenwärtige Herausforderungen wie bewusste Falschmeldungen (‘Fake News’), Filterblasen und verzerrte Vorhersagen machen die Untersuchung des Verständnisses
von ML-basierten Kurationssystemen zu einem wichtigen und aktuellen Anliegen.
Trotz ihrer politischen, sozialen und kulturellen Bedeutung sind das Framing des maschinellen Lernens
als Einordnung in einen Deutungsrahmen durch diejenigen, die es anwenden (Praktizierende) sowie das
Verständnis der Benutzer*Innen von ML-basierten Kurationssystemen bisher nicht systematisch untersucht
worden. Dies ist problematisch, da das maschinelle Lernen - als neuartiges Programmierparadigma, bei
dem die Beziehung zwischen Eingabe und Ausgabe aus Daten inferriert wird - eine Vielzahl offener Forschungsfragen zum Verständnis der Anwender*Innen aufwirft.
Der erste Teil dieser Doktorarbeit bietet die erste eingehende Untersuchung von ML-basierten Kurationssystemen als sozio-technischen Systemen. Der zweite Teil der Doktorarbeit bietet Empfehlungen, wie MLbasierte Kurationssysteme erklärt und überprüft werden können und sollten.
Der erste Teil analysiert das Framing von ML durch Praktiker*Innen, indem untersucht wird, wie der Begriff
maschinelles Lernen sowie ML-Anwendungen und ML-Algorithmen in Online-Tutorials präsentiert werden.
Die Dissertation untersucht auch die Vorstellungen, die Benutzer*Innen über YouTube haben, und stellt
einen wissenschaftlichen Rahmen für das Verständnis der Nutzer*Innenvorstellungen von ML-basierten
Kurationssystemen vor. Darüber hinaus zeigt die Dissertation auf, wie eingeschränkt die Fähigkeiten der
Benutzer*Innen zur Bereitstellung von Eingabedaten für ML-basierte Kurationssysteme sind. Im zweiten
Teil der Arbeit werden verschiedene Erklärungen für ML-basierte Systeme evaluiert. Diese Evaluation offenbart eine Erklärungslücke zwischen dem, was zur Erklärung ML-basierter Kurationssysteme zur Verfügung steht, und dem, was Benutzer*Innen zum Verständnis solcher Systeme benötigen. Motiviert durch
diese Erklärungslücke zeigt der zweite Teil dieser Doktorarbeit, dass systematiche Untersuchungsverfahren
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(Audits) eine wichtige Alternative zu Erklärungen von ML-Systemen sein können. Die exemplarische Anwendung eines Audit deckt außerdem auch eine Tendenz von YouTubes ML-basiertem Kurationssystem
auf, populäre Inhalte zu bevorzugen. Auf Grundlage dieser Ergebnisse schließt die Doktorarbeit mit der
Empfehlung, Audits von ML-basierten Systemen durchzuführen, um sicherzustellen, dass ML-basierte Systeme im Interesse der Öffentlichkeit handeln.
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1
Introduction

Technological inevitability is
as light as democracy is heavy,
as temporary as the scent of
rose petals and the taste of
honey are enduring.
Shoshana Zuboff

Machine learning (ML) systems that make recommendations are responsible for a large proportion of the online content consumed by
billions of people. The social media platform YouTube (2020), which
heavily relies on ML-based curation systems, has 2+ billion users. 70%
of the videos watched on YouTube are recommended by an ML-based
curation system (Solsman, 2018). The curation of content on social
media platforms is necessary, considering the amount of content uploaded. On YouTube, 500 hours of content are uploaded per minute
(James Hale, 2019). This means that 82.2 years of video – close to an average human lifetime – are uploaded to YouTube every day. For a team
of human experts, it would be impossible to review and categorize this
user-generated content. Social media platforms, therefore, employ ML
systems to curate recommendations. Meanwhile, people are still involved in various aspects of these complex socio-technical systems, as I
document in this thesis.
YouTube provides 2+ billion users with personalized recommendations
that ‘match each viewer to the videos they are most likely to watch
and enjoy’ (YouTube Creators, 2017b). Considering that this system
is responsible for 70% of the consumed videos, ML systems play an
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important role in what 2+ billion people watch and how they see the
world.
This thesis is relevant since ML-based systems already have a strong
inﬂuence on the news consumed by a large number of people. A representative poll by Newman et al. (2019) showed that 82% of people
worldwide consumed their news online. Social media is named by
more than half of the people (52%) as a source of news. YouTube alone
is a news source used by every fourth person (27%) worldwide.
ML-based curation systems are also used on other platforms than YouTube.
Facebook (2018), another popular social media website with billions of
users, also uses such ML-based systems to curate:
‘A personalized, ever-changing collection of posts from the friends, family, businesses, public ﬁgures and news sources you’ve connected to on
Facebook’.

ML-based curation systems are also not only used on social media sites.
Newspapers like the New York Times apply ML-based systems to select
articles that might also be relevant to users (Spangher, 2015). Therefore, understanding ML-based curation and its inﬂuence on content
consumption is timely and relevant.
Despite the large number of users of such systems, research by Eslami
et al. (2015) showed that users’ awareness of Facebook’s News Feed algorithm is highly limited and that this lack of awareness of algorithmic
systems could have serious consequences. This is problematic since
Eslami et al. (2015) found that users wrongly attribute the curation
of their feeds to the habits or intents of their friends and family. They
even draw conclusions about their interpersonal relationships based on
the recommendations. Users are upset when posts by close friends and
family are not shown in their feeds but mistakenly believed that their
friends intentionally chose not to show them these posts. This suggests that a lack of awareness can have adverse effects on its users’ lives
and relationships. Research on other ML-based systems like spam ﬁlter
supports this. Cramer et al. (2009), for example, showed that awareness and understanding seriously impact the attitudes and behaviors
of users. If this is the case for comparatively simple ML-based systems
like spam ﬁlters, examining how awareness and understanding affect
users of ML-based curation systems becomes an important and pressing issue. Especially since such systems can shape how people see and
understand the world.

‘In the extreme case, it may be that
whenever a software developer in Menlo
Park adjusts a parameter, someone
somewhere wrongly starts to believe
themselves to be unloved.’
– Eslami et al. (2015)

3

Eslami et al. (2015) also found that users felt betrayed when learning
about the existence of an algorithm. This shows how important it is
to scientiﬁcally study how aware users are of ML-based curation systems and when and how users can and should be made aware of these
systems. Such investigations are especially important considering the
increasingly important role that such systems play in selecting the content consumed by a large number of people.
In the following, I will consider why I think it is important to be aware
of ML-based curation systems. This question is posed in connection
to automation as one of the core promises of machine learning and
artiﬁcial intelligence. If automation is the goal, why should users be
aware of ML-based curation systems and the algorithms they rely on?
The ﬁrst reply to this question connects to the challenges related to
the application of machine learning. As documented in this thesis,
machine learning systems are prone to make mistakes at unexpected
times and for unpredictable input. Therefore, users need to be able
to reassume agency from the ML systems in cases of breakdowns, i.e.,
situations in which the system fails to produce the desired outcome.
The second reply connects to the speciﬁc use case of ML-based curation systems. Considering that an ML-based curation system is actively
shaping users’ media consumption, users need to be aware that they
are interacting with an ML system that is actively trying to personalize
recommendations based on speciﬁc optimization criteria. Otherwise,
they might end up believing that the news or the content they are presented with is an ‘objective’ reality and not the result of a co-production
between their actions as a user and an ML system’s ability to infer their
interest. Therefore, I believe that users need to have an awareness that
the content they are being presented with on websites like Facebook
and YouTube is only a subset of the available content and that this subset is selected based on statistical inference.
This thesis focuses on ML-based curation systems. Originally, the term
curation referred to the selection and care of objects shown in a museum, e.g., as a collection of art shown in an exhibition (Cambridge
English Dictionary, 2019). Other deﬁnitions focus on the ‘selection
of ﬁlms, performers, events, etc. to be included in a festival’. Digital content curation, which this thesis will use synonymously with the
term curation, refers to the ‘selection of something such as documents,
music, or internet content to be included as part of a list or collection
or on a website’ (Cambridge English Dictionary, 2019). As described,
(digital content) curation on platforms like YouTube and Facebook is
increasingly automated. This automation is implemented using machine learning, a programming paradigm in which instructions are not
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explicitly formulated in a formal language but inferred from data using
statistical methods.
In this thesis, the terms recommender systems and machine-learningbased curation systems are used synonymously. To emphasize the inﬂuence of machine learning and to distinguish ML-based curation systems from recommender systems, which also recommend books or ﬂights,
I use the term ML-based curation systems. Chapter 2 shows why MLbased curation systems can be considered to be a special case of recommender systems. While there are myriad ways to implement ML-based
curation systems, the overwhelming majority of state of the art systems
apply statistical machine learning (Jannach et al., 2016).
In principle, ML-based curation systems are similar to spam ﬁlters.
Spam ﬁlters receive certain input, e.g., the subject, body, and metadata of an email, which are processed to generate a certain output, e.g.,
a recommendation whether this email should be classiﬁed as spam or
not. For content curation, the output could be making a recommendation that a news story is interesting to the user or not. This would be a
simple operationalization of the task as a classiﬁcation task. The task
can also be framed as a ranking problem, where the system ranks items
based on how interesting the articles are to a person, as described by
Konstan and Riedl (2012) and Jannach et al. (2016).
The recommendations of ML-based curation systems can shape the interests of people and the news they consume. Considering the central role that such systems play in the news and content consumption
of such a large number of people, the amount of research on users,
machine learning, and curation is comparatively small. The amount
of research on such ML-based systems is also not proportionate to the
high commercial interest in ML-based curation and recommender systems. Companies such as Google, Facebook, Twitter, LinkedIn, Netﬂix,
Amazon, Microsoft, Spotify, and many others, apply such systems in
ways that are often critical to the core mission of the company (Jannach
et al., 2016). Therefore, it is important to closely examine users’ understanding of such systems and ways of explaining and auditing their
recommendations.
News media repeatedly accused ML-based curation systems on social
media platforms of acting as catalysts that enable the spread of fake
news stories (Frenkel, 2018; Isaac, 2016) or conspiracy theories in general (Warzel, 2017). Fake news – formally deﬁned by Lazer et al. (2018)
as fabricated information that mimics news media content in form but
not in organizational process or intent – is shown to outperform real
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news stories in terms of user engagement as measured in shares, reactions, and comments (Silverman, 2016). Despite efforts to deﬁne
the term fake news, its use remains ambiguous (DiFranzo and GloriaGarcia, 2017). Fake news stories have been regarded as potential inﬂuences of major political events like the 2016 Brexit referendum in
the U.K. and the 2016 U.S. Presidential Election. Meanwhile, the actual
effect that such media has on political opinion remains unknown.
ML-based curation systems are also increasingly accused of ‘radicalizing’ users. In an Opinion piece, Tufekci (2018) argued that:
YouTube may be one of the most powerful radicalizing instruments of
the 21st century.

One example of this are the 2018 far-right Chemnitz riots in Germany.
According to media reporting, these riots were fueled by people who
searched for information about the riots on YouTube and who were
presented with increasingly extreme and far-right videos during their
search process (Fisher and Bennhold, 2018). These concrete accusations connect to prior research regarding the potential of search engines and recommender systems to potentially inﬂuence people’s political opinions. Epstein and Robertson (2015), for instance, showed
that biased search results could inﬂuence a quarter of undecided voters (24.5%) in an election.

1.1

Outline

As described, ML-based curation systems have a profound effect on our
private and public lives. This unexplored social and psychological impact, in conjunction with the particularities of machine learning as a
novel programming paradigm, motivated me to contribute to our contemporary understanding of users and ML-based curation. This thesis’
two primary contributions are providing a socio-technical perspective
on ML-based curation (Part I) and examining how ML-based curation
systems can and should be explained and audited (Part II). Part I consists of Chapters 4, 5, and 6 and answers the ﬁrst, second, and third
research question. Part II comprises Chapters 7 and 8 and provides
answers to research questions 4 and 5.
In the following, I outline the ﬁve research questions that form the
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structure of this thesis.
Part I: Understanding ML-Based Curation
The ﬁrst research question is:
RQ1: How is machine learning framed by and for practitioners?
Considering the novelty and the peculiarities of machine learning, the
ﬁrst goal of my investigation is to document how machine learning is
framed by and for practitioners. The focus of this ﬁrst research question is machine learning and not ML-based curation. The reason for
this is that ML-based curation can be applied using a variety of machine learning techniques, using different kinds of machine learning
and different algorithms. This prohibits studying ‘the’ ML-based curation system. Therefore, it is valuable to study machine learning in
general. Motivated by the described social relevance of ML-based curation systems, Chapter 4 explores how visible ML-based curation is
compared to all other machine learning applications. This ﬁrst investigation explores the agency of practitioners. They are an essential group
to consider because they are those who develop and evaluate ML-based
systems. ML practitioners are those who make important decisions
about these systems, which directly inﬂuence the curation users experience.
This, of course, is only one (albeit) important part of the puzzle. Investigating users’ understanding of ML-based curation systems is an
equally important endeavor that motivated the second research question:
RQ2: How do users understand ML-based curation systems?
Here, the focus is on users without a technical background and their
understanding of ML-based curation systems. Considering awareness
as the special case of understanding, I examine users’ understanding.
To explore this understanding, I adopt user beliefs as a lens through
which I explore laypeople’s perspective on the complex social-technical
systems that shape the content and news they consume on YouTube. I
address this question in-depth in Chapter 5. Together with my colleagues in the research project, I compile the different understandings
of participants into a framework of user beliefs. Chapter 5 also explains
how this framework can inform the design and study of such systems.
Closely related to users’ understanding of ML-based curation systems
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are users’ capabilities to provide input data for such systems. I provide
an exploration of these capabilities for the third research question:
RQ3: What kind of input data can users provide for ML-based curation systems?
This research question is motivated by the importance of data in machine learning. Recognizing this importance, which is informed by the
results for RQ1, I performed an in-depth exploration of users’ ability to
provide input data for a hypothetical system that predicts the trustworthiness of news stories. This investigation identiﬁes important limitations in users’ ability to provide such data, which connects to possible
limitations in users’ abilities to understand such systems (RQ2), which
has signiﬁcant consequences for practitioners (RQ1).
Part II: Explaining & Auditing ML-Based Curation
The ﬁndings presented in the ﬁrst part show that ML-based curation
systems are complex socio-technical systems. The second part of the
thesis is focused on explaining and auditing such systems. The second
part explores this by answering research questions 4 and 5. The fourth
research question is:
RQ4: What explanations are helpful for users of ML-based curation
systems?
This research question explores how ML-based systems can be explained
to users. This research question is central to the thesis and relates to
several signiﬁcant ﬁndings in Chapter 7 and beyond. In Chapter 7,
I discovered an explanatory gap between what is available to explain
ML-based curation systems and what is perceived as meaningful by
users. This has important and far-reaching consequences for a large
body of research, especially considering that these ﬁndings are based
on well-educated expert users.
Motivated by these fundamental limitations of explanations and the
dangers of biased predictions, Chapter 8 answers the ﬁfth and ﬁnal
research question:
RQ5: What can audits reveal about ML-based curation systems?
Chapter 8 demonstrates how audits of ML-based systems can serve as
an important alternative to explanations. In the context of German political topics, the study shows how audits can reveal signiﬁcant biases

ML System

8

ML Algorithm

Data

Inferred Model

Output

Chapter 4
RQ1

Chapter 4
RQ1

Chapter 4
RQ1

Ratings

Beliefs

Explanations

Audits

Chapter 5
RQ2

Chapter 6
RQ3

Chapter 5
RQ2

Chapter 7
RQ4

Chapter 8
RQ5

Users

Beliefs

Machine Learning-based Curation Systems
Figure 1.1: Thesis outline.

enacted by YouTube’s recommender system. The chapter describes how
an audit of an ML system can be used to reveal a popularity bias. The
chapter also discussed the potential implications of this popularity bias
for political opinion forming.

1.2

Structure and Research Questions

The goal of this monograph was to deliver a coherent work that explores both a socio-technical understanding of ML-based curations systems and ways of explaining and auditing ML-based curation systems.
Rather than cumulating different publications, this monograph combines already published work and work that I will submit in the future to explore users and ML-based curation systems. This is crucial
since understanding the contributions of the seventh and eighth chapters presupposes an understanding of ML-based curation systems as
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socio-technical systems. The format of a monograph allowed me to review individual ﬁndings from papers and examine the implications of
my work beyond the published work. This is especially important since
the second contribution of this thesis focuses on recommendations for
how ML-based curation systems can and should be explained and audited. These recommendations go beyond the ﬁndings of an individual
chapter. The monograph also enabled me to explore the bias in MLbased curation systems in more detail. Overall, combining all these
ﬁndings into one coherent piece allowed me to make concrete recommendations for how ML-based curation systems should be governed.
In the following section, I will provide a detailed overview of the thesis
and connect the results and research questions to the research project
on which each chapter is based. I will also discuss the thesis outline
in Figure 1.1, which connects the different chapters and situates the
research ﬁndings. For those chapters based on research projects with
more than one collaborator, I will also make it transparent what my
contribution to the project and the chapter was.
This thesis provides a socio-technical perspective on ML-based curation
systems. While a socio-technical perpsective on ML-based curation systems is novel, a socio-technical perspective on information systems has
a long history. It can be found in accounts by Suchman (2007), Woolgar
(1990), Mackay (1990), or Bardini and Horvath (1995).
Nelson (1997) describe the socio-technical perspective as follows:
Society is not determined by technology, nor is technology determined
by society. Both emerge as two sides of the socio-technical coin.

This thesis examines the social and technical aspects that are relevant
in the context of ML-based curation systems. This is informed by Suchman (2007), who discussed human-nonhuman relations and the deep
asymmetries between person and machine. She names the problem
of shared understanding or mutual intelligibility that arises when different actors face the challenge of interpreting the actions of others.
Suchman (2007) highlights the inherent difficulty of conveying the use
of technology directly through its design and stresses the importance
of ‘exploring the relation of knowledge and action to the particular circumstances in which knowing and acting invariably occur’.
Suchman (2007) emphasizes the ‘radical asymmetries in relative access
of user and machine to contingencies of the unfolding situation [which]
profoundly limit possibilities for interactivity’. Suchman (2007) states
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that her goal is to ‘lessen the asymmetry by extending the access of the
machine to the actions and circumstances of the user’. I contribute towards this goal in the context of ML-based curation systems by providing a thorough understanding of the different actors that are involved.
With this socio-technical perspective, I focus on ML system(s) and the
user(s) of such systems, because my work is meant to inform how MLbased systems can be improved. Such improvement requires understanding users and their perspectives. Chapter 2 reviews the related
work with a special focus on (1) users, especially user experience and
algorithmic experience, (2) machine learning, especially the application context recommender systems, and (3) issues at the intersection of
users and machine learning, e.g. fake news, ﬁlter bubbles, and biased
predictions. Chapter 3 describes the methods and the approach of this
thesis.
This thesis is organized into two parts. Each chapter focuses on a particular research question. However, especially the later chapters are
also informed by the research questions of the earlier chapters and provide additional insights.
In the ﬁrst part of the thesis, I present work related to the understanding of ML-based curation. This ranges from a general investigation of
framings of machine learning through the lens of ML tutorials (Chapter 4) to the speciﬁc user beliefs about recommendations that middleaged users have about YouTube (Chapter 5). Chapter 4 shows how
machine learning is framed in tutorials (RQ1). Chapter 5 presents a
framework of how an ML system that recommends videos is viewed
by users (RQ2). Chapter 6 examines whether users can provide useful input data in the context of news and their trustworthiness (RQ3).
Chapter 6 also examines users’ trust in news stories on Facebook, which
provides insights on how well users can distinguish quality media and
fake news and how suitable the crowdsourced assessment of ML input
is.
The second part of the thesis shows that the helpfulness of explanations of a custom news recommender system is limited. Informed by
the framings of ML and the user beliefs about these systems, Chapter 7
investigates how the models are presented to users. The chapter reveals
an explanatory gap in ML-based curation systems. None of the explanations I evaluated help make the ML system’s perspective accessible
(RQ4). Chapter 7 also provides additional insights regarding users’
understanding (RQ2). The study in Chapter 7 can be considered an
evaluation of a subset of the user belief presented in Chapter 5, namely
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those focused on the recommender system and the algorithm. Chapter
7 also explores model and output explanations visualized in the technical model of supervised machine learning presented in Chapter 2,
which relates to the ﬁndings for RQ1.
Chapter 8 is directly informed by Chapter 7, which discussed the explanatory gap, and Chapter 5, which showed no consensus regarding
user beliefs about ML-based curation. Chapter 8 is motivated by the
explanatory gap described in Chapter 7 and explores audits of an ML
system as an alternative to explanations of the ML models (RQ5). The
audit conducted on YouTube’s ML-based curation system identiﬁed a
strong popularity bias. Both Chapter 7 and 8 extend the knowledge on
users’ understanding of ML-based systems (RQ2 and Chapter 6).
The discussion in Chapter 9 presents the two major contributions of
this thesis - a socio-technical perspective on ML-based curation systems and recommendations on how ML-based curation systems can
and should be explained and audited. The discussion focuses on users
and their awareness and understanding of ML-based curation systems.
It also examines the issue of explainability and proposes audits as an
alternative that enables users to interact with such systems.
Each chapter starts with a paragraph that situates the chapter and its
terminology for the context of this thesis. Each chapter ends with a
section called ‘Implications for the Thesis’, which relates the ﬁndings
presented in the chapter to the research questions of this thesis.
Part I of the thesis is centered around publications. Chapter 4 is based
on a journal article under review with the journal Big Data & Society, which was submitted on the 10th of June 2020. Chapter 5 was
accepted with major revisions by the ACM Conference on ComputerSupported Cooperative Work and Social Computing (CSCW). The conditional acceptance was received on the 11th of March 2020. The revised version was submitted on the 1st of June 2020. Chapter 6 was
published in the ACM Nordic Conference on Human-Computer Interaction (NordiCHI), which took place from the 1st to the 3rd of October
2018 in Oslo, Norway. Chapters 4, 5, and 6 are printed in unmodiﬁed
wording.
The second part of the thesis is focused on more recent results. Chapters 6 and 7 were written for this thesis and are not published or submitted yet. Chapter 7 is based on an individual research project by me.
Chapter 8 is based on a collaborative research project aimed at exploring the utility of audits.
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In the following, I will discuss each chapter, its purpose, and the connections between the chapters in detail.

Chapter 2 - Background
Chapter 2 describes the background of this thesis by considering different research bodies, such as user experience and algorithmic experience, dataﬁcation, and machine learning and recommender systems. The experience of users with information systems, especially
those based on algorithms and machine learning, is important to situate the ﬁndings of the thesis. To understand this thesis, it is also necessary to understand how machine learning and recommender systems
work and how they relate to dataﬁcation.
Chapter 2 introduces a machine learning model that differentiates between input, algorithm, inferred models, and output of machine learning systems. It explains how this helps structure the ﬁndings of this
thesis.

Chapter 3 - Methodology
This chapter describes the methods used to answer the research questions in this thesis. Chapter 3 also introduces key terms like users and
ML-based curation.

Part I: Understanding ML-Based Curation
Chapter 4 - Practitioners’ Framings of Machine Learning
Chapter 4 presents a qualitative investigation of ML tutorials that examines machine learning through the lens of tutorials. Chapter 4 shifts
the scholarly debate from algorithms to ML and provides a common
understanding of ML. This is enabled by a systematic analysis of how
ML is framed in online tutorials. The analysis provides an overview
of the types of ML and the different ML algorithms that are used. The
analysis also explores the applications of ML that are presented.
Furthermore, the analysis investigates the role that data and expertise
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play in the tutorials. The analysis reveals canonical examples of ML as
well as essential misconceptions. The results indicate that ML is presented as universally applicable and as something that can be applied
without specialized expertise. The chapter conceptualizes ML as part
of a complex socio-technical system and extends on prior work in critical scholarship by shifting the analytical focus from algorithms to data.
The publication on which this chapter is based is currently under review with the journal Big Data & Society:
Hendrik Heuer, Juliane Jarke, and Andreas Breiter. 2020. From Algorithms to Data: Considering the Problematic Framing of Machine Learning in Practice. Big Data & Society. Under Review (Submitted on 10th of
June 2020).

The submitted paper is printed in unmodiﬁed wording in the chapter.
The chapter also provides an introduction and a section that explains
the implications of the ﬁndings for the thesis.
A working draft of this research project was accepted and presented
at the DATA POWER: global in/securities conference 2019, which took
place in Bremen, Germany. The working title of the presentation was
‘The Democratisation of Machine Learning and its Harmful Secondary
Effects’.
With regard to the thesis as a whole, this chapter addresses the ﬁrst
research question:
RQ1: How is machine learning framed by and for practitioners?
To answer this main research question, the chapter investigates the two
research subquestions:
RQ1.1: How is Machine Learning framed in practice, i.e., what types
and applications of ML are described, what applications are used as
examples and which parts of ML systems are explained how?
RQ1.2: What implications does this framing have for the critical
analysis of ML-based systems?
I initiated the research project and developed the research questions.
It was my idea to focus on machine learning tutorials as a lens towards
machine learning. I performed the qualitative coding of the tutorials
and organized the codes into categories. I also selected the results and
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outlined the discussion. Juliane Jarke contributed to the introduction,
the background, and the discussion by contextualizing the research results in the context of critical data studies. Andreas Breiter provided
valuable feedback on the draft of the paper.

Chapter 5 - Users’ Understanding of an ML-Based Curation System
Since ML systems do not have an interface per se, they are commonly
encountered through their output. The system itself remains invisible, especially to end-users. Motivated by these insights and the ﬁndings in Chapter 4, I examined how the output of ML systems shapes
users’ understanding of ML-based curation systems. Chapter 5 identiﬁes this understanding in semi-structured interviews with middleaged YouTube users.
The chapter analyzes how those who regularly interact with YouTube’s
ML-based curation system think it works. For this, the chapter explores
the factors of inﬂuence that middle-aged users recognize. Based on the
analysis, the chapter explores the different user beliefs that users distinguish. These user beliefs are organized into a user belief framework.
The analysis of the user beliefs revealed the different actors that are
recognized by users. The chapter describes how these ﬁndings and the
user belief framework can inform design efforts to improve the transparency and explainability of video recommender systems.
The paper was accepted by the ACM Conference on Computer-Supported
Cooperative Work and Social Computing (CSCW):
Oscar Alvarado (*), Hendrik Heuer (*), Vero Vanden Abeele, Andreas
Breiter, and Katrien Verbert. 2020. Middle-Aged Video Consumers’ Beliefs About Algorithmic Recommendations on YouTube. Proceedings of
the ACM on Human-Computer Interaction (Computer Supported Cooperative Work). Submitted on 15th of January 2020, accepted with major
revisions on the 11th of March 2020, revisions submitted on the 1st of
June 2020, accepted on the 24th of July 2020.

The chapter situates the paper and discusses its implications for the
thesis as a whole. The paper itself is printed in unmodiﬁed wording in
the chapter. However, the ﬁrst part of the related work in Chapter 4,
which reviews the ﬁndings by Alvarado and Waern (2018), Hamilton
et al. (2014), and Lee and Larsen (2019) was removed since this related
work is already covered in Chapter 2. The section that discusses Amershi et al. (2014), Hardt (2014) as well as D’Ignazio and Klein (2020),

(*) denotes equal contribution by the ﬁrst
two authors
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Eubanks (2018), and Noble (2018) was also omitted to prevent repetitions.
Chapter 5 is focused on the second research question:
RQ2: How do users understand ML-based curation systems?
To answer this question, the chapter shows how users believe their MLbased curation results are compiled. The investigation yields a variety
of inﬂuence factors recognized by users and systematized these factors
in a user belief framework.
I initiated the research project together with Oscar Alvarado. The research questions and the methods were developed in discussions between Oscar Alvarado and me. I conducted all interviews with users
from Germany, and Oscar Alvarado conducted interviews with participants from Belgium and Costa Rica. Oscar Alvarado and I independently coded the interviews. In joint discussions, we organized the
codes into categories, compiled the results, and discussed the implications of the ﬁndings. Vero Vanden Abeele, Andreas Breiter, and Katrien
Verbert provided feedback on the drafts.

Chapter 6 - ML Input Data On Trust In News
Chapter 6 investigates trust in news stories on a social media platform.
In an experimental study, German high-school students provided trust
ratings for online news. These news stories included quality media
outlets and fake news outlets. The chapter shows that users can rate
the trustworthiness of online news items. Users differentiated news
sources by their trust ratings and distinguished fake news from quality
media. The study also showed that these trust ratings correspond to
rankings of the sources by experts. This comparison proves users’ general ability to provide training data for ML systems but indicates some
critical limitations. The study was conducted to understand the input
data that users can provide for ML-based systems.
The paper also demonstrates that generalized beliefs, measured by psychometric scales, inﬂuence users’ trust ratings. The paper outlines how
these beliefs can be utilized in the design of social networks. The chapter proves the predictive power of psychometric scales for users’ trust
ratings. Psychometric scales can act as proxies for users’ propensity to
trust individuals. The chapter outlines that this could be useful for the
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design of social networks, e.g., in situations where it is not feasible to
have users rate a large number of news stories. Furthermore, the paper
shows that the assessment of the trustworthiness of quality news and
fake news is not related to the number of Facebook likes, shares, and
comments of a news story.
This chapter is based on a paper published in the ACM Nordic Conference on Human-Computer Interaction (NordiCHI):
Hendrik Heuer and Andreas Breiter. 2018. Trust in news on social media. In Proceedings of the 10th Nordic Conference on Human-Computer
Interaction (NordiCHI ’18). Association for Computing Machinery, New
York, NY, USA, 137–147. DOI:https://doi.org/10.1145/3240167.3240172

The paper is reproduced unchanged with an introduction that explains
its terminology and a section on its implications for the thesis.
In this chapter, the material to answer the third research question is
presented:
RQ3: What kind of input data can users provide for ML-based curation systems?
In addition to the third research question, the chapter also has the following three subquestions that need to be answered to be able to answer the main question.
To explore what input data users can provide for ML-based curation
system, I explore users ability to rate the trustworthiness of news items:
RQ3.1: How do users rate the trustworthiness of online news items?
Do they differentiate news sources by their trust ratings and can they
distinguish fake news and quality media?
To understand whether the input data that users can provide can be
predicted from psychometric information about the users, I also answer the subquestion:
RQ3.2: What inﬂuence do generalized beliefs as measured by psychometric scales have on users’ trust ratings? How can these beliefs
be utilized in the design of social networks?
Finally, I explore how speciﬁc metadata from a social media platform
can be used to predict the ratings of a user:
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RQ3.3: What inﬂuence do a platform’s social navigation features like
the number of Facebook likes, comments and shares have on users’
trust ratings?
I initiated the research project, collected the news, and formulated the
research questions. I also developed the Ruby on Rails platform that
was used to conduct the investigation. I wrote the paper and continuously improved it based on feedback from Andreas Breiter. Andreas
Breiter was instrumental in gaining ﬁeld access.

Part II: Explaining & Auditing ML-Based Curation
Chapter 7 - Explaining an ML-Based Curation System
Informed by Chapters 4, 5, and 6 aimed at understanding ML-based
curation, Chapter 7 investigates explanations designed to increase the
transparency of these systems. Using a personalized machine learning system I developed, the chapter compares different explanations
and how they inﬂuence expert users’ understanding of an ML-based
curation system. The chapter also explores which explanation is perceived as the most helpful in understanding ML-based curation systems. Chapter 7 also examines how expert users interact with such a
system. The chapter shows that interactivity negatively inﬂuences system performance.
Chapter 7 provides evidence that different simple, intuitive, or interactive explanations of ML systems do not help journalists understand
why speciﬁc news stories are recommended to them. The experimental study revealed a gap between what is available to explain ML-based
curation systems and what is needed by users, a phenomenon I call the
Explanatory Gap in ML-based Curation Systems.
This chapter concentrates on the fourth research question:
RQ4: What explanations are helpful for users of ML-based curation
systems?
To answer the fourth research question of the thesis, this chapter examines the subquestions:
RQ4.1: Do explanations focused on simplicity, intuitiveness, and interactivity improve expert users’ understanding of an ML-based cu-
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ration system?
RQ4.2: Which of the explanations is perceived as the most helpful
in understanding curation systems?
Considering the importance of interaction in human-computer interaction, Chapter 7 also explores the subquestions:
RQ4.3: How do expert users interact with an ML-based curation system when they can change the system?
RQ4.4: How does the ability to change the ML-based curation system
affect system performance?
I planned and conducted the study independently.

Chapter 8 - Auditing an ML-Based Curation System
Motivated by the ﬁndings from Part I and the explanatory gap in MLbased curation systems presented in Chapter 7, Chapter 8 examines
audits as an alternative to explanations. An audit of YouTube’s recommendations for a variety of German political topics reveals that YouTube’s
ML-based curation system is recommending increasingly popular videos.
The popularity of recommended videos is measured using the views
and likes of the videos. This popularity changes signiﬁcantly between
recommendations. Considering the dangers of ﬁlter bubbles and echo
chambers, the chapter also proves that the recommendations by YouTube’s
ML-based curation system are becoming less focused on a particular
topic. Finally, the chapter provides evidence that the ML output of
YouTube’s ML-based curation system evokes certain emotions, highlighting YouTube’s potential for emotional contagion.
Chapter 8 is focused on the ﬁfth research question:
RQ5: What can audits reveal about ML-based curation systems?
To understand what audits can reveal about ML-based curation systems, the chapter performs an audit of political videos recommended
to German YouTube users. The chapter answers the following three
subquestions:
RQ5.1: How does the popularity of recommended videos as mea-
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sured by views and likes change between recommendations?
RQ5.2: Do the recommendations stay on topic or can a topic drift be
observed?
RQ5.3: How does the emotional content of the videos change between recommendations?
I initiated this research project und conducted it with Hendrik Hoch,
Andreas Breiter, and Yannis Theocharis. The research questions were
developed jointly with Hendrik Hoch and Yannis Theocharis. I wrote
the script that downloaded YouTube recommendations and wrote the
script that extracted metadata such as likes and views from the videos.
I also performed the statistical analysis and generated all box plots for
the chapter. I wrote the introduction, parts of the related work, and
the methods sections. I also wrote the section on the results and the
discussion section. Yannis Theocharics contributed to the introduction
and the related work by adding sources focused on political science.
Hendrik Hoch and Andreas Breiter provided feedback on the drafts.

Chapter 9 - Discussion
Chapter 9 reviews the two signiﬁcant contributions of this thesis: the
socio-technical perspective on ML-based curation systems and the recommendations on how ML-based curation systems can and should be
explained and audited. The discussion relates the ﬁndings to the different chapters and the ﬁve research questions. Regarding the sociotechnical perspective, Chapter 9 highlights my contribution of exposing practitioners’ framing of ML (RQ1) and users’ understanding of
ML-based curation systems (RQ2). The implications of this thesis regarding the input data for ML-based curation systems (RQ3) are discussed in more detail. Based on these results, I explore what explanations are helpful for users of ML-based curation systems (RQ4). Considering the limitations that I uncover, I then examine what audits can
reveal about ML-based curation systems (RQ5). Overall, this thesis
contributes to explaining and auditing ML-based curation systems. I
also discuss some additional ﬁndings regarding the biases enacted by
ML-based curation systems. These ﬁndings are relevant because they
illustrate how audits of an ML-based curation system can uncover systematic biases enacted by the system. Such biases can inﬂuence peoples’ political beliefs and actions, which can negatively affect democratic health. I close with a critical reﬂection of my ﬁndings and my
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methods.

Chapter 10 - Conclusions & Future Work
The ﬁnal chapter concludes the thesis by highlighting the most important ﬁndings and by explaining how they motivate future work. This
chapter also provides some practical recommendations for the private
and public control of ML-based curation systems.
The thesis is structured as a monograph. I found this structure helpful
because the ﬁndings from the second part of the thesis can only be fully
understood based on the results from the ﬁrst part. Considering these
interdependencies between the different chapters, the monograph enables me to more strongly relate the work in the second part to the
ﬁndings from the ﬁrst part.
Selecting the output visualization in Chapter 7, for example, can only
be fully understood based on the ﬁndings in Chapters 4 and 5. In addition to that, Chapter 4 is necessary to comprehend how the explanations ﬁt into the broader context of ML-based systems.
The focus on audits and their signiﬁcance can only be understood by
combining a thorough understanding of machine learning, as presented
in Chapters 2 and 4, with the insights from Chapter 5 regarding user
beliefs and the limited helpfulness of explanations shown in Chapter
7.
Chapters 4, 5, 6, and 8 are the results of collaborative research projects.
I initiated and led all these projects, and I was the ﬁrst author for all
publications. For Chapter 5, I share the ﬁrst authorship with Oscar Alvarado. Considering the collaborative nature of these research projects,
Chapters 4, 5, 6, and 8 use the ﬁrst person plural. Chapter 7 is written
in the ﬁrst person singular.
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2
Background
This chapter aims to provide a broader overview of the theoretical background that motivated and grounded the research presented in this
thesis. Each chapter situates the ﬁndings presented in the chapter in
relation to related work. This background chapter focuses on those
topics that go beyond the individual chapters.
This thesis follows Winograd and Flores (1986), who argue that the user
experience of an information system can only be observed ‘for some
reason’ in ‘some background of understanding and purpose’. For that
reason, an investigation of the complex socio-technical systems that curate content must choose a speciﬁc context and relevant users. With
this thesis, I explore how users experience ML-based curation systems.
Amershi et al. (2014) point out the progress fueled by the advances
in machine learning and the importance of studying users of machine
learning systems. They argue that formative user studies can inspire
new ways in which users can interact with ML systems. Such studies can characterize user needs and desires. Amershi et al. (2014) also
name the risk of potentially unexpected behaviors, e.g., due to data that
was never anticipated by the original developers. For naturally occurring inputs, errors can be subtle, and evaluation metrics can be vastly
misleading, as I, for instance, showed in Heuer et al. (2016). This was
an important motivation for the work presented in this thesis.
Machine learning enables information systems to perform highly complex tasks like the automatic curation of content. However, such systems can be hard to explain to users, and they can exhibit unexpected
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behaviors. This makes understanding the user perspective of ML-based
curation an important and timely research area. Especially since research by Kariryaa et al. (2020) showed that even the usage of particular emoji is affected by its usage context on social media platforms.
Therefore, understanding how ML-based curation systems shape the
experience of users is an important concern.
This background chapter is separated into three sections. The ﬁrst section explores users’ perspectives, including user experience in general
and algorithmic experience in particular. In this section, I also address
the role of explanations and visualizations in shaping this experience.
In the second section, I present a technical model of supervised machine learning and discuss each constituent of the model. I also describe recommender systems and the special case of ML-based curation
systems.
In the third section, I look at situations where users and machine learning meet. This includes a discussion of dataﬁcation and digital traces
and a review of work related to the concept of accountable algorithms.
I also discuss how the particularities of machine learning are related
to challenges like fake news and ﬁlter bubbles. Furthermore, I discuss
the dangers posed by ML systems that enact certain biases and review
literature on audits to expose these biases.

2.1

Users

Users and their perspectives on ML-based curation systems are at the
center of this thesis. In the following, I will discuss user experience as
a relevant subﬁeld of computer science. I also highlight the difference
between user experience and algorithmic experience.

User Experience
The human-computer interaction subﬁeld most closely related to the
thesis is user experience. Following International Standardization Organization (ISO) 9241-210, the user experience can be regarded as:
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A person’s perceptions and responses that result from the use or anticipated use of a product, system, or service.

This holistic perspective connects to Alben’s (1996) deﬁnition of user
experience as:
All the aspects of how people use an interactive product: the way it feels
in their hands, how well they understand how it works, how they feel
about it while they’re using it, how well it serves their purposes, and
how well it ﬁts into the entire context in which they are using it.

Their deﬁnitions considers haptics, understanding, emotions, problemsolution ﬁt, and context-solution-ﬁt.
User experience extends on usability, which ISO 9241-11 operationalizes as:
The extent to which a system, product or service can be used by speciﬁed users to achieve speciﬁed goals with effectiveness, efficiency, and
satisfaction in a speciﬁed context of use.

Usability focuses on the accuracy with which users achieve speciﬁed
goals (effectiveness), the resources used in relation to the results achieved
(efficiency), and the extent to which the user’s physical, cognitive and
emotional responses that result from the use of a system, product or
service meet the user’s needs and expectations (satisfaction). In this
thesis, I prefer the term user experience over usability because it covers
a broader range of aspects and since it goes beyond a particular, clearly
deﬁned goal and cognitive and emotional responses of the user.
With this thesis, I contribute to user experience as formulated in ISO
9241-210 by considering peoples’ perceptions and responses that result
from the use of a class of products that have two characteristics: 1. they
curate content like news stories and videos and 2. they are based on supervised machine learning systems. Chapters 6, 7, and 8 contribute to
this perspective of user experience by examining aspects of how people use an interactive product. Overall, this thesis investigates the role
that understanding (Chapters 5 and 7), as well as emotions (Chapter
5 and Chapter 8), the problem-solution ﬁt (Chapters 4 and 7), and the
context-solution ﬁt (Chapters 7 and 8) have on the user experience.
The thesis is most closely related to the user experience deﬁned by the
International Standardization Organization. Chapter 5 explores how
well users understand how ML-based curation systems work. Chapter
7 examines how they feel about it while using it. Chapter 5, which
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explores user beliefs about an ML-based curation system, is closely related to an exploration of the overall experience that a user has with a
product, service, or event, and directly aimed at exploring users’ understanding. Unlike other investigations focused on the user experience, this thesis does not put a strong focus on the emotions and hedonic qualities commonly subsumed under the umbrella user experience.
However, the term user experience is still relevant to situate the contribution of this thesis.
Preece et al. (2015) distinguish usability goals and user experience goals.
As usability goals, they list that the system is effective to use, efficient
to use, safe to use, and easy to learn. They also point out that the system
should have good utility and that it should be easy to remember how
to use the system. User experience goals can include that the product
is satisfying, enjoyable, fun, entertaining, helpful, motivating, aesthetically pleasing, supportive of creativity, rewarding, and emotionally fulﬁlling (Preece et al., 2015).
The focus on user experience formulated by the International Standardization Organization (2009) in ISO 9241-210 is narrower than other
deﬁnitions. ISO 9241-210 on the ergonomics of human-system interaction and human-centered design for interactive systems deﬁnes user
experience as:
The overall experience, in general, or speciﬁcs, a user, customer, or audience member has with a product, service, or event. In the Usability
ﬁeld, this experience is usually deﬁned in terms of ease-of-use. However,
the experience encompasses more than merely function and ﬂow, but the
understanding compiled through all of the senses.

Following this deﬁnition, the user experience encompasses a person’s
perceptions and responses resulting from the use of a particular system. Centering the deﬁnition on the overall experience can also be
found with Kuniavsky (2010), who regards the user experience as the
‘totality of end-users’ perceptions’. Here, user experience includes effectiveness, efficiency, emotional satisfaction, and the quality of the relationship with the entity that created the product or service. This focus on the overall experience is similar to the deﬁnition of user experience by the User Experience Professionals’ Association (UXPA) (2012),
which regards the user experience as ‘every aspect of the user’s interaction’ and ‘the user’s perceptions of the whole’, moving beyond the
interface and including the interaction.
Hassenzahl and Tractinsky (2006) regard the user experience as:
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A consequence of a user’s internal state (predispositions, expectations,
needs, motivation, mood, etc.), the characteristics of the designed system
(e.g., complexity, purpose, usability, functionality, etc.) and the context
(or the environment) within which the interaction occurs (e.g., organizational/social setting, the meaningfulness of the activity, voluntariness of
use, etc.)

Overall, this thesis goes beyond evaluating the user experience of an
existing system or a speciﬁc prototype. Only Chapter 7 is similar to
prior work on user experience. The chapter evaluates how helpful an
explanation of an ML-based curation system is and how well it supports
users in understanding their recommendations.
This focus on the overall experience, including satisfaction, the relationship with the entity, and expectations about the future, is central to
why I chose to situate this thesis in the context of user experience. This
thesis investigates the perceptions and responses resulting from the use
of ML systems. Like McNamara and Kirakowski (2006), I consider the
user experience as the broader relationship between the product and
the user. This connects to Sward and Macarthur’s (2007) deﬁnition
of the user experience as the value derived from interaction(s) from a
particular product or services in a particular context of use (e.g., time,
location, and user disposition).
With this thesis, I do not only consider the end-user. Chapter 4 also investigates the perspective of those who train ML systems. Taking practitioners’ perspective into account is rarely done, even though related
work shows that it can yield valuable insights. Zhang et al. (2020), for
instance, explored the perspective of those who used an application
programming interface and examined users’ mental models of such
systems. They found a lack of tool support for gathering real-world
use cases and understanding users’ mental models.
As described, ML systems do not have an interface per se. Therefore,
the user experience of such systems is highly dependent on the user
interface and how the ML-based system is exposed to users. For this,
explanations and visualizations are essential tools that I will discuss in
more detail in a dedicated subsection. Before that, I discuss the term
algorithmic experience.

Algorithmic Experience
Alvarado and Waern (2018) proposed the term algorithmic experience
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(A.X.) as an analytic framing for making the interaction with and experience of algorithms explicit. They argue that this could increase user
awareness of algorithmic inﬂuence and foreground algorithmic behavior. They sketch ﬁve design areas for algorithmic experience for social
media:
1. proﬁling transparency
2. proﬁling management
3. awareness
4. user control
5. selective remembering
This thesis directly connects to the algorithmic awareness dimension
that aims to enable users to understand how an ML-based curation
system works. The work presented in this thesis also relates to Wang
et al. (2019), who proposed a design framework for user-centric explainable A.I. that bridges algorithm-generated explanations and human decision-making theories. The framework distinguishes between
understanding people, i.e., how people should reason and explain, and
how people reason with errors.
Since the terms user experience and algorithmic experience are similar
to each other, it is vital to consider whether experience has the same
meaning in both terms. For this thesis, I consider algorithm experience as something independent of user experience. This means that
algorithmic experience is not a subset of the user experience. User experience can be understood as an optimization problem where the goal
is to increase the utility for an individual user. In contrast, algorithmic
experience is focused on reducing the harmful effects of algorithms,
e.g., for Alvarado and Waern (2018). It is, for instance, conceivable that
an ML-based curation system like YouTube has excellent user experience and a poor algorithmic experience. The system may accomplish
a particular goal set by the user (e.g., providing relevant news), thus
providing a great overall experience. How the ML-based system is exposed may still be insufficient. A ‘bad algorithmic experience’ would,
therefore, be failing to make the ML-based system transparent. The
studies in this thesis exemplify why such algorithmic experience is relevant, considering the challenges posed by fake news, ﬁlter bubbles,
and biased predictions.

27

This thesis also extends on this human side of how explainable A.I.
should support reasoning (Chapter 5) and how explanations need to be
designed (Chapter 7). This thesis, therefore, contributes to algorithmic
experience in a way that goes beyond prior work. I do not merely evaluate certain interface items and how they inﬂuence the perceived experience. I also examine how users understand such systems and how
limited this understanding is (Chapter 5). In addition to that, I explore
ways of explaining such systems (Chapter 7), but I ﬁnd an explanatory
gap that limits what users can understand.
As described in the introduction, this thesis is motivated by Eslami
et al. (2015), who found that 62.5% of Facebook users were not aware
of the existence of Facebook’s News Feed algorithm. Their qualitative study with 40 participants, who were selected to be a representative of the U.S. population, showed that users are angry about not
seeing Facebook postings from close friends and family members. Eslami et al. also found that participants blame themselves and others
for not seeing such postings, not the machine learning-based system.
Users, for instance, believe that they overlooked something. Users also
think that their acquaintances deliberately withhold speciﬁc posts from
them, e.g., because those people think they are not close enough to each
other. This demonstrates how such ML-based curation systems can inﬂuence users’ lives. Such systems potentially reconﬁgure users’ interpersonal relationships. They could also reshape how news and other
content (co-)construct users’ reality.
Hamilton et al. (2014) also examine ML-based curation systems. They
argue that the fact that many of the algorithms are proprietary makes it
hard for users and researchers to understand how they work. They research where, when, and how users are made aware of such ML-based
systems. They also investigate how the perception translates into cognition and knowledge of the process at hand.
Hamilton et al.’s (2014) and Eslami et al.’s (2015) results are corroborated by a 2019 survey by Pew Research. The survey found that a
large majority (73%) of people in the U.S. do not believe that Facebook’s News Feed is showing them every post created by their Facebook friends. This violates user expectations about how they believe
the News Feed should behave (Smith, 2019). The survey also showed
that users believe that without intervention, the News Feed will not
show them what they want to see.
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Explanations & Visualisations
Explanations and visualizations are frequently proposed as solutions
to address the awareness and transparency I describe, e.g., by Rader
et al. (2018). Designing explanations to increase transparency and user
awareness is difficult because the context of recommender systems is
known to shape the evaluation criteria of users (Jannach et al., 2016).
This thesis addresses this important research gap.
Gregor and Benbasat (1999) review prior work on explanations for intelligent systems to provide a sound theoretical base for explanations.
They argue that detailed explanations of decision processes are helpful.
As situations in which explanations are needed, Gregor and Benbasat
(1999) list when users need to participate in the problem solving, when
users want to learn how the system works, and, when unexpected behavior like anomalies occur. Gregor and Benbasat found that explanations improve users’ performance and learning as well as their perception of a system.
Visualizations can be seen as a special case of explanations that are
frequently employed to improve users’ understanding and awareness
of ML-based curation systems. Tufte (1986) deﬁnes visualization as
the presentation of data that communicates complex ideas with clarity, precision, and efficiency. Visualizations can be used in a variety of
ways and a larger number of contexts (Chi, 2000). They are a vital tool
in enabling researchers to gain insights from data (Heuer et al., 2019).
They can also enable a better understanding of how users interact with
mobile applications (Krieter and Breiter, 2018). In the context of learning analytics, visualizations can support teachers in exploring a large
number of programming solutions (Glassman et al., 2015). Visualizations can also be used to visualize API usage and to help users select
code examples (Glassman et al., 2018).
Cairo (2016) compares data visualization to scientiﬁc modeling because
data visualizations are an abstraction of reality. He argues that successful data visualization should ensure that the visualization is truthful,
functional, beautiful, insightful, and enlightening. I took these criteria into account when developing novel explanations for this thesis in
Chapter 7.
Munzner (2015) provides three guiding questions for visualizations design, distinguishing between what data a user needs to see, why users
are performing particular tasks, and how visual representations can
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be constructed and manipulated. This directly relates to this thesis,
which explores how the data and the ML systems for this task can be
constructed and manipulated (Chapter 4 and 5), what users are trying
to achieve (Chapter 5), and what data are useful for users to assess the
quality of an ML-based curation system (Chapter 7).
Stumpf et al. (2009) investigated how the feedback of ML systems needs
to be designed. They found that supporting interactions between users
and ML systems is feasible, but they question what rich human-computer
collaboration should look like. This connects to Tullio et al. (2007), who
conducted a six-week-long ﬁeld study of users interacting with an ML
system that predicted whether employees could interrupt their manager or not. They investigated the mental model that users developed
about the system and found that users’ mental models remain relatively stable over time. Nevertheless, users can correct initial misconceptions about the model.
Buçinca et al. (2020) evaluate methods of evaluating explanations for
ML-based systems. Considering the complexity of developing ML-based
systems, they investigate how suitable proxy tasks can be to assess such
systems. They ﬁnd that proxy tasks can be misleading and point out
the risk that a lack of evaluation methods of such explanations might
impede technical progress.
Lipton (2016) argues that for ML systems to be trusted, they need to
be interpretable. He examines the diverse and occasionally discordant
motivations for interpretability. Lipton also highlights that the term
interpretability does not have an agreed-upon meaning in the context
of machine learning. He questions the assertions that linear models are
interpretable and that deep neural networks are not.
As described in the introduction, Cramer et al. (2009) investigate adaptive spam ﬁlters by conducting user observation, interviews, and surveys. They ﬁnd that ﬁlter awareness and understanding severely impact users’ behaviors and their attitudes toward spam ﬁlters. This ﬁnding regarding spam ﬁlters poses the question of how awareness and
understanding inﬂuence users of ML-based curation systems.
Despite a broad consensus that explanations are helpful and that algorithmic transparency is essential, e.g., with Tintarev and Masthoff
(2012), Geiger (2017) and Diakopoulos and Koliska (2017), the amount
of empirical research that investigates explanations of ML-based curation systems in experimental user studies is limited, with a few notable
exceptions focused on Facebook, e.g., Rader and Gray (2015) and Rader
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et al. (2018).
Rader et al. (2018) explore different explanation styles to communicate
the news curation on Facebook and show that explanations can help
users determine whether a system is biased. Rader et al. evaluate the
following four explanation types:
1. ‘How’ explanations that describe inputs and outputs as well as the
steps in between (white box).
2. ‘Why’ descriptions which explain the motivations and reasons behind outcomes, but not how the systems works (black box).
3. ‘What’ explanations that only reveal the existence and main purpose
of the algorithm.
4. ‘Objective’ explanations which emphasize that the system serves the
interests of users.
Rader et al. (2018) found that all explanations made participants more
aware of how the system works and helped them detect biases. Simultaneously, the explanations were not helping participants evaluate the
correctness of a system’s output, which directly informed the fourth
research question and Chapter 7 regarding whether explanations improve expert users’ understanding of the quality of an ML-based curation system. Rader et al. motivated me to focus on explanations of the
model as a whole and to design novel explanations that go beyond the
different explanation styles they explored.
As the preceding sections show, this thesis connects to a large body
of research that tries to augment machine learning systems by computing explanations and visualizing ML-based curation systems’ input and
output. While this work on explanations and visualizations is important, this thesis focuses on users and their understanding. This focus
on users differentiates the thesis from work aimed at visualizing neural
networks in machine learning conferences and journals. Examples for
such visualizations of neural networks include showing the decision
function (Selvaraju et al., 2016), visualizing the ﬁlters (Springenberg
et al., 2014) or providing explanations (Ribeiro et al., 2016). Such visualizations are highly specialized and rarely evaluated in user studies,
as the studies by Yosinski et al. (2015), Samek et al. (2015), and Rauber
et al. (2017) exemplify.
Another important motivation for this thesis is Green and Chen (2019),
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who found that the inﬂuence of interactions between people and models on human decisions is rarely investigated. Since news directly inﬂuence how people perceive the world, ML-based curation systems can
potentially affect users’ political opinions. This makes exploring how
such systems are presented to users an important topic. Especially
since Green and Chen (2019) found that the different ways of presenting models and structuring human-algorithm interactions affect the
quality and type of decisions made.

2.2

Machine Learning

For this thesis, I will explicate my understanding of machine learning. In this section, I present a technical model of supervised machine
learning. The technical model is meant to help readers recognize the
different constituents of ML-based systems. Distinguishing these constituents enables a better understanding of where and how users can
interact with ML-based systems, which informs what parts of ML-based
systems I concentrated on in this thesis.
I focus on the automation of curation through ML-based systems. For
the scope of this thesis, I adopt Parasuraman et al.’s (2000) operationalization of automation as:
A device or system that accomplishes (partially or fully) a function that
was previously, or conceivably could be, carried out (partially or fully)
by a human operation.

I investigate recommender systems and ML-based curation systems as
timely and relevant applications of artiﬁcial intelligence (A.I.). Goodfellow et al. (2016) regard machine learning as a subset of artiﬁcial intelligence that enables computer systems to improve with experience
and data. Artiﬁcial intelligence can be subdivided into subﬁelds such
as vision, natural language, decision theory, genetic algorithms, and
robotics (McCorduck and Cfe, 2004). I adopt Hansen et al.’s (2017)
operationalization of A.I., which regards A.I. as an umbrella term for
computer systems that are ‘able to perform tasks normally requiring
human intelligence’. Goodfellow et al. (2016) describe artiﬁcial intelligence (A.I.) as a ﬁeld with many practical applications and active research topics including, but not limited to, intelligent software to automate routine labor, understand speech or images, make diagnoses in
medicine and support basic scientiﬁc research.
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For this thesis, I adopt Mitchell’s (1997) operationalization of machine
learning, which describes a machine learning system as follows:
A computer program is said to learn from experience E with respect to
some class of tasks T and performance measure P if its performance at
tasks in T, as measured by P, improves with experience E.

Training a machine learning model means that a task T (e.g., predicting
whether a news story is relevant to a user or not) and the performance
measure P (e.g., the number of relevant news stories predicted) are deﬁned. This general principle, which is commonly implemented using
algorithms such as gradient descent or expectation-maximization, is
central to state-of-the-art machine learning systems.
Other deﬁnitions, like Samuel (1959), deﬁne machine learning as the
‘ﬁeld of study that gives computers the ability to learn without being explicitly programmed’. Important milestones of recent machine
learning are the near human-level of performance recognizing thousands of objects in images, e.g., Krizhevsky et al. (2012), and the translation from English to French, e.g., Bahdanau et al. (2014).
Prior research commonly refers to ML-based curation systems as ‘algorithmic systems’ or ‘algorithmic news curation systems’. In the following, I will explain why this is not precise enough. For this, I distinguish between systems developed using an imperative programming
paradigm and machine learning system. Both rely on algorithms and
data structures.
Algorithms, as deﬁned by Knuth (1997), are comprised of input, outputs, states of computation, and a computational rule. Following Knuth,
an algorithm is a ﬁnite, deﬁnite, effective procedure, with some output. Algorithms can be further distinguished into deterministic algorithms where a speciﬁc input will always produce the same result
and non-deterministic algorithms, where the results may vary, e.g., due
to random values or parallel processing. Deterministic algorithms are
most commonly found in practice. Classic examples of deterministic
algorithms include Euclid’s algorithm to determine the greatest common divisor, Dijkstra’s algorithm to ﬁnd the shortest path between two
nodes in a directed graph and the binary search algorithm that determine the position of a value in a sorted array. Other examples are sort
algorithms like merge sort and quick sort that provide efficient ways of
placing elements in an array into order. For all of these algorithms, a
speciﬁc input is transformed into a particular output based on a computational rule. The most critical aspect of implementing and ana-
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lyzing such algorithms is the computational rule that transforms the
input. For all the mentioned examples, this computational rule can be
expressed as a number of steps that transform the input using conditions, loops, and speciﬁc data structures.
Machine learning follows a different approach. Like other algorithmic systems, machine learning systems are comprised of input, outputs, states of computation, and a computational rule. Unlike classical sorting or searching algorithms, the computational rule in machine
learning systems does not explicitly specify what has to happen when.
The computational rule also does not include loops and conditions
that explicitly manipulate data structures. Under the machine learning
paradigm, statistical estimates are iteratively improved with respect to
a performance measure (Goodfellow et al., 2016). The fundamental
difference between machine learning and imperative programming is
that the computational rule of ‘classical’, imperative algorithmic systems for tasks like sorting, searching, or path-ﬁnding is explicitly speciﬁed in a formal language (‘programmed’). This allows practitioners to
inspect these systems.
In contrast to that, machine learning systems are ‘trained’, i.e., a particular computational rule is used to guide an optimization process that
minimizes a speciﬁc criterion. Here, the computational rules for the
task at hand are not explicitly written out. Practitioners cannot inspect
the computational rule in the same way as they would inspect the computational rules of systems based on imperative programming.
This lack of explicit computational rules for a decision makes machine
learning systems fundamentally opaque. The engineers who train the
machine learning system and the people that use them do not understand why the system behaves in a certain way. This is especially
true for the recent advances in neural networks called deep learning.
Such state-of-the-art ML systems are complex mathematical models
that combine a large number of input features, as explained by Schmidhuber (2015), LeCun et al. (2015), Bengio (2013), and Manning (2016).
ML-based systems, which are improved by optimizing parameters, are
challenging to explain. Thus, speciﬁc decisions of the system are difﬁcult to comprehend. In addition to that, the basic procedure of the
systems cannot be explained in a generally understandable way. This
constitutes an important challenge for the user experience of the systems. Despite these problems, machine learning techniques are applied
for a large number of tasks as documented in this thesis, in particular,
in Chapter 4. ML-based systems are used to recognize gestures (Song
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et al., 2012), to visualize solutions in e-learning contexts (Glassman,
2016), to recommend music, books and movies (Herlocker et al., 2000),
and to curate news and videos (Rader and Gray, 2015).
ML textbooks like Müller and Guido (2016) commonly distinguish between at least three types of machine learning: supervised learning,
unsupervised learning, and reinforcement learning. In supervised machine learning, systems are ‘trained’ on aligned pairs of features (also
called attributes or dimensions) and classes (also called targets). Each
combination of features and classes is called an instance (also called
samples or observations). Supervised machine learning tasks can be
further divided into classiﬁcation and regression. For classiﬁcation,
discrete-valued quantities are predicted, either between two classes (binary classiﬁcation) or more classes (multi-class classiﬁcation). For regression, real numbers are predicted. In unsupervised machine learning, the features are used to ﬁnd similarities or dissimilarities in the
data. Textbook examples for applications of this are hierarchical clustering and agglomerative clustering of data. In all cases, the available
data and the data encountered in practice are a sample of the population they are trying to represent.
The content presented in this thesis is primarily focused on supervised
machine learning, which is the most common type of machine learning found in recommender systems. Examples for supervised machine
learning algorithms are K-Nearest Neighbors, Decision Trees, Support
Vector Machines, and Neural Networks. A core property of such discriminative machine learning systems is that they necessarily have to
make a decision. Generative approaches that can assess how familiar
a speciﬁc input is could mitigate many of the problems described by
preventing the system from guessing. While such technical solutions
are developed (Jacobsen et al., 2018), the vast majority of recommender
systems rely on discriminative, supervised machine learning.

ML Application Contexts
Despite the fundamental limitations associated with understanding and
explaining ML systems described in this thesis, ML systems are necessary because they can solve problems that classical algorithms with explicitly deﬁned computational rules cannot solve. To illustrate how this
is possible, I will consider the task of recognizing hand-written digits
between 0 to 9 in grayscale images. In the following, I will explain why
the task would be challenging to solve in the imperative programming
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Figure 2.1: Recognizing hand-written
digits on the MNIST dataset (Deng,
2012) is a task that is hard to solve using
an imperative programming paradigm
and comparatively easy to solve using
machine learning.

paradigm and how easy it is to solve it using machine learning.
Before I present the ML solution, consider how this task would be
solved using the imperative programming paradigm and programming
languages like Python, Java, or C++. In the imperative programming
paradigm, a programmer would analyze the problem and subdivide it
into different functional units. A solution could entail a function that
would take an array of light intensity values as an input, execute a computational rule, and that would then return an integer value between 0
to 9. This computational rule could be further subdivided into different
functional units.
A programmer would have to explicitly deﬁne each number’s shape
and formulate computational rules to recognize each number. The programmer would have to ﬁnd a way to describe the shape of each number formally. The algorithm to detect the number zero would have to
detect an oval shape in the light intensity values given as an input. The
algorithm to detect the number eight could detect a circle balanced on
top of another circle. To detect the number seven, the system would
have to detect a line that goes from the bottom left to the top right,
which then continues to the top left.
A system following the imperative programming approach would, however, be prone to errors, as a closer inspection of the different possible
hand-written digits shown in Figure 2.1 reveals. The reason for this
is that the possible input of hand-written digits can differ from the
idealized, formalized representations of digits explicated in a formal
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language. In the fuzzy reality, numbers can be scaled, sheared, and rotated. There might also be more subtle differences. Some of the circles
in Figure 2.1 are, for instance, not closed. Regarding the eights, we ﬁnd
examples where the circles overlap, i.e., where they are not balanced
on top of each other. For the sevens, we ﬁnd that the angle of the lines
that meet in the top left is not always 60 degrees.
To address these limitations and the problems arising from the sheared,
scaled, and rotated input, one could try to add more rules and account
for all the different variations of hand-written digits. Unfortunately,
considering the inﬁnite number of variations in human writing, such
systems will inevitably fail to recognize a large number of hand-written
digits. This, combined with the considerable effort of explicitly deﬁning the hand-written digits, shows why it is desirable to infer the rules
from examples rather than explicitly programming every variation.
With machine learning, a system is initialized with random parameters
and then optimized by:
1. making predictions, e.g., classifying the light intensity values of
hand-written digits into the ten categories from 0 to 9
2. measuring the error, i.e., calculating how many of the different digits are misclassiﬁed
3. improving the predictions so that the error is minimized
The most straightforward implementation of this would be doing random changes to the parameters and keeping them if they improve the
measured system performance. In practice, there are a variety of more
efficient ways of optimizing the parameters in a guided way. For example, the backpropagation and gradient descent algorithms can use the
derivative of the error function to improve the parameters to minimize
the error.
Empirical work showed that ML-based systems can achieve very high
performance at the hand-written digit recognition tasks, but that they
need a lot of data. MNIST, the dataset shown in Figure 2.1, consists
of 60,000 pictures of hand-written digits. Fifty thousand of these images are used to train the model. Ten thousand are used to test the
model. At the time of the writing of this thesis, the state-of-the-art accuracy at this task is at least 99.78%. Considering the almost perfect
accuracy at recognizing hand-written digits, the task can be regarded
as solved. Theoretically, however, even for these systems, there exists
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an inﬁnite number of hand-written digits that will not be recognized
by these systems. This is a very crucial insight. Even systems that empirically perform close to perfection can fail for an inﬁnite number of
examples.
The application of an ML-based recommendation system connects to
several problems. Unlike imperative programming, where the system’s
decisions are explicitly stated through formal languages, the decisions
of machine learning systems are inferred from data using complex mathematical models based on statistics. Since the prediction is based on
the parameters mentioned in the preceding paragraphs, it is hard to
explain why a speciﬁc classiﬁcation was made. This motivated me to
investigate users’ understanding of ML-based curation and to explore
ways of explaining and auditing ML-based curation systems.
This thesis focuses on ML-based systems that curate content like news
and videos. While similar to systems that recognize hand-written digits
in principle, the engineering required to provide such curation systems
is far more involved. These systems have in common that they are intransparent and hard to interpret, for experts and laypeople alike. Like
machine translation and object recognition systems, ML systems that
recommend items have no interface per se apart from the predictions
they make. This means that it is often not transparent that an MLbased curation system is acting. Therefore, many people may not be
aware that an ML-based system curates their content.

A Technical Model of Supervised Machine Learning
To support readers in contextualizing the ﬁndings, I developed a schematic
model of the supervised machine learning process shown in Figure 2.2.
The model shows the six parts of the machine learning process and how
they interact.
The six parts of my technical model of supervised machine learning
include:
1. the available data and the data in practice
2. data preparation & representation
3. the training-testing split
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4. the learning algorithm
5. the inferred model
6. the output of the system
In the following, I will describe each of the different parts. The description of the technical aspects is based on the machine learning textbook
by Müller and Guido (2016). The model extends Figure 2.3 by Veale
(2019), who distinguished between data, preprocess, training data and
test data, the learning algorithm, the trained model, and the prediction based on new data. I extend on this by investigating the role of
data and data representation and highlighting that, in practice, data
has to be preprocessed in precisely the same way as the training and
the testing data. I also renamed the trained model to inferred model,
which highlights the distinction between the training algorithm and
the model that is used for inference. ‘In Practice’ is used as an antonym
to ‘During Development’, highlighting that the data used to train the
system is usually different from the data that a system might encounter
in production. Even though the goal of the development of a machine
learning system is to train a model that generalizes to unseen data,
unanticipated data can lead to mistakes by the system.
The model in Figure 2.2 connects to the socio-technical distinction in
Chapter 1 that juxtaposes the ML system(s) and the user(s). This distinction is crucial because it enables me to distinguish the inﬂuence of
the input, the inferred model, and the output. This distinctions make it
possible to describe what part of the complex socio-technical ML system I investigate. This supports a more precise and comprehensible
terminology to reason about machine learning. The input that I explored in Chapter 6 is a factor of success determining the quality of the
ML systems. However, up until now, comparatively little attention has
been paid to the quality of ML input. Meanwhile, it is not only important to investigate the perspective of the ML system (Chapter 7). It is
also crucial to explore the perspective of the users of machine learning,
as I did in Chapter 5.
The model in Figure 2.2 allows locating the different contributions of
the thesis, based on whether they are focused on the input (Chapters 4,
5, and 6), the model (Chapters 4, 5, and 7) or the output (Chapters 4,
5, 7, and 8). The technical model thus makes it visible that this thesis
covers not only the output dimension of the ML-based curation system
but also the inferred model and the input of these systems. The model
is meant to help readers understand and contextualize practitioners’
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Figure 2.2: A Technical Model of Supervised Machine Learning.

framing of machine learning (RQ1, especially in Chapter 4) and users’
understanding of ML-based curation systems (RQ2, especially in Chapter 5). Furthermore, the technical model also clariﬁes what input the
users are providing to the ML-based curation system (RQ3 in Chapter 6). For RQ4, I evaluated different models or output visualizations
but found that none of the explanations are helpful (Chapter 7). For
RQ5, I demonstrate that audits of the output of ML-based systems are
an important alternative to explanations (Chapter 8). The technical
model thus visualizes key terminology, which is especially important
to understand the technical contribution in Chapter 7, where a custom
ML-based curation system was developed and evaluated. The model is
also helpful in understanding which part of the ML process the audits
presented in Chapter 8 examine.
Overall, the technical model not only situates the contributions regarding how ML-based curation systems can and should be explained. The
model is also instrumental in laying the groundwork for the sociotechnical perspective on ML-based curation systems.
In the following, I will describe the different constituents of the model
in more detail.
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Figure 2.3: Diagram of the machine
learning pipeline by Veale et al. (2018).

1. The Available Data and the Data in Practice
The technical perspective of machine learning systems commonly presents
them as ‘processing’ a wide variety of data, including, but not limited
to: numerical data, text, time-series data, sensor data, images, audio,
and video. In this model, I distinguish between available data and data
in practice. Available data means data available to train and test the
system. In theory, this data should be a representative sample of the
population that is targeted. In practice, this is rarely the case.

2. Data Preparation & Representation
To train, evaluate, and deploy machine learning systems, the available
data needs to be processed and prepared (Müller and Guido, 2016).
This preparation is speciﬁc to the data type used for the training. Data
preparation is directly connected to the so-called feature engineering,
where the best possible representation for the data is determined. Data
preparation can include the removal of outliers and corrupt data and
the scaling of values. Whether something is represented as nominal
data, ordinal data, or categorical data can determine the success of a
prediction task.

3. The Training-Testing Split
For most supervised machine learning tasks, the available data are subdivided into at least two sets. One subset, the training data, is used as
input to the learning algorithm. This training data is used to infer the
model. Another nondisjunct subset, the test data, is then given as input to the inferred model to evaluate how well the machine learning
system generalizes to unseen instances.
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4. The Learning Algorithm
The learning algorithm uses a subset of the available data - the training data - to infer a model that can make decisions with respect to an
objective. Distinguishing between the learning algorithm and the inferred model is essential, considering the strong focus on ‘algorithmic’
awareness, bias, and transparency.
In practice, a large number of different supervised ML algorithms can
be used to infer a model. Examples for such ML algorithms include
K-Nearest Neighbors, Linear Models, Naive Bayes Classiﬁers, Decision
Trees, Random Forests, Support Vector Machines, and Neural Networks
(Müller and Guido, 2016).

5. The Inferred Model
For machine learning, the training algorithm is comparatively simple.
Improving the transparency and users’ understanding of the learning
algorithm, therefore, would not help users understand how the machine learning system works because the inferred model is making the
decisions. For this reason, the learning algorithm and the inferred
model need to be considered separately. This thesis shows how important it is to consider the model inferred from data.

6. The Output of the System
ML practitioners use the test data to assess how well the predictions of
the inferred model generalize beyond the training data. This test data
are data from the same distribution as the training data. The test data
are preprocessed using the same data preparation and feature engineering steps as the training data. The features of the test data are given as
input to the trained model to generate predictions. These predictions
are then compared to the ground truth of the withheld test data using
speciﬁc evaluation metrics discussed in the following.
To analyze the generalization capabilities of a supervised machine learning system, the predictions for a binary classiﬁcation problem can be
grouped as follows (Müller and Guido, 2016): true positive (tp ), true
negative (tn ), false positive (fp ), and false negative (fn ).
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• True positives (tp ) are cases where a member of class 0 is correctly
predicted as a member of class 0.
• True negatives (tn ) are members of class 1 that are correctly predicted as members of class 1.
• False positives (fp ) are members of class 0, which are wrongly predicted as members of class 1.
• False negatives (fn ) are members of class 1 that are wrongly predicted as members of class 0.
These statistics can be combined into aggregate statistics like accuracy,
precision, recall, and the so-called F1 score. Accuracy, also called gent +t
eralisation error or out-of-sample error, is deﬁned deﬁned as t +t p +fn +f .
p

n

p

n

For a system that classiﬁes news as ‘interesting’ and ‘not interesting’,
the accuracy metric would give the percentage of correctly classiﬁed
messages. However, the accuracy metric does have signiﬁcant shortcomings in that it is susceptible to class imbalances. If virtually all
news is ‘not interesting’, a system that would always predict that a news
story is uninteresting could still achieve very high accuracy. Therefore,
other metrics than accuracy exist to evaluate the generalization capabilities of a machine learning system.
Precision, deﬁned as

tp
tp +fp ,

measures how many of the predicated mest

sages are interesting. Recall, deﬁned as t +p f , measures how many of
p
n
the interesting messages are predicted. Considering the shortcomings
of accuracy and the differing foci of precision and recall, the F1 measure, as the harmonic mean of precision and recall, is commonly used
in practice. The F1 measure is deﬁned as:

2 ∗ (P recision ∗ Recall )
(P recision + Recall )

(2.1)

Recommender Systems
Ricci et al. (2011) deﬁne recommender systems as software tools and
techniques that provide suggestions for items to be of use to a user.
Recommendation systems are used to suggest a variety of items, such
as consumer products, movies, songs, friends, restaurants, and news
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articles (Jannach et al., 2016).
For Sheth (1994), a personalized ﬁltering system has to fulﬁll three
requirements:
1. specialization, i.e., selecting articles that are interesting to a user
2. adaptation, i.e., adapting to a user’s changing interests over time
3. exploration, i.e., ﬁnding newer information that is of interest to a
user
Textbooks like Aggarwal et al. (2016) distinguish between neighborhoodbased and model-based collaborative ﬁltering, as well as content-based,
knowledge-based, and ensemble-based recommender systems. Aggarwal et al. (2016) show that modern recommender systems can take context, time, and location into account. More advanced systems can also
leverage additional data about structure or trust.
Adomavicius and Tuzhilin (2005) regard the ranking problem as central to the task solved by recommender systems. They deﬁne the ranking problem as ﬁnding a function that outputs a relevance score for
each item given information about the user proﬁle and his or her contextual situation, ‘content’ information about the items, and information about preference patterns in the user community.
Jannach et al. (2016) extend on this by providing a new problem characterization. For them, the recommendation problem has three components:
1. an overall goal that governs the selection and ranking of items
2. a set of available actions centered on the presentation of recommended items
3. an optimization timeframe
Recommender systems and their early predecessors, commonly referred
to as information ﬁltering systems, have a long history that dates back
to at least the 1960s (Jannach et al., 2016). Hensley (1963) described
the ‘selective dissemination of information’ as a new and rapidly developing ﬁeld initially introduced by Luhn (1958). As an inverse to
information retrieval, the selective dissemination of information uses
computers to select those documents from a ﬂow of new documents
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that are relevant to users. Early implementations of such systems include the Information Lens by Malone et al. (1987), the Tapestry email
ﬁltering system at Xerox PARC by Goldberg et al. (1992), and GroupLens by Resnick et al. (1994).
The goal of the Information Lens by Malone et al. (1987) was to tackle
the so-called information-sharing problem, which was deﬁned as disseminating information to those people who ﬁnd it valuable without
disturbing those people for whom it has no value. Malone et al. (1987)
introduced rules for the automatic processing of messages, thus pioneering the mail ﬁltering that is still used in e-mail applications.
The Tapestry e-mail ﬁltering system by Goldberg et al. (1992) used implicit feedback from users to ﬁlter, ﬁle, and browse electronic documents that arrive in a continuous stream. The goal of the system was to
replace e-mail systems by leveraging the actions of others.
GroupLens by Resnick et al. (1994) is another famous predecessor of
ML-based news curation systems widely used on platforms like Facebook, Twitter, and YouTube. GroupLens helped people ﬁnd the articles they would like by predicting the rating a speciﬁc user would give
based on similar users’ actions.
Recommendation systems have become increasingly important to ecommerce websites (Schafer et al., 1999). A major platform that adopted
such recommendation systems early on was Amazon.com. Automatic
video recommendation, as a subﬁeld of recommender systems, also
have a long history. The MovieLens dataset, released in 1997, is an early
and widely used dataset that pioneered video recommendation systems
(Harper and Konstan, 2015). Early examples like Movieﬁnder.com applied ML to provide a list of recommended movies in the late ’90.
Despite the cultural and commercial success of recommendation systems, the evaluation of such systems remains a challenging problem.
Ricci et al. (2011) distinguish a variety of ways in which recommendation systems are evaluated. These include offline experiments, user behavior simulations, user modeling, user studies, and online evaluation.
While offline experiments are based on available datasets, online evaluation aims to measure the change in user behavior that is interacting
with a live system. As evaluation properties of recommender systems,
Ricci et al. (2011) distinguish between user preference, prediction accuracy, coverage, conﬁdence, trust, novelty, serendipity, diversity, utility,
risk, robustness, privacy, adaptivity, and scalability.
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Early work by Xiao and Benbasat (2007) investigates the characteristics, use, and impact of e-commerce recommendation agents and the
conceptual models attached to them. Xiao and Benbasat propose two
questions of practical relevance: ‘How can recommender systems help
improve the user’s decision process and quality?’ and ‘Which factors
inﬂuence the user’s adoption of and trust toward the system?’. This
thesis contributes to these questions, which are still timely and relevant. Considering the peculiarities of the curation problem, I investigate user beliefs about ML-based curation systems and the potential
that such systems have to inﬂuence users’ political opinions. I also reveal the biases enacted by such systems.
Konstan and Riedl’s (2012) review showed that nearly all early published research on RS evaluated the recommender systems using an error or correlation measure. They detail the different evaluation metrics
for recommendation systems that range from coverage to precision and
recall. These metrics also include the trade-off between false positives
and false negatives (ROC curve).
How machine learning systems that recommend content are trained
poses essential problems for their evaluation. Jannach et al. (2016)
found that maximum accuracy at the matrix completion tasks is insufficient to make the best recommendations. They argue that novelty,
diversity, unexpectedness, and utility need to be taken into account for
the evaluation. McNee et al. (2006) also argued that being accurate is
not enough. To illustrate this, they provide the example of a travel recommender system that, if evaluated solely based on its accuracy, would
become very good at ranking all the places a user has visited in order
of preference. This, however, does not make it a sound travel recommender system. McNee et al. (2006), therefore, question the implicit
assumption that the user is always interested in those items with the
highest ratability, i.e., the probability that a speciﬁc item will be the
next item that the user will consume (and then rate). They cite the
White Album by the Beatles as an example for a recommendation that
is very good from a technical perspective aimed at accuracy since most
users like the album very much. From a user perspective that considers
the usefulness of the recommendation, the White Album is problematic. As one of the most famous albums by one of the most well-known
bands, people either already own the album or speciﬁcally chose not
to own it. This means that recommending the White Album adds little
value for users.
According to Konstan and Riedl (2012), businesses do not want to ‘waste’
a recommendation on a product that consumers are likely to purchase
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anyway, e.g., by recommending an every-day item like bananas to a
customer in a supermarket. Instead, they focus on ‘serendipitous’ recommendations. However, this focus can be problematic in a context
like news recommendations. It might be a useful property for a recommender system to entice users to try out novel products. In the context
of news recommendation, this could lead the system to push more obscure news stories that diverge from the major census narrative, e.g.,
by presenting conspiracy theories or hyperpartisan points of view. I
discuss this issue in detail in Chapter 8.
Cremonesi et al. (2012) showed that a system with higher prediction accuracy is not automatically perceived as better by users. This connects
to my ﬁndings in Chapter 7, which showed that the statistically measured quality of algorithms and how users perceived the systems’ quality can diverge. Furthermore, Cremonesi et al. (2012) found that algorithmic attributes do not have a strong inﬂuence on how users judge the
accuracy and novelty of recommendations. They showed that a user’s
judgment and attitude towards a recommender system are mainly inﬂuenced by user experience factors, not algorithmic attributes. This
motivated me to investigate factors in news and video recommendations other than the ML systems and their interfaces, leading to the
investigations in Chapters 5 and 6.
Jannach et al. (2019) characterize recommender systems research as focused on proposing technical solutions that are better at predicting
held-out user preferences for unseen items. They problematize such
‘leaderboard chasing’ research where small improvements on a speciﬁc metric are considered publishable results. Jannach et al. (2019)
question the focus on algorithmic improvement in contemporary recommender systems research and the academic focus on a ‘curve-ﬁtting’
problem abstract from domain speciﬁcs. I address this criticism in two
ways: by (1) focusing on the users of ML-based curation systems and by
(2) concentrating on the speciﬁc contexts of news curation and video
recommendation.
This connects to Konstan and Riedl (2012), who identiﬁed the most important open research problems and key challenges of recommender
systems. Konstan and Riedl argue that the user experience of recommender systems needs further attention. They deﬁne the user experience of recommender systems as the delivery of the recommendations
to the user and the interaction of the user with those recommendations.
They identify an apparent shift from thinking of recommenders as prediction engines to considering them in the context of user experience
and argue why this shift is necessary. This view is supported by Ju-
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govac and Jannach (2017), who found that a large body of research is
focused on the problem of rating prediction and item ranking while
other aspects receive comparatively little attention. Jugovac and Jannach (2017) argue that assessing the efficiency and persuasiveness of an
explanation interface requires problem-speciﬁc evaluation procedures
and measures. They found that while there are different evaluation
approaches for speciﬁc problems in the literature, there are no agreedupon evaluation standards for many problems. In this thesis, I investigate ML-based curation systems in the context of content curation for
a variety of users ranging from middle-aged users (Chapter 5) to highschools students (Chapter 6) and professional journalists (Chapter 7).

ML-based Curation Systems
With ML-based curation systems, this thesis investigates tasks that were
previously performed by journalists. It is, therefore, relevant to consider what journalists do. Schudson (2011) operationalized journalism
as:
The business or practice of regularly producing and disseminating information about contemporary affairs of public interest and importance.

Harcup and O’Neill (2017) examine the news values within mainstream
journalism. They ﬁnd that contemporary journalism considers criteria such as recency, conﬂict, unexpectedness, relevance, proximity, and
social impact. Harper (2017) argues that rather than causing a fragmentation of the public sphere, the use of algorithms causes problems
by recentering public engagement around the complementary interests
of the broad majority and proﬁtability. He suggests that algorithmic
systems promote a particularly populist ‘proﬁtable and normal’ media
experience.
This thesis adopts the ideological view on journalism by Deuze (2005).
Ideology refers to a set of constitutive commitments, i.e., beliefs and
codes, that journalists use to rationalize their practice. Such shared
beliefs include the importance of public service, objectivity, autonomy,
immediacy, and ethics. This view is also adopted by Diakopoulos (2019),
who poses the question of whether ‘algorithms can perform journalism’. This connects to whether ML-based curation systems can produce and disseminate information about contemporary affairs of public interest and importance in a manner that serves the public, by being
objective, autonomous, immediate, and ethical. Diakopoulos believes

48

that such systems can perform journalism because both journalism and
computing share a focus on transforming and adding value to information. However, he also believes that these systems are not yet up to
calculating something like the social, political, economic, or deliberative signiﬁcance of a piece of content. He poses the question of which
knowledge tasks a person should be making and which can be reliably
delegated to an ‘algorithm’.

2.3

Users & Machine Learning

In the following section, I will consider the complexities that arise when
users and machine learning meet. To situate the ﬁndings, I operationalize key computer science terms like data and information for the purposes of this thesis. Considering machine learning’s reliance on data,
I describe dataﬁcation and digital traces as important enablers of the
success of ML systems. To better contextualize the contributions of this
thesis, I also discuss the concept of ‘accountable algorithms’. Since this
thesis is motivated by the potential dangers of fake news, ﬁlter bubbles,
and echo chambers, I operationalize these terms. In the ﬁnal two sections, I discuss the dangers of ML-based systems’ biased decisions and
examine audits of ML-based systems as one important way to expose
such biases.
This investigation of ML-based curation systems is motivated by a variety of critical social risks related to these systems. I will put a special
focus on ﬁlter bubbles, fake news, and online ‘radicalization’. Despite
the growing importance of recommendation systems based on machine
learning, Dove et al. (2017) found that designers and UX experts’ understanding of ML and its applications is only emerging. They framed
machine learning as a new design material and explored how UX practitioners envision and develop machine learning systems. Dove et al.
(2017) showed that 63% of the interviewed designers work with machine learning. Their analysis identiﬁed technical complexity and the
challenge of understanding what machine learning is and how it works
as signiﬁcant problems. Dove et al. also found that machine learning
can be difficult to explain to users and that ML systems make seemingly
bizarre errors at unexpected times. This motivated me to understand
how users interpret the input and output of machine learning systems
and how the interface can support users in handling the complexity of
the ML systems.
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For this thesis, two studies were directly aimed at investigating YouTube.
Chapter 5 explored user beliefs about how YouTube’s recommendations
work. Chapter 8 explored the recommendations of YouTube for political topics in Germany. In addition to YouTube, the results in Chapter
6 relate to Facebook (2019), another popular website with 2.4 billion
monthly active users.
In contrast to YouTube, Facebook has received more attention regarding
algorithmic awareness (Eslami et al., 2015), user beliefs about the algorithm (Rader and Gray, 2015), and the effects of the algorithm (Bucher,
2017a). Prior work investigated how Facebook’s recommendation system works (DeVito, 2017), reﬂected on the epistemological challenges
posed by Facebook (Schou and Farkas, 2016), and exposed the biases
that the algorithms enact (Bozdag, 2013). As discussed, Eslami et al.
(2015) found that many users were not aware of the existence of Facebook’s News Feed algorithm. Recent representative polls also found
that around half of US adults who use Facebook (53%) think they do not
understand why certain posts are included in their news feeds (Smith,
2019). This is further indication that the awareness and transparency
of ML-based curation systems are important and urgent issues.

Dataﬁcation & Digital Traces
This thesis discusses the challenges that arise when people interact
with machine learning systems that recommend content. Considering the central role that data plays in machine learning, the following
section will explicate my operationalization of data and information.
Following Ackoff (1989), information systems generate, store, retrieve,
and process data. Informed by this, I investigate ML-based curation
systems as information systems that generate and process data. The
term data is commonly deﬁned as ‘symbols that represent properties
of objects, events, and their environment’ (Ackoff, 1989). Information
is data that has been processed to increase the ‘usefulness’ of data. The
difference between data and information is, therefore, functional, not
structural. Breiter and Light (2004) extend on this notion of information and highlight that data can exist in any form, either usable or not.
Whether data can be regarded as information depends on the understanding of the person using the data. Breiter and Light (2004) regard information as data that is given meaning by being connected to
a context. They focus on the interpretation of the person looking at
the data. Borgmann (1999) distinguishes between technological, natural, and cultural information and argues that certain types of infor-
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mation (natural, cultural) cannot be reproduced to data in a way that
can be transmitted, processed, and/or produced by computers and related technologies. This informed my distinctive sensibility towards
data that becomes evident in Chapter 4.
This interpretation of information relates to the syntactic dimension
in semiotics. As the study of signs and interpretation, semiotics is of
central importance to understanding computer science (Nake, 2001).
Following Peirce’s (1865) semiotics, the term ‘symbol’ includes both
concept and word. A symbol, in its reference to its object, has a triple
reference, that includes:
1. the direct reference to its object, or the real things which it represents
2. the reference to its ground through its object, or the common characters of those objects
3. reference to its interpretant through its object, or all the facts known
about its object
Nake (2001) considers software as a special kind of symbol since these
systems are continuously interpreted by humans and computers. Nake
describes the human dimension as the intentional dimension focused
on interpretation and the computational dimension as a causal dimension focused on determination. In this thesis, I argue that machine
learning, as a novel paradigm of developing software, represents a fundamental shift in that the intentional dimension is becoming less explicit, which poses a variety of important problems for computer science. I consider a subset of these problems in the context of ML-based
curation systems that are inferred from data.
Following Jarke and Breiter (2019), data are not a ‘natural’ by-product
of certain (social) actions, but something that must always be understood in the context of their origin and in respect to the particular affordances of the respective digital infrastructure that created the data.
Mayer-Schönberger and Cukier (2013) introduced the term dataﬁcation
to describe the transformation of social action into online quantiﬁed
data, which enables the real-time tracking and predictive analysis of
social processes. Jarke and Breiter (2019) describe dataﬁcation as the
new means to measure, capture, describe, and represent social life in
numbers. Dataﬁcation is enabled by digital media, or, more precisely,
media that are increasingly becoming digital. Such media are not only
means of communication, but they also increasingly generate data (Bre-
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iter and Hepp, 2018).
Dataﬁcation has the potential for both promoting transparency and enabling new forms and possibilities of monitoring and surveillance. Like
any technology, dataﬁcation is not neutral but has certain values and
assumptions inscribed. Critical data studies researchers like Gitelman
and Jackson (2013), for instance, highlight that data is ‘generated’, i.e.,
it does not ‘just exist’. Data need ‘to be imagined as data to exist and
function as such, and the imagination of data entails an interpretive
base’. Therefore, data are ’not merely representing social reality but
rather produc[ing] it’ (Breiter, 2016). Considering the ways and contexts in which data are produced is crucial when dealing with technologies like machine learning that rely on data. While training a machine
learning system, it is crucial to recognize that data are not neutral, but
that they have speciﬁc values and assumptions inscribed. This is important to consider since the ﬁndings in Chapter 4, which examine how
ML is presented in tutorials, show that the signiﬁcance of data is rarely
addressed in tutorials. In addition to that, the rating task in Chapter 6
proves how challenging it can be to gather data for machine learning
systems.
As shown, dataﬁcation is deeply connected to putting data into context.
Since ML systems learn from data, it is necessary to understand what
data ‘are’ and how data come into existence. To better understand this,
the following section will consider digital trace data as one important
and special type of data. Howison et al. (2011) describe digital trace
data as ‘records of activity (trace data) undertaken through an online
information system (thus, digital)’. Breiter and Hepp (2018) deﬁne digital traces as ‘numerically produced correlations of disparate kinds of
data that are generated by practices of individual, collective, and corporative actors in a digitalized media environment’. Such digital trace
data are increasingly left behind by those who use digital media.
Breiter and Hepp (2018) challenge the common belief that digital traces
allow direct access to ongoing processes of social construction and highlight the fundamental problem of misinterpreting the social world as
reconstructable from an analysis of correlated footprints in digital media. They provide the uploading of photographs and the writing of
comments on digital platforms as examples for digital traces left by
users. They also point out that digital traces are left when using a
search engine and when reading newspapers online. They argue that
such digital traces need to be put into context and propose a triangulation using qualitative methods for this.
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Furthermore, they argue that the interpretation of digital traces is only
possible with context-speciﬁc knowledge. One example of this is Tufekci’s
(2014) exploration of the representativeness and validity of social media data, who analyze the example of hashtags associated with the 2013
Gezi Protests in Turkey. Tufekci (2014) argues that only looking at the
data of tweets associated with these hashtags would suggest that the
protests reached their height on the 30th of May and dropped off by
the 3rd of June. However, online ethnography using qualitative methods revealed that as soon as the protests became the dominant story,
people continued to discuss the topic but stopped using the hashtag
(since the Gezi Protests became the deﬁning topic). This exempliﬁes
why the triangulation of such data is necessary.
Digital traces are especially relevant for this investigation because the
data commonly referred to as digital trace data is what is used to train
many machine learning systems. Therefore, understanding how the
data are produced and how it can lead to misinterpretation of the social world informs an important critical perspective on what machine
learning systems can and cannot learn from data. Following Breiter
and Hepp (2018), understanding the context of digital traces and triangulating the data using qualitative methods is crucial. This, however,
is not possible for complex ML systems used on platforms like YouTube
and Facebook. For such complex and proprietary systems, understanding the context of the digital traces and systematically analyzing data
using qualitative methods is impossible, both for those who operate
these systems and those who research the system, because the amount
of data is too large to handle.

Accountable Algorithms
Motivated by the increasing popularity of complex machine learning
systems in various usage contexts, Diakopoulos et al. (2016) deﬁned
principles for accountable algorithms. These principles include responsibility, explainability, accuracy, fairness, and auditability.
• Responsibility means that such systems need to have contact people
that are responsible for cases in which the algorithmic system has
negative effects on individuals or society at large.
• Explainability means that it should be ensured that the algorithmic
decisions and the data used for the decisions can be explained to
end-users and other stakeholders.
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• Accuracy means that the systems are free of errors and that both
expected and worst-case performance are accounted for.
• Fairness means that those who develop such systems make sure that
it does not have discriminatory or unjust impacts on certain demographics such as race, gender, religion, or other personal traits.
• Auditability means allowing interested third parties to probe, understand, and review the behavior of the algorithm through the disclosure of information that enables monitoring, checking, or criticism. This can include the provision of detailed documentation,
technically suitable APIs, and permissive terms of use.
Understanding the implications of machine learning for the user experience is especially important to those potentially most negatively
affected by such machine learning systems. Hardt (2014) highlighted
the problem that ML-based systems disproportionately affect minorities. He argues that there is a general tendency for automated decisions to favor the statistically dominant class. Minorities, by deﬁnition, have proportionately fewer training samples available. This leads
to models that make worse and potentially more biased (or even oppressive) decisions about speciﬁc groups or individuals (D’Ignazio and
Klein, 2020; Eubanks, 2018; Noble, 2018). Chapter 4 shows that the
risk of ML systems that may become unintended sources of unfairness
is further elevated by misconceptions about ML as well as the universal
applicability and the underinformed application of ML.
A widely discussed example for this problem is COMPAS, a machine
learning system that aims to predict whether a person can be released
from prison or whether the person will re-offend. Angwin et al. (2016)
showed how the ML-based COMPAS system discriminated against people of color. They also showed that COMPAS’ accuracy is only 61%
for the cases they investigated. Their analysis revealed that false positives (i.e., those who are predicted as high risk but do not re-offend) are
twice as likely for African-Americans. Meanwhile, false negatives (i.e.,
those who are predicted as low risk, yet re-offended) are more likely for
white people. This is problematic as COMPAS is becoming common in
courtrooms, at least in the United States, with alleged usage in various
states. This makes COMPAS a noteworthy example of an opaque machine learning system that is inﬂuencing fundamental decisions about
people’s freedom.
The problems outlined in the preceding sections led to calls for increased algorithmic transparency. Blanco et al. (2012) deﬁned trans-
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parency as ‘the disclosure of how the system really works’. In the
context of news curation, Diakopoulos and Koliska (2017) deﬁned algorithmic transparency as ‘the disclosure of information about algorithms to enable monitoring, checking, criticism, or intervention by interested parties’. In this paper, I address the monitoring, checking, and
interacting with such algorithms.
This relates to a variety of investigations. Kroll (2015), for instance,
challenges the common belief in the legal literature that transparency
will solve the problems that automated decisions face regarding legal
fairness. He asserts that disclosure of source code, which is proposed
to improve transparency, is neither necessary nor sufficient to promote
fairness, a call that directly connects to the arguments put forth in
Chapter 4. Kroll argues that transparency may be undesirable since
it may allow adversaries to learn about the system, e.g., how to avoid
taxes.
This connects to Burrell’s (2016) distinction of three forms of opacity:
1. intentional corporate or state secrecy
2. technical illiteracy
3. an opacity that arises from the characteristics of machine learning
algorithms and the scale
She argues that recognizing the distinct forms of opacity is important to
prevent harm, particularly by ﬁnding technical and non-technical solutions. This thesis addresses all three forms of opacity distinguished
by Burrell. Chapters 5 and 8 are methodological contributions to the
problems posed by (1) intentional corporate or state secrecy. Chapter
5 outlines a way of investigating the user perspective of a ‘secret’ ML
system. Chapter 8 provides a way of examining the ML perspective
using audits. The opacity in the form of (2) technical literacy is an essential concern in Chapter 5, where I examine middle-aged users’ understanding of the ML-based curation system on YouTube. The opacity
that arises from (3) the characteristics of machine learning algorithms
is discussed in Chapter 4, which explores how machine learning is constructed in ML tutorials. The explanatory gap in Chapter 7 contributes
ﬁndings that are related to both, the (2) technical illiteracy and the (3)
opacity that arises from the characteristics of ML.
Jannach et al. (2016) found that transparency is an important factor
that positively inﬂuences users’ trust in a system. Transparency, in this
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context, includes both the data the recommender system considers as
well as the algorithm applied to compute the recommendation. In this
thesis, I consider how the system is trained (Chapter 4), the data that
users can provide to train such systems (Chapter 6), and how the recommendations can be explained to users (Chapter 7). This focus on
transparency connects to Tintarev and Masthoff (2007), who describe
transparency, trust, and scrutability as the three motivations for explanations in recommender systems. They differentiate between showing
the user how a recommendation was formed (transparency), encouraging users to take the recommendations independent of how accurate they are (trust), and allowing users to take action to let the system
know of mistakes in the data used for the recommendations (scrutability). With this thesis, I primarily contribute to scrutability (Chapter 7)
and transparency (Chapter 7 and 8).

Fake News
As discussed in the introduction, this thesis adopts Lazer et al.’s (2018)
deﬁnition of fake news as fabricated information that mimics news media content in form but not in organizational process or intent. Fake
news stories pose a vital danger considering social media’s potential for
social inﬂuence and political mobilization. Bond et al. (2012), for instance, conducted a large-scale experiment on Facebook that involved
61-million people. During the 2010 US congressional elections, they
showed that political mobilization messages directly inﬂuence the voting behavior of millions of people. Such political messages inﬂuence
not only the individual but also their friends and their friends of friends.
Bond et al. (2012) showed that nearly all transmission occurred between close friends with a high likelihood of having a face-to-face relationship. They conclude that strong ties are instrumental in spreading
behavior in human social networks – online and offline.
While high proﬁle examples of fake news stories like Pope Francis endorsing Donald Trump remain a signiﬁcant political concern, little is
known about if and how social media platforms and ML-based curation
systems act as catalysts for spreading fake news. How these processes
work and how transparent they are remain important open questions.
Unfortunately, these questions go beyond the scope of this thesis. The
thesis does, however, explore how well users can rate the trustworthiness of individual news items (Chapter 6), which serves two purposes.
On the one hand, it shows that people can distinguish between fake

56

news and quality media in statistically signiﬁcant ratings. This contributes to the understanding of the magnitude of the problem that
fake news constitutes. The ﬁndings imply that the vast majority of
people are not susceptible to fake news.
On the other hand, and this is the aspect that this thesis will discuss
more explicitly, the ﬁndings in Chapter 6 also provide insights into how
well users can provide input data for machine learning systems. Such
input is commonly provided by people, e.g. through crowdsourcing.
Considering the importance of input data for machine learning, it is
crucial to understand the quality of input data that users can provide.

Filter Bubbles & Echo Chambers
The potential dangers of fake news are often connected to the risks
posed by so-called ﬁlter bubbles or echo chambers. In the introduction, I described how a lack of diversity in a news recommendation
might prevent users from discovering new passions. To describe this
phenomenon, Pariser (2011) popularized the term ﬁlter bubble. Pariser
details the rise of personalization on platforms like Google and Facebook and describes the individual ‘universes of information’ that are results of a personalization process that prioritizes links for a user based
on certain criteria, e.g., the political beliefs of a user. Pariser argues
that in a personalized world, people are classiﬁed into different types.
Based on these types, they then receive news that only conﬁrms their
beliefs. This poses the risk of invisible ﬁlters that present users with
news that are pleasant or familiar. Most importantly, since the ﬁlters
are invisible, users may not know what is being hidden from them, i.e.,
it is unclear what other news would also be available. In addition to
the apparent privacy risks this poses, Pariser addresses the fear that
such ﬁlter bubbles could lead to a world with less room for unexpected
encounters that can potentially spark creativity, innovation, and the
democratic exchange of ideas.
Even though such ﬁlter bubbles are an important and timely concern,
little empirical work emerged that showed how (and if) algorithms enact such ﬁlter bubbles and whether intransparent machine learning algorithms exacerbate these issues. In the context of the so-called ﬁlter
bubble, Nguyen et al. (2014) explore the effect that recommender systems have on content diversity. For the MovieLens dataset focused on
movies, they found a slight decrease in the diversity of the items recommended by the system and the items rated by the users, which Rader
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and Gray (2015) regard as weak evidence for a ﬁlter-bubble effect.
Sears and Freedman (1967) review the term selective exposure and ﬁnd
that it is used to refer to ‘any systematic bias in audience composition’
and ‘unusual agreement about a matter of opinion’. They conclude that
mass media audiences tend to overrepresent people to views that they
are already sympathetic to. Their review ﬁnds that people are disproportionately exposed to communications that support their opinions.
Their idea of selective exposure to information is closely related to the
idea of ﬁlter bubbles.
This relates to the term cyberbalkanization, which was popularized by
Van Alstyne and Brynjolfsson (1996) as the idea that the reduced friction of discovery online makes it easier for people to ﬁnd others that
are similar to them, i.e., with whom they share political, religious, and
cultural beliefs. This can lead people to spend more time with people
that are similar to them. Konstan and Riedl (2012) argue that recommender systems can act as a catalyst for this cyberbalkanization. While
this would enable people to ﬁnd the information, people, and products
they are most comfortable with, such balkanization could also create
increasingly isolated sub-communities. These might make it more difﬁcult for people to understand each other and to interact with each
other.
The term ﬁlter bubble is sometimes used synonymously with the term
echo chambers, a metaphorical description of a situation in which beliefs are ampliﬁed or reinforced by communication and repetition inside a closed system (Wikipedia contributors, 2019). According to the
Wikipedia deﬁnition, echo chambers allow people to seek information
that reinforces their existing views.
Both terms, echo chambers and ﬁlter bubbles, refer to the potential
problem that online platforms and ML-based curation systems co-construct
online spaces where like-minded people are exposed to a limited subset
of available information about a certain issue. This problem is deeply
connected to information ﬁlters in systems such as recommender systems, news aggregators, search engines, and feed ranking algorithms.
Adamic and Glance (2005) provide a large-scale investigation of this
tendency in the context of the 2004 US election and the political blogosphere. They studied the linking patterns and the discussion topics
of political topics. They found that liberal blogs predominantly link to
other liberal blogs, while conservative blogs link to other conservative
blogs. They also found that conservative blogs link to each other more
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frequently and in a denser pattern.
In the context of Facebook, Bakshy et al. (2015) examined the news that
users share with their peers. They found that users shared less news
from sources with an opposing ideology. They also ﬁnd a strong indication of a selective exposure effect. The people they investigated encountered roughly 15% less cross-cutting content spanned across ideologies
in their curated news feed and consumed 70% less of such content.
Ideological selectivity, which is commonly discussed in online media,
was shown to also exist for contemporary mass media. Iyengar and
Hahn (2009), for instance, showed that in the US, news consumption
is strongly linked to a consumer’s political preference. In an online experiment with news, they showed that conservatives and Republicans
like Fox News and avoid CNN and NPR, while liberals and Democrats
avoid Fox News and like CNN and NPR. Most surprisingly, this preference not only applies to news coverage of controversial issues but also
other subjects such as crime and travel.
Garrett (2009) explicitly addresses echo chambers online. Her review
of existing research suggests that the desire for opinion reinforcement
may be more important in shaping people’s exposure to political information online than an aversion to opinion change. She ﬁnds evidence for echo chambers in her behavior-tracking study with a large
number of participants. Her results show that opinion-reinforcing information promotes news story exposure. This is consistent with the
ﬁndings from Flaxman et al. (2016), who investigate ideological segregation in the context of U.S.-based users that consume news. Their
ﬁndings revealed that social networks and search engines increase the
mean ideological distance between individuals while exposing them
to more material from their less preferred side of the political spectrum. This suggests that the dangers of ﬁlter bubbles and echo chambers could be exaggerated. They also ﬁnd that a large majority of online
news consumption is based on users visiting the home pages of mainstream news outlets.
In the context of Twitter, Barberá et al. (2015) operationalized the term
echo chamber as selective exposure and ideological segregation and
compared it to a ‘national conversation’ where all members of society
partake. For political topics like elections and government shutdowns,
they found that information is primarily exchanged among individuals with similar ideological preferences. For other current events like
the super bowl or tragedies, the discussion resembles a national conversation. They found evidence that certain tragedies start as national
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conversations, which are then transformed into a polarized exchanged
in a dynamic process. Moreover, they discovered that previous work
overestimated the degree of ideological segregation on social media.
Hosanagar et al. (2013) described the personalization on the world wide
web as something that is becoming ubiquitous. Motivated by the observation that statistical inference is used to predict customers’ preferences and to recommend content suited to users, they investigate
the potential drawbacks of hyperspecialization, e.g., the reduction of
shared experiences of users and the narrowing of media consumption.
Surprisingly, they ﬁnd no indication of the reduction of shared experience and the narrowing of media consumption. On the contrary, their
investigation indicates that personalization helps users widen their interests. They provide two reasons for this ﬁnding: the volume effect
and the product mix effect. The volume effect connects to the fact that
consumers simply consume more if they are confronted with personalized recommendations. The product-mix effect indicates that even with
recommendations, users consume a similar mix of products.

Biased Predictions
In the following sections, I will review accounts of biased predictions
by machine learning systems. My understanding of bias in machine
learning relates to Diakopoulos (2015), who states that in addition to
the uncertainty and the mistakes that classiﬁcation algorithms can make,
they can also have biases. Lee and Larsen (2019) describe algorithms
in ML-based systems as biased black boxes that reproduce racism, thus
automating inequality. To uncover the hidden normativities of such
systems, they explore what approaches, other than going under the
hood of ‘algorithms’, exist to critically examine ML-based systems. This
thesis extends on this work, examines how the term Machine Learning
is framed and considers the agency of ML. I also examine the agency of
data and reﬂect on the role of those who compile and share knowledge
about ML (Chapter 4). This directly connects to Hajian et al. (2016),
who highlight the importance of asking whether algorithms discriminate based on gender, ethnicity, marital, or health status. In a tutorial
they held at the ACM Conference on Knowledge Discovery and Data
Mining (KDD), they showed how machine learning systems could discriminate based on sensitive attributes because of correlations existing
in the data.

60

Hardt (2014) cites a variety of factors that can bias the decisions of
ML systems. He highlights the risk posed by sensitive or protected attributes that can be redundantly encoded in the input of ML systems.
For Hardt (2014), bias refers to ‘social biases against a minority’, which
the algorithm is likely to incorporate. He argues that data are a social
mirror. All the biases that exist in the world can also be found in the
data, either directly or indirectly encoded. The correctness and completeness of the data impact the quality of the decisions of ML-based
systems. Furthermore, he argues that since ML systems learn from data
by generalizing from experience, they can work accurately for many
examples while making biased and erroneous decisions at unexpected
times without alerting a user that an error occurred.
Fake news and ﬁlter bubbles are not the only risks associated with MLbased curation systems. As mentioned in the introduction, the MLbased curation system on YouTube has come under increased scrutiny
regarding its potential to ‘radicalize’ people. Media reports suggested
that the recommendation system ‘steers users to increasingly extreme’
content (Roose, 2019).
Investigations of phenomena like online ‘radicalization’ are especially
complex. ‘Radicalization’ on online platforms is a multi-faceted phenomenon that can and should be approached from different angles.
The recommendation system is only one part of a complex socio-technical
system in which extreme and radical content thrives (Munger and Phillips,
2019). Technical factors play an equally important role as psychological and sociological factors. This thesis rejects a reductionist notion
of ‘radicalization’ in which the mere exposure to extreme or far-right
videos affects users’ attitudes, intentions, and behaviors. This is informed by research on communication, which showed that media effects are complex.
Bryant and Miron (2004) reviewed a large body of communication research and identiﬁed the uses and gratiﬁcations theory (Rubin, 2002),
the agenda-setting theory (McCombs and Shaw, 1972), and cultivation
theory (Gerbner, 1969) as the triumvirate of popular mass communication theories. This implies that to understand radicalization, it is important to consider what media (can) do to people and what people do
with media (uses and gratiﬁcations theory). Furthermore, researchers
need to examine how ML-based curation systems’ predictions can inﬂuence the importance placed on the topics of the public agenda (agendasetting theory). They also need to examine how time spend ‘living’ in
a certain media world like YouTube affects beliefs about social reality
(cultivation theory).
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In Chapter 8, I explain that to prove ‘radicalization’, it would be necessary to show that YouTube’s recommendation system is presenting
increasingly extreme content. It would also be necessary to show that
this content affects users’ attitudes and that these attitudes affect their
intentions and their behaviors. This leads me to refrain from directly
referring to the term ‘radicalization’. However, to contribute to this important issue from a technical perspective, I do explore the biases that
ML systems enact and investigate whether the content recommended
by YouTube is becoming increasingly extreme.
Critical researchers and journalists also documented a variety of different biases that are enacted by machine learning systems. These biases
include ethnic biases, gender biases, political biases, and commercial
biases. Chapter 8 contributes the novel popularity and emotionality biases. Motivated by this related work and the dangers potentially posed
by ﬁlter bubbles, Chapter 8 analyzed YouTube’s video recommendations to understand the nature and emotional content of recommendations. The primary motivation for this was to understand the recommendations provided by YouTube. The emotional content is especially interesting, considering the challenges of radicalization outlined,
which are associated with strong negative emotions in media reportings
by Roose (2019) and Silverman (2016). Chapter 8 investigated this for
one relevant and timely scenario. This scenario was informed by the
2018 Chemnitz protests in Germany, where a stabbing spawned street
demonstrations and rioting. In this scenario, YouTube users who want
to inform themselves about the topic encountered extremist or hyperpartisan videos in comparatively short watch sessions. This motivated
the investigation in Chapter 8, which systematically explored recommendations for German political topics. The study found no indication for a ﬁlter bubble and an echo chamber. However, it revealed that
YouTube’s ML-based curation system enacts a strong popularity bias.
The system is recommending increasingly popular but topically unrelated videos. Overall, Chapter 8 suggests that there is little basis for
assuming that YouTube is guiding users towards more extreme content
for the scenario I considered.
The ﬁndings relate to prior research by Eslami et al. (2017), who showed
that users can detect a bias during their regular usage of services like
an online hotel rating platform. For this, they compared online reviews
on three hotel rating platforms where one platform was biased towards
low-to-medium quality hotels. Eslami et al. found that users independently discovered a bias. They also found that this bias breaks users’
trust in the platform, but that it is possible to rebuild this trust through
transparency.
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Other examples of ethnic biases enacted by ML-based curation systems
are provided by photo sharing and storage services like Google Photos,
which misclassiﬁed people with dark skin as apes or gorillas, as reported by Hern (2015) and Ahmed (2015). Systematic ethnic discrimination was also discussed in the context of online ad delivery (Sweeney,
2013), both for ethnic biases and gender biases. Machine translation
services were shown to enact certain gender biases when translating
from a gender-neutral language like Turkish to gendered languages like
English or German (Paresh, 2018). Kay et al. (2015) showed that image search engines also enact gender biases, e.g., by associating certain
occupations and careers with a particular gender. This is especially
alarming since Kay et al. (2015) found that the representation of gender
stereotypes in image search results affects people’s perceptions about
the world.
Buolamwini and Gebru’s (2018) investigation of automated facial analysis algorithms showed that ethnic and gender biases can also interact.
They ﬁnd that darker-skinned females are the most misclassiﬁed group
and highlight an intersectional accuracy disparity in commercial gender classiﬁcation.
Prior research also documented political biases enacted by ML-based
systems. In a case study of biases in Facebook’s News Feed in the context of the 2018 Italian elections, Hargreaves et al. (2018) found that the
recommendations that users are seeing are aligned with their perceived
political orientation, especially for the most highly ranked recommendations. They found that the biases that neutral users see are similar to
those of politically right-wing users.
The existence of such political biases is especially problematic considering Epstein and Robertson’s (2015) ﬁnding that biased search engine results can shift the voting preferences of undecided voters by
20% or more. The shift can be even higher for certain demographics. What makes this ﬁnding especially concerning is that users are
not aware of this manipulation. Epstein and Robertson’s (2015) investigation is based on ﬁve relevant double-blind, randomized controlled
experiments. It highlights the potential impact that search engines and
other online services that use machine learning can have on people and
their political opinions. This connects to the investigation of YouTube’s
recommendation for political topics in Chapter 8, which could potentially affect people’s opinions.
In a study of the bias in algorithmic ﬁltering and personalization, Bozdag
(2013) provides a theoretical account of the personalization features
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that ﬁlter information for individuals. He argues that humans affect
the design of such algorithms and inﬂuence the ﬁltering during operation. He argues that both humans and technology introduce biases
that are enacted by today’s gatekeepers. Furthermore, Bozdag (2013)
asserts that such ML-based curation systems can decrease information
diversity. To mitigate the potential adverse effects of ﬁlter bubbles, he
developed diversity enhancing tools that attempt to break ﬁlter bubbles. The issues of biased algorithms and ways around them were an
essential motivation for this thesis.
O’Callaghan et al. (2015) investigate the narrowing of the range of content to which users are exposed and the potential impact that this has
on political thought and action. In 2015, they identiﬁed an ‘ideological bubble’ where users who accessed content related to the extreme
right on YouTube were likely to be recommended more extreme right
content. More recent research suggests that this tendency to promote
increasingly extreme content may be better controlled now.
There are also research projects that suggest that the risks and implications of ‘radicalizations’ are exaggerated. Ledwich and Zaitsev (2019)
report that YouTube’s recommendation algorithm actively discourages
viewers from visiting ‘radicalizing’ or extremist content. They ﬁnd that
for recommendations of popular channels, the recommendation algorithm directs traffic towards the two largest mainstream groups – the
Partisan Right and the Partisan Left – away from more niche content
they labeled Conspiracy, White Identitarian, and Anti-Social Justice
Warrior. This could imply that YouTube’s system favors mainstream
media content and that it does not expose users to more extreme content, which supports the ﬁndings presented in Chapter 8.
Ribeiro et al.’s (2019) large-scale audit of user ‘radicalization’ on YouTube,
which centered on the communities in which individual users comment, suggests that users migrate from milder to more extreme content
over time. Their analysis also showed that the recommendation system
is not recommending extreme right videos to politically right-leaning
viewers. This motivated me to systematically investigate the recommendations presented for political topics for relevant search queries.
Informed by this prior work, Chapter 8 examined recommendations of
political topics on YouTube. The results imply that the imminent dangers of YouTube’s recommendations are not ﬁlter bubbles and online
rabbit holes. For the political topics I examine, my empirical results indicate that YouTube does not present users with increasingly extreme
content, a necessary condition for the commonly suggested ‘radicaliza-
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tion’ through recommendations. At the same time, the investigation
proves that YouTube’s ML-based curation system has the potential for
emotional contagion and the suppression of minority views.

Audits of ML-based Systems
To understand these phenomena, researchers increasingly adopted audits to study algorithmic systems and their inﬂuence on society. Diakopoulos (2015), for instance, proposes sampling the input-output
relationships of algorithms to study patterns in the output of the algorithm. With an understanding of algorithms as black boxes, whose
complexity and technical opacity hide or obfuscate their inner works,
Diakopoulos (2015) argues that the input and output of algorithms can
be manipulated to ‘help shed light on the algorithm’s functioning’, even
without understanding the code of an algorithm. This poses the question of how to sample the input-output relationship of the algorithm in
a meaningful way.
For this, Sandvig et al. (2014) distinguish ﬁve different kinds of algorithm audit studies: 1. code audits, 2. noninvasive user audits, 3.
scraping audits, 4. sock puppet audits, and 5. crowdsourced audits /
collaborative audits.
• A 1. code audit entails obtaining a copy of a relevant algorithm and
studying the instructions in a programming language. As argued
by Sandvig et al. (2014), obtaining this code is challenging since it
is considered valuable intellectual property that is commonly concealed using trade secret protection. Sandvig et al. (2014) also explain that since algorithms depend on personal data, they need to
be audited with real data to be understood. As discussed in Chapter
4 in more detail, such an audit would not be feasible and of limited use for ML-based curation systems. Auditing the source code to
train the inferred model does not allow us to understand the model’s
decisions and its output.
• A 2. noninvasive user audit surveys users’ ‘normal’ interactions
with a platform by asking questions using a survey format. Sandvig et al. (2014) note the serious sampling problem connected to this
approach. They also point out the limitations of self-reported measures, which might introduce validity problems, e.g., due to cognitive biases.
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• A 3. scraping audit is based on a script that interacts with a platform
directly, e.g., by querying a particular URL. This allows researchers
to obtain a large number of relevant data points, e.g., of YouTube
recommendations. For this approach, it is essential to comply with
a platform’s terms of service and to obey laws like the US Computer
Fraud and Abuse Act (CFAA).
• A 4. sock puppet audit is based on researchers using computer
programs to impersonate users, e.g., by creating programmaticallyconstructed traffic.
• A 5. crowdsourced audit / collaborative audit includes recruiting a
large number of users to use a particular platform to gather data.
Sandvig et al. (2014) argue that this can be either crowdsourced
through sources like Amazon Mechanical Turk or done by users who
volunteer to collaborate in the audit.
Chapter 8 relies on 4. sock puppet audits to investigate YouTube’s recommendations for political topics in Germany, thus auditing the MLbased curation system based on its output.
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3
Methodology
The empirical work presented in this thesis was collected by combining a variety of different methods. These include quantitative methods,
experiments, questionnaires, psychometric scales, and data-mining. In
addition to that, I also used qualitative methods for the thematic analysis of semi-structured interviews and machine learning tutorials. While
the design and development of machine learning systems are not the
primary focus of this thesis. I developed a news rating platform (Chapter 6) and a news curation system to investigate the helpfulness of explanations (Chapter 7).
Qualitative coding was performed for Chapters 4 and 5. The machine
learning tutorials for Chapter 4 were sourced from a search engine. The
advantage of this was that sourcing the ML tutorials was comparatively
easy. The disadvantage was that the coding and analysis of the tutorials required much effort. The sampling was quite complicated, too,
since it was unknown what the population of machine learning tutorials looks like. The material for Chapter 5 is based on semi-structured
interviews. This investigation allowed me to explore participants’ understanding of recommendations on YouTube in depth. Since the interviews were semi-structured, I was able to zoom in on relevant issues.
The disadvantage was the recruitment of participants and the question
of the sampling. Since the interviews also produced a large amount
of material, the analysis required much work. The videos I obtained
for Chapter 8 were qualitatively coded regarding the topics that they
contain, how trustworthy they are, and which emotions they evoke.
Controlled experiments are the foundation of the empirical data that
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Chapter 6 and Chapter 7 rely on. The experiments for Chapter 6 were
conducted in-situ in a school with high-school students. The experiments for Chapter 7 were conducted remotely with journalists. The advantage of controlled experiments was that they allowed me to gather
a large number of data points on a speciﬁc issue. The disadvantage of
controlled experiments was that I had to develop a custom web application to conduct the experiments. This was very time-consuming and
did cost much effort. It was also challenging and time-consuming to
recruit a large enough sample that allowed statistical analysis.
Questionnaires were used in Chapters 5, 6, and 7 to collect demographic information about participants. Likert scales were used to gain
insights into how participants perceived the trustworthiness of news
(Chapter 6) and how they rated the usefulness of explanations (Chapter 7).
Psychometric scales like Rotter’s Interpersonal Trust Scale and the Social Trust Scale of the European Social Survey (ESS) were employed
in Chapter 6 to assess participants’ propensity to trust. The Social
Trust Scale was adapted to assess the trustworthiness of news stories in
Chapter 6. The questionnaires and psychometric scales used in Chapters 6, 7, and 8, enabled me to perform statistical analyses of the different data points. The challenge of this approach was the interpretation of the ranks of the scales, especially in Chapters 6 and 7. MannWhitney U tests were used to compare the ratings of the visualizations
(Chapter 7) and to check whether the number of views and likes of
YouTube videos changes between recommendations in statistically signiﬁcant ways (Chapter 8). I relied on Mann-Whitney as the empirical
data did not follow a normal distribution and since I did not want to
make assumptions about how to interpret differences in ranks. The
inter-rater agreement in Chapter 8 was analyzed using Krippendorff’s
alpha, a metric for ordinal, not normally distributed data.
Data-mining was applied in Chapter 8. For this, I developed a webcrawling bot that visited and downloaded different YouTube videos.
The advantage of this approach is that it enabled me to gather a large
number of data points in a comparatively short time. The disadvantage was that developing the bot was technically challenging and timeconsuming.
Regulatory requirements regarding the welfare, rights, and privacy of
human subjects were followed. IRB-equivalent approval was sought
and granted by the responsible authorities. Informed consent (in line
with the GDPR) was obtained from all participants.
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3.1

Approach

My dissertation focuses on two subdisciplines of computer science: machine learning and human-computer interaction.
The 2012 ACM SIGCHI bylaws describe human-computer interaction
(HCI) as ‘the study and practice of the design, implementation, use,
and evaluation of interactive computing systems’, cited after Rogers
(2012). HCI is closely related to interaction design, usability, and user
experience (Rogers, 2012).
Machine Learning (ML) is a subdiscipline of Artiﬁcial Intelligence (AI),
which deals with learning from data using statistics. Chapters 2 and 4
engage with the terminology around machine learning.
In the following sections, I will explicate my understanding of the key
terms of this thesis. These include users, user experience, ML-based curation systems as well as interaction, radicalization, awareness, transparency, and bias.

Users
First, I will operationalize the term user for this thesis. In the colloquial sense, users are those who use something. The term user can,
however, be further speciﬁed. Preece et al. (2015) distinguish between
novice, expert, casual, or frequent users. Eason (1989) make a distinction between primary, secondary, and tertiary users. Primary users frequently and directly interact with a system. Secondary users use a system occasionally or through an intermediary. Tertiary users are those
affected by the system or those that inﬂuence its purchase. This relates to the idea of stakeholders. Following Kotonya and Sommerville
(1998), stakeholders are all people and organizations that are affected
by a system and who have a direct or indirect inﬂuence on the system
requirements. While my investigation is relevant for other stakeholders of information systems, this is not the main focus. In this thesis,
I focus on primary and secondary users who directly interact with the
system. This is what I refer to when I use the term user. Meanwhile,
the thesis does recognize a variety of other agencies in the context of
ML-based curation systems.
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Following Mackay (1990), users do not just use a system. They also coproduce speciﬁc understandings of a particular technology in their (inter)actions with a system. Since this understanding is inevitably contextual, such understanding can only be studied in a particular context
(Woolgar, 1990). For this thesis, I focus on curation as the application
of recommender systems.
The importance of understanding users is widely recognized. Preece
et al. (2015), provide a large number of examples for what happens
when systems are not designed with the user in mind. They distinguish
between user requirements and usability requirements. User requirements capture the characteristics of the intended user group. Usability
requirements capture the usability goals and associated measures for
a particular product. It is important to note that this thesis does not
focus on user or usability requirements. This thesis does not just capture the characteristics of an intended user group or speciﬁc usability
goals for a product. I examine how machine learning as a technology
can be understood, explained, and audited. This is an important distinction. Users are already interacting with ML-based curation systems
on platforms like Facebook and YouTube. However, an important gap
exists regarding the understanding of such systems and how they can
be explained and audited.
This thesis addresses the complex issue of interaction as a two-way
street. This means that this thesis considers both 1. how much users
can understand about ML systems and 2. how much about the user
the ML system can access. The thesis also explores how the system can
inﬂuence the users and how understanding and interaction are central
issues in HCI. In regards to understanding, it is important to recognize
the radical asymmetry in relative access to contingencies of the unfolding situation that exists between a person and a machine (Suchman,
2007). This asymmetry of relative access profoundly limits the possibilities for interactivity. Suchman argues that an appropriate response
requires an adequate interpretation of an action’s signiﬁcance. Reﬂecting on whether a computer or a program can ‘understand’, Winograd
and Flores (1986) pose and answer the following question:
If we don’t want to describe these programs as ‘understanding language’,
how can we coherently ascribe understanding to anyone? (...) the essence
of language as a human activity lies not in its ability to reﬂect the world,
but in its characteristic of creating commitment. When we say that a
person understands something, we imply that he or she has entered into
the commitment implied by that understanding.

With a sensibility for the limited access to the unfolding situation that
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an ML system has and the view that understanding is akin to commitments, I explore the sensemaking processes at play when users interact
with ML-based curation systems. These processes are complicated by
the fact that machine learning systems have no user interface per se.
This means that ML systems are invisible.
The fact that ML-based systems do not have an interface per se makes
the study of ML-based curation on platforms like YouTube and Facebook a challenging problem complicated by potential feedback loops.
Rader and Gray (2015) deﬁne feedback loops as ‘situations where the
output of a process becomes an input to that same process’. This can
happen implicitly, e.g., via digital traces, or explicitly, through users’
choices. Rader and Gray (2015) highlight the complications arising
from the fact that users on social media can be information consumers
and producers at the same time and that user behavior is often collected in ways that users are not aware of. For this thesis, I assume
that user behavior on platforms that employ an ML-based curation system can inﬂuence user beliefs, which can affect how users interact with
the platform, which can inﬂuence the input, which in turn potentially
affects the inferred model. This might then affect the output of the
ML system, which again potentially affects user beliefs. This is based
on Ajzen’s (1991) theory of planned behavior, which distinguishes attitudes, subjective norms, and perceived behavioral control. All three
inﬂuence intentions, which inﬂuence behaviors. An advantage of this
simpliﬁed model is that it keeps beliefs, attitudes, intentions, and behavior conceptually distinct (Lee and See, 2004).
Meanwhile, as acknowledged by Fishbein and Ajzen (2011), their theory is overly rational, Western, not culture-free, and does not capture
all relevant determinants of intention. Informed by these challenges,
this thesis used qualitative methods like interviews and assumed a situational approach towards user beliefs.
To provide a solid foundation for the design of future ML-based curation systems, a thorough investigation of users’ understanding of
machine learning and curation is needed. Users’ understanding of
such systems is co-produced through the interaction of users with the
complex socio-technical system that generates the recommendations.
Therefore, it is crucial to explore this socio-technical system. It is also
important to examine how the term machine learning is understood
(Chapter 4) and to investigate the beliefs that users have about a concrete system that they interact with (Chapter 5). It is also vital to examine the quality of the data that users can provide to train such systems
(Chapter 6). Finally, it is necessary to explore speciﬁc ways of explain-
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ing (Chapter 7) and auditing ML-based systems and the biases they
enact (Chapter 8).
This relates to researchers who increasingly understand and examine
science and technology as thoroughly social activities (Sismondo, 2010).
This focus of Science and Technologies Studies is informed by the insights that scientists and engineers do not work in isolation. They
are members of communities. These communities are trained in certain practices and shape the standards for inquiry and how knowledge
claims are evaluated. In science and technology, there is much rhetorical work required to convince others of ideas and plans. This makes
science and technology active processes that are socially conditioned,
which cannot be described objectively. Following Sismondo (2010), scientiﬁc knowledge and technological artifacts are human products that
are marked by the circumstances of their production. This connects to
MacKenzie (2013), who explored machine learning with an STS sensibility. He views machine learning as a form of knowledge production
and a strategy of power and examined where agency in machine learning can take root.

ML-based Curation
Applications of machine learning include spam ﬁltering, text and object recognition systems, speech recognition, and machine translation
systems. Users interact with such systems when they obtain a loan,
ﬁnd a job, or use a search engine (O’Neill, 2016). These systems can
perform speciﬁc tasks as well as humans. Meanwhile, the systems fail
in a variety of ways. Spam ﬁlters misclassify messages, object recognition systems mistake couches for cats. O’Neill (2016) provides several
examples that illustrate the dangers posed by machine learning-based
systems applied in contexts like college admissions, human resources,
and teacher evaluation. A substantial risk O’Neill highlights is the imperfect proxies used to measure things like job performance or recidivism.
Chapter 4 documents that machine learning is applied to a large number of problems. This thesis investigates ML-based curation systems
from a human-computer interaction perspective. This is motivated by
works like Jannach et al. (2016), who ﬁnd that even though recommender systems have their roots in human-computer interaction (HCI),
issues like the design of the user interface, the supported forms of interactivity, and how the content should be displayed to users, are rarely
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investigated. This is surprising since researchers identiﬁed the user
experience as an essential open research problem (Konstan and Riedl,
2012).
This thesis focuses on the term curation and not the term recommender
system, which describes a larger class of systems. The term recommender systems can be applied to any item. The recommender system
on Amazon, for instance, does not only provide recommendations for
books and videos. The system also recommends electronics, computers, clothes, toys, musical instruments, and garden tools.
Curation is a term closely related to media, journalism, and museums.
The Oxford Dictionaries (2019c) deﬁne it as:
[T]he selection, organization, and presentation of online content, merchandise, information, etc., typically using professional or expert knowledge.

The Oxford Dictionaries (2019c) also recognizes the meaning of curation as:
[T]he selection of performers or performances that will feature in an arts
event or programme.

Therefore, curation can be understood as closely connected to recommendations of content, e.g., articles, songs, videos, or paintings. Focussing on the term curation allows this thesis to highlight the peculiarities of media content and how this is affected by ML-based systems.
Like recommender systems, ML-based curation systems have goals that
govern the selection and ranking of items, speciﬁc ways of presenting
the recommended items, and a certain timeframe. Curation, therefore, describes a more closely-deﬁned set of actions than recommendation. The ranking problem, as recognized by Adomavicius and Tuzhilin
(2005) is modeled on the item-level. This makes the ranking problem
an important subproblem of the curation problem. The curation problem also concerns the recommendations of multiple items and how this
shapes the media consumption and, possibly, worldviews of individuals.
Continuously exposing a user to the same kind of music can be in a
user’s best interest, even if these recommendations can be very similar. Selecting news articles based on what a user has consumed previously can impact how the user sees the world and what the user
regards as essential issues. This is problematic since research in the
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political sciences showed that information consumption has essential
consequences for opinion formation and, ultimately, democratic health
(Delli Carpini and Keeter, 1997).
The risks associated with ML-based systems are not hypothetical. Experiments proved that people choose suggested items by a personalized recommender system far more often than suggested items by a
system that is not personalized (Jannach et al., 2016). An investigation
by Cosley et al. (2003) also indicates that manipulated predictions inﬂuences users’ ratings. This implies that recommender systems can be
used to inﬂuence people’s opinions.
This thesis puts a special focus on the ML-based curation system used
to curate content on YouTube. I focus on YouTube as the dominant
video platform at the time of the writing of this thesis. On YouTube,
the ML-based curation system plays a central role in selecting and presenting videos to users. As discussed, billions of users are affected
by decisions made by these social media platforms and their machine
learning algorithms every day. 27% of people worldwide use YouTube
as a source of news (second only to Facebook, which is used by 47%
of people globally) (Newman et al., 2019). Every third 18-24-year-old
(32%) is consuming news on YouTube. While this decreases with age,
every fourth (24%) 55+ year old relies on YouTube for news, making it
an important news source.
At the same time, little is known about how these ML-systems work
and why a certain user sees a speciﬁc recommendation. Published
research on YouTube’s recommender system only provides a glimpse
into the possible ways in which the recommender system could be implemented, e.g., Davidson et al. (2010) and Covington et al. (2016).
However, even if the system used by YouTube would be documented in
detail, this would only cover one aspect of the socio-technical system
that this thesis explores. Moreover, while YouTube’s user interface indicates that users receive recommendations, little is known about how
users reason about these recommendations and how they think they
work. Until now, it was unknown whether users are aware that they receive recommendations, how much they know about the technical system that selects the recommendations, and what they think inﬂuences
them.
Prior work on ML-based curation systems is primarily focused on Facebook, e.g., with Eslami et al. (2015) and Rader et al. (2018). However,
studies with a stronger focus on YouTube are necessary, considering
some crucial differences between YouTube and Facebook. YouTube is
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centered around videos, while Facebook includes a variety of content,
including text posts, photos, and videos. On both platforms, it is not
made transparent that ML-based curation systems are producing recommendations. In contrast to Facebook, YouTube labels the recommendations as such. While it is still unclear who selects these recommendations and how they are selected, this is an essential difference
between the platforms that could inﬂuence users’ understanding of the
ML-based recommendations. In addition to that, Facebook is a social
network where users enter bi-directional ‘friendships’ to which both
users have to agree. YouTube’s social network is based on unidirectional ‘subscriptions’ where a user can decide to be informed about all
the activities of another user without the other user’s consent. Facebook
offers such unidirectional connections, too. However, the existence of
bidirectional connections between users on Facebook is an essential difference between these two platforms. In addition to that, how the user
interface presents the output of the ML-based curation system and how
the social network is connected are also different. It, therefore, remains
an important open question whether algorithmic awareness ﬁndings
for Facebook like Eslami et al. (2015) and Rader et al. (2018) can be
generalized to YouTube.
Without an understanding of why they see speciﬁc videos, users may
not be able to distinguish the relevance of the videos they are seeing.
This limits their critical thinking abilities because they cannot analyze
and evaluate what videos are presented to them. This thesis documents
why this is especially noteworthy in the context of news. The news
that individuals consume potentially affect their (construction of) reality and their political opinions (if only slightly). Due to this possible
inﬂuence, people must be able to assess why they see certain news.
Thus, an understanding of why they see the recommendations they see
is required. Note that despite YouTube’s importance, their ML-based
curation system is merely the canonical example for a broad category
of ML systems that increasingly recommend and curate content. Such
algorithms can also be found on many other platforms, such as Twitter,
Spotify, and Netﬂix, all of which have millions of users.
Unlike recommender systems used to assist individual decisions and
one-off transactions, e.g., selecting a movie or buying shoes online, the
curation systems on Facebook and YouTube continuously reconﬁgure
the content and news consumed by its users. While recommender systems were always able to take decisions of the past into account for
recommendations about the future, this feedback loop is greatly accelerated by the fact that the curation systems on platforms like Facebook
and YouTube are commonly used multiple times a day. This is espe-
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cially problematic considering the issue of online ‘radicalization’ mentioned in the context of the 2018 Chemnitz riots. Such ‘radicalization’
relates to the hidden politics of YouTube’s recommender system and
the possible ‘ideological bubble’ it enacts (O’Callaghan et al., 2015).

Awareness, Transparency & Bias
Terms like algorithmic awareness, algorithmic transparency, and algorithmic bias are increasingly used in the critical analysis of ML-based
curation systems on social media platforms like Facebook and YouTube.
Eslami et al. (2015) use the term algorithmic awareness to describe
users’ awareness and perception of systems like Facebook’s News Feed.
Research on algorithmic awareness is closely related to other researchers
like Diakopoulos and Koliska (2017) and Sandvig et al. (2014) and concepts like algorithmic transparency and algorithmic bias.
Following Diakopoulos and Koliska (2017), algorithmic transparency
is:
[T]he disclosure of information about algorithms to enable monitoring,
checking, criticism, or intervention by interested parties.

Algorithmic bias, according to Sandvig et al. (2014), describes the intentional and unintentional distortions in the output of algorithms.
The systems I refer to as ML-based curation systems are frequently
called algorithmic news curation systems, e.g. by Rader and Gray (2015),
Trielli and Diakopoulos (2019), or Eslami et al. (2015). This thesis
shows why the term ‘algorithmic’ is a metonymy. ’Algorithmic’ and ‘algorithm’ are used to refer to the complex socio-technical systems based
on machine learning. This is similar to when the name of a building
is used to refer to the entity it contains, e.g., when ‘the White House’
is used to refer to the U.S. presidential staff (Wikipedia contributors,
2020). This thesis, therefore, uses the term ML-based curation as it is
more accurate. Rather than talking about algorithmic bias, I consider
the bias in ML-based curation systems. Rather than writing about algorithmic awareness, I examine the awareness of ML-based curation
systems. This linguistic difference allows me to highlight that machine
learning takes place in a complex socio-technical system. This system
is more than the computational rule described by an algorithm.
As shown in this thesis, the system also includes:
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1. the data used to train the system
2. those who train the systems
3. those who evaluate the system
4. those who apply the system
5. those who use the system
6. those who are subject to decisions and actions that are directly or
indirectly informed by the system
This extends on Rouse and Serban (2011), who highlight how difficult
it is to understand the complex, nonlinear interactions that take place
in a socio-technical system like Facebook’s News Feed. They point out
that on Facebook, the ‘algorithm’, the users, and the content itself are all
constantly interacting and evolving. This perspective is supported by
Buçinca et al. (2020), who highlight the fact that explainable artiﬁcially
intelligent systems are socio-technical systems.
Awareness, transparency, and bias are important issues considering
ML-based curation systems. A system trained to curate the news could
infer that a user has a particular interest in a certain topic, e.g., human rights, and then use that information to zoom in on a particular
subtopic related to that topic, e.g., the treatment of asylum seekers at
the external European borders. If the user is interested in the topic,
the system could recommend an even more speciﬁc subtopic, e.g., the
criminalization of civil sea rescue. This would be a positive feedback
loop in which a user is supported in ﬁnding timely and relevant issues
related to their broader interests. This example of a system that zooms
in on a particular interest describes a virtuous circle. The recommender
system provides relevant content to users, which can be regarded as the
ultimate goal of recommender systems.
In the context of ML-based curation systems, such virtuous circles can
also turn into vicious circles. Their viciousness lies in the fact that such
ML-based curation systems can potentially reinforce biases and misconceptions. A news recommender system that zooms in on a relevant
topic by increasingly recommending certain urgent issues may help a
user gain a better and more nuanced understanding of the world. A
news recommender system that takes one crime committed by a foreigner and presents a user with a large number of other crimes committed by foreigners may distort a user’s view of reality, thus changing
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his or her political views, which could lead to xenophobia.
These considerations connect to research in political science, which
suggests that the over- or underrepresentation of speciﬁc issues in the
context of news can have severe consequences for democratic health.
For example, Delli Carpini and Keeter (1997) argue that a politically informed citizenry is one of the cornerstones of a well-functioning democracy. If ML-based curation systems distort people political views in intransparent ways, this has signiﬁcant consequences for how informed
they are, which can negatively affect democratic health.
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Part I
Understanding ML-based Curation

81

4
Practitioners’ Framings of
Machine Learning
This chapter provides the foundation to answer the ﬁrst research question ’How do practitioners’ understand machine learning?’.
The chapter is the result of a research project conducted together with
Juliane Jarke and Andreas Breiter. My personal contribution as the ﬁrst
author of the publication and the leader of the project is described
in Chapter 1. Since this chapter is based on a collaborative research
project, it is written using the ﬁrst person plural.
Preliminary ﬁndings of this chapter were presented and discussed at
the peer-reviewed DATA POWER: global in/securities conference 2019
in Bremen, Germany.
A publication based on this chapter is currently under review with the
journal Big Data & Society:
Hendrik Heuer, Juliane Jarke, and Andreas Breiter. 2020. From Algorithms to Data: Considering the Problematic Framing of Machine Learning in Practice. Big Data & Society. Under Review (Submitted on 10th of
June 2020).

In the following, the submitted paper will be preproduced in unmodiﬁed wording. The ﬁrst part of the related work was omitted in this
thesis, because it is redundant with the background presented in Chapter 2. The omitted part situates the ﬁndings of this chapter by relat-
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ing them to Alvarado and Waern (2018), Hamilton et al. (2014), and
Lee and Larsen (2019). The section also that discusses Amershi et al.
(2014), Hardt (2014) as well as D’Ignazio and Klein (2020), Eubanks
(2018), and Noble (2018).

4.1

Introduction

Critical scholarship in ﬁelds such as media and communication studies, sociology, political science, science and technology studies, and education research increasingly attends to the ways in which software,
code, and algorithms conﬁgure and produce social reality, e.g. Gillespie
(2014), Amoore (2020), Striphas (2015), Manovich (2013), and Mackenzie and Vurdubakis (2011). Terms such as ‘algorithmic power’ or ‘algorithmic governance’ have become key concepts for investigating the interplay of socio-technical actors (e.g. Gorwa et al., 2020). For example,
Katzenbach and Ulbricht (2019) argue that ‘the concept of algorithmic
governance encapsulates a wide range of sociotechnical practices that
order and regulate the social in speciﬁc ways’ (p.11). Beer (2017) examines the social power of algorithms in promoting certain visions of
calculative objectivity and provides crucial insights that shape our understanding of contemporary information systems.
In this paper, we argue that the current discourse around socio-technical
systems that sort, classify, and hierarchise people, places, objects, and
ideas, often fails to engage with the reality of such systems, namely
that they are trained and not explicitly programmed. This difference is
highly important because trained systems escape critical analysis that
understands algorithms as sets of more or less intentional instructions
to solve well-deﬁned problems, e.g. Introna (2016) or Burrell (2016).
This paper focuses on Machine Learning (ML), a subﬁeld of Artiﬁcial
Intelligence (AI) that enabled a large number of novel applications in
information systems such as machine translation and object recognition in images. While acknowledging these successes, scientists have
drawn attention to the possible negative consequences for those affected by such ML systems. For example, O’Neill (2016) highlights
the problematic applications of ML in sectors such as ﬁnance, human
resources, and public education. Others have pointed to harmful effects across domains, in particular with respect to racial biases and increasing racism, e.g. Noble (2018) and Benjamin (2019), or increasing
inequalities, e.g. Eubanks (2018).
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While scholars in critical data studies like Joler and Pasquinelli (2020)
or D’Ignazio and Klein (2020) increasingly recognize the important role
of training data in ML-based systems, many studies still approach their
analysis from an imperative programming paradigm in which software
code may be studied as instructional text, thus overemphasizing the
importance of algorithms. Part of the reason for this mismatch is that
the contemporary understanding of Machine Learning and its role in
the design of complex socio-technical systems is limited. To provide
a foundation for future critical analysis of ML-based systems, we engage with how the term machine learning is framed and constructed
in practice. As a ﬁrst step, we analyse ML tutorials, an important information source for self-learners and a key tool for the formation of
the ML community’s practices. In so doing, we attend to the following
research subquestions:
• RQ1.1: How is Machine Learning framed in practice, i.e. what
types and applications of ML are described, what applications are
used as examples and which parts of ML systems are explained
how?
• RQ1.2: What implications does this framing have for the critical
analysis of ML-based systems?
The paper is structured in the following way: First, we discuss different understandings of the term algorithm and its relevance to Machine
Learning. We demonstrate that in ML, the programming and algorithms are trivial. Therefore, we argue that the focus needs to be shifted
from algorithms to the data used to train an ML-based system. With the
observation that programming ML systems is trivial (in comparison to
imperative programming) and easily available to any lay programmer,
we review the role of expertise and ML tutorials in the formation of
ML practice. In the subsequent section, we present our methodology
for sampling and analysing ML tutorials. The next section presents our
analysis of framings of Machine Learning in tutorials. In particular,
we focus on different types of Machine Learning and data, algorithms,
expertise and how the applications are presented. In the discussion
section, we point to canonical examples of ML as well as important
misconceptions, in particular with respect to ML’s universal applicability and the underinformed application of ML. In the conclusion, we
highlight the two main insights from this study: (1) a shift in focus
from algorithms to data is required for the critical analysis of ML-based
systems; and (2) while algorithms do play a marginal role in ML tutorials, the role of data is vastly understated. Based on these insights, we
present a number of proposals for future research.
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Like Hamilton et al. (2014), Alvarado and Waern (2018) use the term
algorithm as a metonymy for the complex, ML-based system that provides recommendations on Facebook. However, this interchangeable
use of ML-based systems and algorithmic systems leads to an important fallacy: That much of the discussion concerning the accountability of algorithms is organised around human authorship and human
agency (Lee and Larsen, 2019). Thus, algorithms are intertwined with
normativities at every step of their existence.

4.2

Background

Knuth (1997) deﬁned an algorithm as a set of rules that deﬁnes a sequence of operations such that each rule is effective and deﬁnite and
such that the sequence terminates in ﬁnite time. Under the paradigm
of imperative programming, a programmer explicitly formulates these
computational rules of the system in a programming language. Studying an algorithm and the set of rules has proven to provide insights into
the values and ideas inscribed into information systems. For example,
Mackenzie (2013) argued that software developers and programmers
live in ‘regimes of anticipation through technical practices’. Suchman
(2012) proposed the concept of ‘sociomaterial conﬁgurations’ to draw
our attention to the ‘imaginaries’ and ‘materialities’ that technologies
‘join together’ (p.48). Central to these considerations is the assumption that software developers are expert designers of information systems. An important method in ﬁelds such as critical code studies or
software studies are, therefore, interviews with software developers.
Such interviews have become a standard method of qualitative study
designs. These empirical inquiries rely on a framing of programmers
as programming subjects that exert power over design decisions while
implementing a system. Such assumptions are also very prominent in
software development approaches such as co-design or participatory
design, which normatively claim that those affected by (future) information systems should have a say in design decisions, e.g. Bratteteig
and Wagner (2014) and Vines et al. (2013). Hence, most software studies frame software developers and programmers as making inscriptions
to their code and algorithms which in turn allows for critical analysis.
In contrast, Machine Learning-based systems are trained, not programmed.
While they are still trained by somebody, this process is very different
from imperative programming (Mackenzie, 2013). To train an ML sys-
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tem, a mathematical model is formulated and a cost function is deﬁned.
The parameters of the mathematical model are optimised to minimise
the cost function with respect to certain input and output data. For
example, Mackenzie (2013) states that:
The long-standing AI question of how to get machines to ‘learn’ is less
important in machine learning today. Rather, machine learning is largely
focused on optimising the predictive power of statistical models. In contrast to the many imaginings of AI as some form of omniscient expert,
the mundane and increasingly pervasive use of machine learning in diverse domains of social media, ﬁnance, security, many natural, clinical
and engineering sciences, is largely in the service of increased predictivity. By predictivity, I refer not to prediction as such, but to the scope and
diversity of prediction. Predictivity is gauged less by veriﬁcation, than
by optimisation.

With machine learning, very little is gained from studying the generic
set of rules used to ‘train’ the model by minimising a cost function.
Algorithms like gradient descent or expectation-maximisation, which
are used to train ML-based systems, merely describe the optimisation
routine and are algorithmically trivial. Therefore, machine learning
models escape critical examination using established methods from e.g.
software studies. The code of ML-based systems cannot be studied as
text in which intentions of programming subjects are inscribed.
Figure 4.1 demonstrates this crucial difference using a concrete example. The ﬁgure shows a full-ﬂedged Python implementation of an MLbased system that can detect spam messages using a Support Vector
Machine. With sufficient examples of spam and non-spam emails in
the ﬁle emails.csv, the code can be used to train a working spam ﬁlter. Due to the user-friendly ML library scikit-learn by Pedregosa et al.
(2011b), training such a system only requires three lines of library imports and ﬁve lines of code. The code illustrates why a focus different
from algorithms is required. We present this code example to highlight
a number of things. First, thanks to powerful open-source ML libraries,
training ML systems has become a straightforward task that can be accomplished re-using existing code. Second, there is little task-speciﬁc
to the code of ML systems. Third, ML systems depend entirely on the
data used as input/training data.
The yellow highlights in Figure 4.1 emphasise all those aspects in the
code that are speciﬁc to spam ﬁltering. The highlights show that only
the data that is loaded and the dimensionality of the data is speciﬁc
to the spam ﬁltering application. The ﬁle emails.csv could be easily
replaced by a ﬁle called cancer.csv, thus turning the spam detection
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# load Python libraries
from pandas import read_csv
from sklearn.model_selection import \
train_test_split
from sklearn.svm import SVC
# load data
data = read_csv("emails.csv").values
# split data into features (X) and targets (y)
X, y = data[ :, 1:19 ], data[ :, 19 ]
# split data into 80% train and 20% test data
X_train, X_test, y_train, y_test = \
train_test_split( X, y, test_size=.2 )
# train classifier on training data
clf = SVC()
clf.fit( X_train, y_train )

system into a cancer screening tool. For the self-contained example in
Figure 4.1, it would also be trivial to replace the ML algorithm used to
train the model. The Support Vector Machine could be easily replaced
by a Neural Network or a Decision Tree. This would only require the
changing of two lines – importing something other than the Support
Vector Classiﬁer (SVC) and assigning this to the variable clf. The ML
system demonstrates clearly how central data is to ML. Algorithmically, there is nothing speciﬁc about this example; the code is trivial
and could be used by a layperson to train the ML system.

Expertise and the Role of Tutorials in the Formation of ML Practice
The point of departure for our study is Mackenzie’s (2017) book Machine Learners: Archaeology of a Data Practice, which describes ML as
a situationally aware calculative knowledge practice. The book explores what it means to learn ML, arguing that ML crossed an epistemic
threshold formulated in a statistical apparatus. Mackenzie (2017) fur-

Figure 4.1: Self-contained Python implementation of an ML system that detects
spam in emails. Yellow highlights indicate the aspects that are speciﬁc to spam
ﬁltering.
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ther argues that the data practices associated with ML delimit a positivity of knowledge.
In this article, we focus on informal education in the form of online tutorials to understand how ML is framed and deﬁned in practice. The
analysis of ML tutorials is an expedient endeavour considering the increasing application and demand for Machine Learning. In 2018, Tencent estimated the global number of Artiﬁcial Intelligence researchers
and industry practitioners to be between 200,000 to 300,000 people
(Kahn, 2018). Compared to 18 million software developers in the world,
this means that only about one per cent of software developers have
the skills to engage with AI and ML as novel paradigms of programming. Considering the habitual practice of software developers to selfeducate and the increasing demand for ML techniques, informal education in Machine Learning can be expected to increase signiﬁcantly considering its growing importance and demand for workforce. A Stack Overﬂow (2019) survey demonstrated that informal learning and self-teaching
are important ways of knowledge acquisition in a world in which development frameworks and technologies rapidly change. 86.8% of professional software developers (N=71,796) stated that they have taught
themselves a new programming language, framework, or tool without
taking a formal course. This is considerably higher than the 60.1% that
have taken online courses in programming or software development
(e.g. a MOOC).
Our focus on ML tutorials is motivated by the important role that informal education plays in software development and computer science.
Professional software developers frequently do not have a formal background in computer science and are used to teaching themselves new
technologies. This is especially important since many of the technologies used in practice were invented and introduced long after they ﬁnished their formal education. The Stack Overﬂow (2019) survey of professional software developers (N = 71,796) found that 49.1% have a
Bachelor’s degree, 25.4% have a Master’s degree, and 3.1% have a Doctoral degree. Of those developers that studied at university level (N =
66,823), only 63.3% named computer science, computer engineering,
or software engineering as their undergraduate major. 6.9% majored
in information systems, information technology, or system administration, and 3.9% in mathematics or statistics. This means that only threefourth of the professional software developers have a university-level
education. Of those, less than two-thirds have undergraduate training
in computer science.
This is problematic because understanding and effectively applying
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Machine Learning requires practitioners to have a strong background
in linear algebra and statistics (Goodfellow et al., 2016). This lack of
education regarding the application of ML is even more problematic
considering that a large proportion of software developers graduated
college before recent advances in machine learning and deep learning were published and before curricula were upgraded to reﬂect the
strong demand for ML practitioners.
While expertise used to be understood as something logical, Evans and
Collins (2008) argue that the understanding of it has moved towards
ideas of expertise as something practical that is ‘based in what you
can do rather than what you can calculate or learn’. They also argue
that the distinction between expert and non-expert cannot be neatly
mapped onto the boundaries of social institutions and highlight (along
with other STS scholars) that expertise and knowledge also ‘exist outside the mainstream scientiﬁc community’ (Evans and Collins, 2008, p
609). Expertise is hence not solely a quality of individuals but also belongs to a community. Within distributed and dispersed communities,
the question of how knowledge may be shared and transferred becomes
crucial (e.g. Vaast and Walsham, 2009). Orlikowski (2002, p. 249) argues that knowledge is not something static or a stable disposition, but
something that is continuously produced and reproduced in everyday
practice. Tutorials are one way to reproduce and circulate a community’s knowledge practices. Tutorials constitute the practical doing of
a community in material form and can be conceived as ‘boundary objects’ (Star, 2010; Star and Griesemer, 1989) to share the expertise and
knowledge of practitioners.
The style of ML tutorials can be described as technical writing which
needs to fulﬁl requirements such as accuracy, understandability, and
accessibility to a variety of readers (Wakkary et al., 2015). In that respect they may be understood as standardised forms that enforce a particular normative work practice across distant practitioners and provide a shared format for solving problems (Neal, 1998) by explaining
components, tools, and processes related to ML. As such, they aim
to convey procedural knowledge about a speciﬁc technology, service,
and/or product (Torrey et al., 2007). In addition, they produce an ideal
type of how Machine Learning should be understood, thus framing it
in a particular way. Overall, the importance of tutorials, in particular
in computing, has increased since the late 1990s. Recently, they have
– to a great extent – replaced in-person tutorials (Anderson, 1997) and
‘have reached an unprecedented level of popularity’ (Wakkary et al.,
2015, p. 610).
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4.3

Methodology

Our understanding of expertise and the emergence of a community of
Machine Learning practitioners is based on ML tutorials as boundary
objects. In the following, we provide details on our data collection and
analysis process.
For this paper, we sourced ML tutorials through Google Search. We
downloaded the Top 50 search results for the query ‘machine learning tutorials’. The search was executed from Germany and focused on
individual text tutorials and ignored collections of tutorials, paid ads,
video tutorials, and massive open online courses (MOOCs). The tutorials were collected from a laptop that had never searched for ML or
artiﬁcial intelligence before, limiting the effect of personalised search
results. We reduced the 50 tutorials to 41, excluding duplicates (3), tutorials that did not focus on ML (3), one tutorial that only focused on
installing the software required for ML, one guide with best practices
of ML, and one book.
We performed a qualitative coding of the tutorials, following Mayring’s
(2014) systematic, rule-bound procedure focused on categories. We
analysed the tutorials using an inductive approach, where we highlighted textual quotations to identify emergent themes. We analysed
the material step-by-step, i.e. we ﬁrst assigned individual codes to
words and sentences. After that, we revisited the material and combined the individual codes into larger categories. This allowed us to
account for minor differences, e.g. merging similar ML applications
such as self-driving cars and autonomous vehicles. Subsequently, we
sorted the different codes based on how often they occurred in individual tutorials.
Thirty-eight of the 41 tutorials are written in English, three are written
in German. Twenty-three of the 41 tutorials provide information about
the authors. Of the 23 tutorials that display the names of the authors,
20 have names that are predominantly given to those who identify as
male, three have names that are predominantly given to females. This
suggests a strong male bias regarding the authors of these tutorials.
Nine of the 41 tutorials were sourced from the website geeksforgeeks.org.
Four tutorials were from the website realpython.com. Four websites are
mentioned twice, including uﬂdl.stanford.edu, scikit-learn.org, pythonporgramming.net and medium.com. Twenty tutorials come from a source
that only occurred once. To measure site authority, we obtained an es-
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timate of Google’s Page Rank, a proprietary metric of quantifying the
importance of websites on a scale of 0 to 10. The average and median
page rank of the websites is 5. The two German websites have a page
rank of 3, which is the lowest rank in the sample. The largest page rank
was found for the website medium.com, a blogging platform with a page
rank of 8. The most frequently included websites geeksforgeeks.org (nine
mentions) and realpython.com (four mentions) have a page rank of 5.
The average number of words of the examined tutorials is 5,200 (SD =
13,012). The median number of 2,505 words is considerably smaller.
The shortest tutorial had 851 words, the longest tutorial had 85,512
words. We also computed Flesch Reading Ease tests on the tutorials
to quantify whether the material is easy (100) or hard to read (0). The
average reading ease score is 50.98 (SD = 12.32), the median is 49.60.
This puts the tutorials close to readability commonly found at the college level. These reading scores imply that the tutorials are written for
a well-educated audience. The most readable tutorial has a readability
score of 76.50, which means that it could be easily understood by 13- to
15-year-old students. The least readable tutorial has a score of 25.20,
which means that the text is difficult to read and best understood by
university graduates.

4.4

Framings of Machine Learning

Our analysis explored how different framings of the concept ML are
manifested in the tutorials that we analysed. As a ﬁrst step, we reviewed the 41 tutorials and searched for deﬁnitions or operationalisations of the term machine learning. Surprisingly, only 21 of the 41
tutorials (51%) explained the term machine learning. In half of the
tutorials, the authors did not deﬁne or operationalise what ML ‘is’.
In those tutorials that deﬁned the term ML, we found two dominant
deﬁnitions. Also, we identiﬁed a long-tail of other deﬁnitions each
only cited once. The most widely cited deﬁnition is Samuel (1959),
who deﬁned ML as a ‘ﬁeld of study that gives computers the ability
to learn without being explicitly programmed’ (T4, T3, T9, T27, T30,
T39). This deﬁnition is also sometimes repeated without explicitly referring to Samuel, describing ML as ‘the kind of programming which
gives computers the capability to automatically learn from data without being explicitly programmed’ (T35). The second most commonly

91

cited author is Mitchell (1997) (T4, T3, T10, T27, T39), who deﬁned
ML as follows:
A computer program is said to learn from experience E with respect to
some class of tasks T and performance measure P if its performance at
tasks in T, as measured by P, improves with experience E.

This deﬁnition is also used without referring to Mitchell, for instance
in Tutorials 15 and 37. In addition to these two dominant deﬁnitions,
there are a variety of other deﬁnitions and descriptions that focus on
other aspects. Tutorial 5, for instance, compares ML to pattern recognition, while Tutorial 6 and 8 regard ML as ‘learning based on experience’, without further detailing what learning and experience mean.
Tutorial 13 distinguishes ‘traditional programming’ from ML. They argue that ‘traditional programming’ relies on hard-coded rules, while
ML relies on ‘learning patterns based on sample data’. Other deﬁnitions are more general, describing ML as ‘a technology design to
build intelligent systems’ (T20) or as ‘based on the idea of giving machines access to data and allowing them [the system] to learn for themselves’ (T22). Tutorial 48 deﬁned the term ‘learning’ as ‘ﬁguring out
an equation to solve a speciﬁc problem based on some example data’.
Tutorial 36 states that ‘instead of writing code, you feed data to the
generic algorithm and it builds its own logic based on the data’. Tutorial 36 states that this generic algorithm ‘can tell you something interesting about a set of data without you having to write any custom
code speciﬁc to the problem’. According to these tutorials, ‘the algorithm/machine builds the logic based on the given data’ (T36), hence
ascribing agency to the data. This focus on data is even more explicitly
described in Tutorial 39, which deﬁnes ML as ‘a part of AI [artiﬁcial
intelligence] that learns from the data’ (T23). Tutorial 24 deﬁnes ML
as ‘generic algorithms that can tell you something interesting about a
set of data without you having to write any custom code speciﬁc to the
problem’. Tutorial 4 describes ML as ‘feel[ing] its way to the answer’
without explaining further what this means. In Tutorial 21, ML is described as ‘the brain where all the learning takes place’, later comparing
ML to how humans learn from experience.

Types of Machine Learning
In addition to how the term ML is described, deﬁned, and/or operationalised, our analysis also revealed different types of ML that are
commonly recognised. The dominant types of ML are supervised learn-
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ing, unsupervised learning, and reinforcement learning.
Supervised learning is commonly framed as a type of ML that is based
on data and labels corresponding to the data (T1, 35, 19, and 40). Tutorial 12 describes supervised learning as learning a general rule that
maps inputs to outputs. Other deﬁnitions describe the data and its labels as input and target pairs (T37), inputs and desired outputs (T20),
or as ‘feedback from the humans’ (T21). One metaphor describes supervised learning as ‘the computer’ being presented with example inputs
and desired outputs by a ‘teacher’ (T12). This imagined actor is also
sometimes called an ‘external supervisor’ (T33) or ‘the scientist’ (T32).
In other tutorials, supervised learning is framed as working backwards
from the solution. Surprisingly, even though supervised ML is only
possible if aligned pairs of input and output data are available, the laborious process of data labelling, which has to be done ‘by a human
being beforehand’, is only mentioned in Tutorial 35.
Unsupervised learning is another commonly mentioned type of ML
that is often contrasted with supervised learning. Tutorial 5, for instance, regards supervised learning as using labelled data, and unsupervised learning as ﬁnding patterns in unlabelled data. A variety of
tutorials refer to the lack of labels (T12, 20, and 35), which leaves the
‘algorithm [...] on its own to ﬁnd structure in its input’ (T12). Tutorials
frame unsupervised learning as discovering similarities or regularities
in the input data. For Tutorial 4, ‘the program is given a bunch of data
and must ﬁnd patterns and relationships therein’. Similarly, Tutorial 8
regards unsupervised learning as a task where it is up to the machine
‘to determine the relationship between the entered data and any other
hypothetical data’. Tutorial 19 describes unsupervised learning as an
approach to data ‘where you do not have any information about inner
interrelations in advance’. This is similar to Tutorial 33, which regards
the main task in unsupervised learning as ﬁnding ‘the underlying patterns rather than the mapping’. More broadly, Tutorial 37 describes
unsupervised learning as characterising the unknown distribution.
A third type of ML, reinforcement learning (RL), is deﬁned by Tutorial
35 as a computer program that dynamically interacts with its environment while receiving positive and/or negative feedback to improve its
performance. The deﬁnitions in Tutorials 1, 12, 20 and 33 focus on
an agent that is interacting with a dynamic environment while stressing the importance of ‘a certain goal’. Tutorial 22 strongly focuses on
the agency of ‘the machine’ which ‘continuously trains itself using trial
and error’ in relation to a speciﬁc environment. This anthropomorphisation can also be observed in Tutorial 36, which states that when an
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RL-based system ‘makes a wrong prediction[,] it will update its rule by
itself’. Other reinforcement deﬁnitions (Tutorials 5, 18 and 33) focus
on a ‘reward’ that is being optimised by an ‘agent’ based on feedback,
highlighting the difference between reinforcement learning and supervised learning.

Data and Machine Learning
Following Samuel’s (1959) deﬁnition of ML as learning from data, it
is noteworthy to consider how data is framed in the different tutorials. Overall, we found little discussion of the nature or signiﬁcance
of data. Those that engage with the term frame data as ‘any unprocessed fact, value, text, sound or picture that is not being interpreted
and analyzed’ (T14) or describe data as ‘the new oil’, that is ‘precious
but useful only when cleaned and processed’ (T13). Considering the
small number of tutorials that engage with the term data, it is surprising that almost half of the tutorials (46%) mentioned data preparation
as a topic. Six of the tutorials (15%) apply and explain data preparation
techniques.
Regarding data in ML, it is noteworthy that the large majority of the
tutorials does not explain that data presented to a model is a sample
that may or may not be representative of a population. Only Tutorial 4
stated that ML systems require ‘a statistically signiﬁcant random sample as training data’. Basic assumptions regarding the class distributions, which are crucial for the successful training of ML (Müller and
Guido, 2016) and which can be a great catalyst for fairness problems
in ML (Hardt, 2014), are rarely discussed. The practice of randomly
shuffling data is also rarely mentioned (T38 and 40). Stratiﬁcation, the
practice of making sure that the training and test set are randomly shufﬂed while ensuring that the class distribution is the same in both sets,
is only mentioned in Tutorial 29. However, it is merely called a good
practice that ‘will ensure your training set looks similar to your test
set’.
Understanding data is mentioned as an important aspect of being a
data scientist (T25). Tutorial 41 encourages practitioners to take a ‘peak
at the data itself’ by looking at statistics like mean and median as well
as class distributions, data visualisations, boxplots, histograms, and
scatterplots. Tutorial 28 mentions that it is important for datasets with
greater complexity to visualise the distribution of the data ‘in order to
gain an understanding of the data’. Furthermore, Tutorial 29 stresses
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the importance of speaking to domain experts to gain a contextual understanding of the data and its origin.
Tutorial 20 discusses the importance of transforming the data into a
form that is ‘useful’ for the ML system. The process of data preparation is framed as making data ‘even more valuable’ (T32). A frequently
mentioned data preparation step is normalisation (T15, 16, 17, 26, and
29), which means subtracting the mean and dividing the data by the
standard deviation, thus centring the data points at zero with unit variance. Tutorial 13 and 29 mention feature scaling as a similar practice
aimed at making all features comparable by putting them on the same
scale. Data representation is also discussed for speciﬁc application domains such as natural language processing (T31, 37, and 40). Surprisingly, Tutorial 39 is the only tutorial that addresses the issue of missing
data and proposed imputation as a solution, i.e. how missing values
can and should be replaced.
Tutorials only rarely discuss the impact that the quality of the data can
have on the performance of ML systems. Tutorial 39 addresses this
issue very brieﬂy by pointing out that the better the quality of data, the
more suitable it will be for modelling. Tutorial 4 assesses that ‘realworld data’ is always ‘a little noisy’, which prohibits the model from
ﬁtting the data ‘neatly on a straight line’. Lack of data and lack of
diversity in the dataset are mentioned as primary challenges of ML in
Tutorial 21. The tutorial further elaborates that ‘a machine needs to
have heterogeneity to learn meaningful insights’.
Tutorial 20 evokes the notion that ‘hidden patterns’ exist in the data
that can be identiﬁed by ML systems. Tutorial 24 warns that, when
predicting the price of a house, ‘the function’ that an ML system may
end up with is ‘totally dumb’. The ML system does not know what
‘square feet’ or ‘bedrooms’ are. According to the tutorial’s authors, a
regression model is merely ‘stir[ing] in some amount of those numbers
to get the correct answer’. They argue that if a human expert could not
use the data to solve the problem manually, ‘a computer probably won’t
be able to either’ (T24).
Only one tutorial explicitly addresses the limitations of ML in relation
to data. Tutorial 31 argues that the accuracy of the system they are
training ‘seems to be a natural limit for this data with its given size’.
This crucial concept – that there is a limit of what can be inferred from
data – is only brought up here.
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Machine Learning Algorithms
In addition to deﬁnitions of ML and the types of ML that are distinguished, this paper also explores the speciﬁc ML algorithms that are
mentioned. Overall, we found that ML algorithms were mentioned in
31 of the 41 tutorials (76%). The most commonly mentioned ML algorithms are support vector machines, which are mentioned 16 times
in the tutorials (39%). The second most frequently mentioned algorithms are neural networks, which are mentioned in 14 tutorials (34%).
The third most commonly mentioned ML algorithm is linear regression, mentioned in 13 tutorials (32%). Decision trees and naïve Bayes
classiﬁers are mentioned in 11 tutorials (27%), Logistic regression and
k-nearest neighbours in 10 (24%). This means that most tutorials are
focused on supervised ML models that perform classiﬁcation or regression. That said, nine tutorials mentioned the unsupervised clustering
model k-means, while eight tutorials focused on reinforcement learning. For these algorithms, a long-tail phenomenon can be observed.
Thirty-eight algorithms are only mentioned once. These algorithms
span a broad range, including inductive logic programming, Bayesian
networks, extreme learning machines, long short-term memory networks, multi-armed bandits, and neural Turing machines.
The most commonly applied algorithm is linear regression, which is
applied in 4 of the 41 tutorials using a concrete application example (10%). The second most commonly applied algorithm is logistic
regression, which is applied in three tutorials. Neural networks and
k-nearest neighbours are applied in two of the tutorials. Surprisingly,
support vector machines, the most commonly mentioned algorithm, is
only applied once.
Considering how ML algorithms are presented, we ﬁnd that even in tutorials that are aimed at explaining ML, the underlying algorithms are
presented as black boxes. The inner mechanics of the most commonly
mentioned algorithms – support vector machines and neural networks
– are rarely explained. If they are explained, then not in-depth. Key
concepts like gradient descent and backpropagation are not explained
either. Few tutorials mention or explain concrete ways to measure the
generalisation capabilities of ML-based systems. Metrics such as accuracy, precision, and recall are mentioned but rarely formally deﬁned or
applied. Widely used metrics such as Mean Average Precision (mAP)
are never mentioned. The large body of work on the interpretability of
ML, including visualisation of feature importance, is not mentioned in
any of the tutorials that we reviewed.
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Expertise in Machine Learning
Considering our interest in agency, we also explored how tutorials framed
the required expertise for successfully applying ML. Tutorial 30 argues
that
[ML is] a lot like a car, you do not need to know much about how it works
in order to get an incredible amount of utility from it.

Tutorial 30 further argues that people can ‘engage in ML very easily
without almost any knowledge at all of how it works’, since the default settings of ML libraries can get 90-95% accuracy on many tasks.
However, to ‘push the limits in performance and efficiency’, Tutorial 30
recommends readers ‘to dig in under the hood’.
The sentiment that a thorough understanding of ML is not required
can also be found in Tutorial 41, which tells its readers that they ‘do
not need to understand everything (at least not right now)’. Tutorial 41
states that ML practitioners do not need to know how a model works,
arguing that learning about the beneﬁts and limitations of various algorithms can be done later. The idea that expertise is not needed is
especially problematic considering that Tutorial 30 does not discuss
model evaluation in the text and only refers to a follow-up tutorial on
evaluation. That said, the tutorial argues that it is ‘important to know
about the limitations and how to conﬁgure ML algorithms’.
Surprisingly, the potential of ML systems to overﬁt, i.e. to learn parameters that do not generalise beyond the training data, is rarely mentioned (T16 and 31). Only Tutorial 16 mentions the complexity of a
model as a possible cause of overﬁtting. Tutorial 22 addresses the ﬁt
between the problem and the ML system, arguing that ‘it is a fact that
no one ML model can solve every problem’. The tutorial stresses the
importance of aspects such as the structure and size of a dataset in
ﬁnding the most suitable model for a given problem. They also declare
that ‘you can’t say that decision trees is [sic!] always better than neural
networks and vice-versa’.

Applications of Machine Learning
Finally, our analysis provides an overview of the different applications
of ML and how common they are. Overall, the 41 tutorials mention
160 distinct applications of ML. The most frequently mentioned appli-
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cation of ML is the detection of spam. It is brought up in 11 tutorials,
which means that almost a third (27%) of tutorials reference the detection of spam. The second most frequently mentioned application
are self-driving cars, which are referred to in every fourth tutorial (10
mentions, 24%). The prediction of housing prices is the third most
frequently used example, mentioned by nine tutorials and applied by
one. Other applications include face recognition (6 mentions), sentiment analysis (5), and playing the game Go (5). Playing chess (4) and
cancer detection (4) are mentioned in 10% of the tutorials.
The distribution of the different applications of ML follows a strong
long-tail distribution. 111 applications are only mentioned in one tutorial. Twenty-nine applications of ML are brought up in more than two
tutorials. In the long-tail of applications only mentioned once, we ﬁnd
examples such as Facebook’s News Feed curating news, an ML system
creating art, industrial logistics in general, and a robot learning to ﬂy.
Other applications include preventing jaywalkers, detecting pornography, robots doing backﬂips, network security anomaly detection, as
well as text mining and social media analysis.
Considering how ML applications are presented in the tutorials, it is
noteworthy to point out how comparatively few tutorials show how to
apply ML in practice. Only eight tutorials explain how to implement
an ML system. For the application, examples are unique, e.g. no application was implemented in more than one tutorial. The applications
include regression problems like the prediction of housing prices or
stock prices as well as problems like the classiﬁcation of handwritten
digits, fruits, ﬂowers and the quality of wines. Clustering problems include the sorting of building bricks as well as the clustering of people
based on speciﬁc attributes.

4.5

Discussion

This discussion reviews and contextualises the ﬁndings of our analysis.
We explore the misconceptions about ML that we discovered, question
the universal applicability of ML that we found, engage with the dangers of an underinformed application of ML, and explore the relationship of data and power in ML.
First, let us reﬂect on some general observations about tutorials. Over-
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all, our analysis indicates that tutorials are not very actionable. Though
ML algorithms are frequently mentioned in the tutorials, they are rarely
applied or explained in detail. Tutorials also do not discuss the potential issues related to data and evaluation, which connects to the dangers posed by the underinformed application of ML. Overall, the tutorials provide comparatively few actionable insights into how to use
ML. We also ﬁnd that the tutorials do not engage with the terminology
of academic literature. Only half of the tutorials explicitly deﬁne or
explain the term Machine Learning. Of those that do, they mostly refer
to the two most widely cited deﬁnitions by Samuel (1959) and Mitchell
(1997).

Canonical Examples of ML
We identiﬁed a small number of ML applications that can be regarded
as canonical examples of ML, since they are brought up frequently,
especially in comparison to the large number of applications that are
only mentioned once. The canonical examples of ML are the detection of spam, self-driving cars, and the prediction of housing prices.
Another frequently mentioned example is playing the game Go. In
this context, it is interesting to point out that while spam detection
and housing price prediction are tasks that are comparatively easy to
implement (even for inexperienced programmers), self-driving cars as
well as playing the game Go require large research teams with substantial resources. One explanation for the popularity of the more complex
tasks could be the public interest in recent advances, e.g. the robot car
Stanley that won the DARPA Grand Challenge (Thrun et al., 2006) and
AlphaGo, the ML-based system that ﬁrst beat a human Go champion
(Silver et al., 2016).

Misconceptions about ML
We uncovered a variety of misconceptions about ML in the examined
tutorials. The most visible and problematic misconception was that
ML was presented as ‘adapt[ing] in response to new data and experiences to improve efficacy over time’ (T21). This is a misconception
since the large majority of ML algorithms used in practice have clearly
deﬁned training phases after which the system is being deployed. This
means that ML systems are rarely trained during use, a special case
commonly referred to as Online Machine Learning (Saad, 1998). Such
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online learning is not supported by the large majority of algorithms
mentioned in the tutorials, especially not those who are frequently
mentioned. Nevertheless, the tutorials suggest a belief that the ML system adapts to new data and experiences and that such systems can be
‘improved over time by feeding them with information and data in the
form of real-world interactions and observations’ (T22). In our experience, online learning is rarely applied in practice. One example of
this application is Microsoft’s chatbot Tay, which was manipulated by
users into making racist, antisemitic, and misogynistic remarks (Victor,
2016).
Another interesting misconception that we found in the tutorials was
the idea that ML systems ‘learn for themselves’. According to Tutorial 10, ML gives systems ‘the ability to automatically learn and improve from experience’, largely disregarding that the tasks and cost
functions are deﬁned by humans, that the data is preprocessed, and
that the model needs to be evaluated and deployed. This is echoed
in Tutorial 39, which describes ML as ‘automating and improving the
learning process of computers based on their experiences without being programmed, i.e. without any human assistance’. We regard this
as misleading and highly problematic, considering how the large majority of applications found in the tutorials are developed. Applying
ML requires a highly skilled and specialized team that (1) collects the
right input data, (2) makes sure that data is sampled, prepared, and
referenced correctly, (3) ensures that a system is trained properly, and
(4) evaluates whether what the system ‘learned’ is generalisable and
actionable.
Some tutorials also evoke the notion of ‘hidden pattern[s]’ (T20) that
are invisible to humans and that can be identiﬁed by ML. The overwhelming majority of tutorials does not give readers any assistance in
learning to determine what can be learned from certain data and what
cannot.

Universal Applicability
In the 41 tutorials, we found 160 distinct applications and a strong
long-tail distribution in which very few tutorials mention the same ML
application. This implies that ML is presented as applicable to a large
variety of problems. This ﬁnding connects to Mackenzie (2017), who
found that ML is applied to a wide range of problems and application
contexts. In an analysis of Friedman et al.’s (2001) ML textbook Ele-

100

ments of Statistical Learning, Mackenzie found that this mobility spans
from the micro-level, where ML is applied to data such as bone mineral
density or prostate cancer, to the macro level, where ML is applied to
make predictions about countries or the galaxy. Applications ranged
from maps of ﬁshing patterns from New Zealand to heart disease data
from South Africa. For Mackenzie (2017), ‘the colligation of datasets
(...) in all their diversity suggests the mobility of machine learners’.
According to him:
ML continues what statistics as a ﬁeld has always done: rove across scattered ﬁelds ranging from astronomy to statecraft, from zoology to epidemiology.

We corroborate these ﬁndings by showing that tutorials, too, present
ML as universally applicable in a large variety of contexts.

Underinformed Application
In addition to the challenges associated with this universal applicability, we also identiﬁed another important misconception that we refer
to as underinformed application, a framing for the idea that ML can
be applied without special expertise. Some tutorials explicitly encouraged such underinformed application by telling readers that they ‘do
not need to understand everything’ (T41) and that they can apply ML
‘very easily without almost any knowledge at all of how it works’ (T30).
The same two tutorials also state that ML practitioners ‘do not need to
know how the algorithms work’ (T41) or that ‘you do not need to know
much about how it works to get an incredible amount of utility from it’.
This is in line with popular arguments by researchers such as Jockers
(2013), a professor of English and Data Analytics. He applied the unsupervised ML technique Latent Dirichlet Allocation to analyse how an
author’s gender, nationality, and publication year affected the topics in
3,346 19th century books from British, Irish and American literature.
Reviewing the results of his study, he claimed that:
It is fair to skip the mathematics and focus on the results. We needn’t
know how long and hard Joyce sweated over Ulysses to appreciate his
genius, and a clear understanding of the LDA machine is not required to
see the beauty of the result.

This statement is remarkable for several reasons. First and foremost,
it equates ‘the LDA machine’ to one of the most inﬂuential and important authors of the 20th century. Second, the intricate practices of
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writing a book are likened to a procedure where words and topics are
sampled from probability distributions. Third, an awareness that the
beauty of the result of LDA relies on randomness in its training and inference phases is missing, which means that the results are partly due
to chance.
Statements like the one from Jockers (2013) are highly problematic because ML operates in the domain of statistics, where spurious correlations can lead to misleading results (Calude and Longo, 2017). In addition to explicit statements that encourage users to apply ML without
a deep understanding, our analysis of the tutorials also provides ample
evidence that the framing of ML can act as a catalyst for the underinformed application of ML. The signiﬁcance of data, the preparation,
selection, and representation of data, as well as the evaluation of ML
systems, play a comparatively small role across the examined tutorials. The overwhelming majority of tutorials does not acknowledge the
difference in complexity between tasks such as the detection of spam
and self-driving cars. The tutorials also do not reﬂect on the statistical
nature of ML. Even basic statistical assumptions, e.g. that the data that
are used are a sample of a population and prone to sampling biases,
is not addressed. Common mistakes, e.g. the potential problems that
arise from data leakage are not discussed either. Fundamental problems like overﬁtting are only mentioned twice. The tutorials also do
not address the inﬂuence that the complexity of an algorithm can have
on the results.
Overall, the tutorials do not convey that ML is not just an ‘algorithm’
but an interplay of socio-technical actors. Thus, the framings do not
reﬂect the intricate practices associated with training ML systems, especially considering data representation and model evaluation.
The framings that we uncovered can lead to highly problematic scenarios where people, who do not have sufficient data preparation and
model evaluation expertise, train systems with potentially catastrophic
consequences for individuals and society at large. Since these framings
are based on ML tutorials, one could argue that these risks are exaggerated or an artefact of using ML tutorials as a lens. One possible
explanation could be that ML tutorials as a genre may not allow going
into enough detail to tackle these issues. This explanation, however,
can be refuted by the ﬁnding that other complex topics such as hyperparameter optimisation are applied in the tutorials.
A stronger counterargument against the risks of the underinformed application would be that ML tutorials are only one particular source of
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knowledge that is used to learn about ML. Those who want to learn
about ML might combine university courses, textbooks, massive open
online courses (MOOCs), video tutorials, and blog posts. As such, the
limitations of ML tutorials could be compensated for by other sources
of knowledge. Nevertheless, the tutorials revealed signiﬁcant limitations of the communal understanding of ML, which provides important
insights into how ML is framed in practice.

4.6

Conclusion

This paper demonstrates that algorithms are not the central issue when
critically examining ML-based socio-technical systems: Instead, a shift
in focus from algorithms to data is required. Based on the analysis of
41 Machine Learning tutorials, we reveal canonical examples of ML as
well as important misconceptions and problematic framings: While algorithms do play a marginal role in ML tutorials, the importance of
data is vastly understated. Most importantly, we ﬁnd that ML is presented as universally applicable and as something that can be implemented without special expertise.
A key challenge for critical scholarship is that information systems that
learn from data cannot be understood by examining the source code of
such systems. This paper demonstrated why this implies important
limitations for studies focusing on algorithms and software code. Considering the importance of data that we highlight in this paper, we argue that critical data studies are particularly suitable to overcome these
limitations. Recent work on Data Feminism by D’Ignazio and Klein
(2020) or Artiﬁcial Intelligence as instruments of knowledge extraction by Joler and Pasquinelli (2020) stress the importance of training
data. In support of their claims, we argue that it is not only data but a
variety of practices associated with data preparation and data labelling
that impact the ways in which ML-based systems infer and make predictions. While our paper provides an important starting point for this
investigation by mapping out the different framings of ML in practice
and highlighting their speciﬁc shortcomings, more work is needed to
study these practices and their impact on society.
We ﬁnd that the framings of Machine Learning are centred on two deﬁnitions and discuss the limitations of these deﬁnitions. Considering the
differences in scope and purpose, future work should explore whether
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a more conclusive deﬁnition of ML is possible. Our analysis suggests
that rather than explicitly deﬁning Machine Learning and its characteristics, tutorials rely on example applications. This, however, introduces
additional uncertainty about what Machine Learning is or is not as well
as what it can or cannot accomplish. We do identify spam ﬁltering, selfdriving cars, and the prediction of housing prices as canonical examples of Machine Learning. The lack of rigour regarding the deﬁnition
of Machine Learning is reﬂected in the important misconceptions uncovered by our study. We ﬁnd that ML-based systems are presented as
improving over time and learning ‘for themselves’. While this is technically possible, our analysis shows that the systems most commonly
discussed in tutorials do not adhere to these principles.
Overall, we ﬁnd that the importance of data is underestimated in the
examined tutorials. This is especially problematic considering the tendency of tutorials to present Machine Learning as a technology that can
be applied to any problem and that can be used without a strong background in statistics and mathematics. The low threshold for training
an ML system goes hand in hand with the increasing public availability
of Machine Learning to almost anybody interested. The public availability of ML also increased due to the growth of companies that offer
Machine Learning as a service (MLaaS). Such cloud services not only
minimize the technical abilities needed to train ML systems. They also
provide the computing resources necessary to train such systems.
To gauge the severity and the impact of this problem, further research
should explore how ML practitioners make sense of Machine Learning
and their own role, e.g. with respect to the impact of speciﬁc (design)
decisions. One example could be investigating how they reﬂect on the
effect of speciﬁc data preparation measures on the training data set.
More generally, accounts of practitioners’ perspectives on data science
and exploratory data analysis are needed.
Most importantly, we discussed the redistribution of agency that is facilitated by ML. As Joanna Bryson recently argued in her talk at the
Institute for Ethics in Artiﬁcial Intelligence at the Technical University Munich, it is not Artiﬁcial Intelligence (or for that matter Machine
Learning) that can be responsible or ethical, but the humans that implement and train such systems, who need to be aware of the ethical
and social ramiﬁcations of their (design) decisions. It is, therefore, of
utmost importance to open the ‘black box’ of ML and make those practices that affect the predictions of a system examinable. The idea that
the application of ML does not require speciﬁc expertise and that it is
universally applicable may lead to the emergence and increase of socio-
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technical systems that are harmful. Hence, based on our ﬁndings, we
argue that critical research on information systems that are fully or partially based on Machine Learning needs to shift its analytical attention
from algorithms to the practices and processes of data preparation and
processing.

4.7

Implications for the Thesis

This chapter explored how machine learning is framed for and by practitioners, thus answering the ﬁrst research question. Considering the
overall thesis, the chapter provides the foundation for the socio-technical
perspective on ML-based curation systems. The chapter contributes
ML practitioners’ perspective and shows that the model in Chapter 2
can be found in practice.
The following chapter will explore users’ understanding of an ML-based
curation system (RQ2).
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5
Users’ Understanding of an
ML-Based Curation System
This chapter introduces a user belief framework of ML-based curation
systems. It presents the empirical ﬁndings to answer the second research question: ‘How do users understand ML-based curation systems?’. The chapter focuses on users’ understanding of YouTube’s recommender systems as a particular ML-based curation system.
This chapter was accepted by the ACM Conference on Computer-Supported
Cooperative Work and Social Computing (CSCW):
Oscar Alvarado (*), Hendrik Heuer (*), Vero Vanden Abeele, Andreas
Breiter, and Katrien Verbert. 2020. Middle-Aged Video Consumers’ Beliefs About AlgorithmicRecommendations on YouTube. Proceedings of
the ACM on Human-Computer Interaction (Computer Supported Cooperative Work). Submitted on 15th of January 2020, accepted with major
revisions on the 11th of March 2020, revisions submitted on the 1st of
June 2020, accepted on the 24th of July 2020.

The chapter refers to the terms algorithmic news curation and recommender systems, considering the terminology used by the ACM Conference on Computer-Supported Cooperative Work and Social Computing
(CSCW). This deviates from the terminology of this thesis, which refers
to these systems using the term ‘ML-based curation systems’ instead.
The ﬁndings presented in this chapter draw from a research project
that I conducted with Oscar Alvarado, Vero Vanden Abeele, Andreas
Breiter, and Katrien Verbert. My personal contribution as one of the

(*) denotes equal contribution by the ﬁrst
two authors
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two main authors of the publication and my role as co-leader of the
research project (together with Oscar Alvarado) is explicated in Chapter 1. The paper is printed in unmodiﬁed wording, i.e., rather than
‘this chapter’, it refers to ‘this paper’. This chapter is written in the ﬁrst
person plural to reﬂect that it is the result of a collaborative research
project.
This chapter was accepted with major revisions by the ACM Conference on Computer-Supported Cooperative Work and Social Computing
(CSCW):

5.1

Introduction

Recommender systems help users navigate immense number of movies,
songs, news articles, friends, restaurants, and others. As an integral
part of platforms like YouTube, Facebook, Netﬂix, or Amazon (Jannach
et al., 2016), recommendation systems shape users’ everyday experience with information systems (Willson, 2017). Moreover, recommendation systems select and exclude information, deﬁning what is considered legitimate or relevant knowledge (Gillespie, 2014) and inﬂuencing the behavior and practices of users. Consequently, recommendation systems are part of a highly complex and largely invisible sociotechnical system.
As beliefs guide users’ behavior, researching them can yield valuable
insights into the design of technology. Since user beliefs about algorithmic systems are constantly co-produced and formed during usage,
academics need to study them in a speciﬁc context with real users.
In this study, we focus on YouTube, the second most visited website
worldwide with billions of users (YouTube, 2019). YouTube’s algorithmic recommendation system is responsible for 70% of the videos consumed on the platform (Solsman, 2018), and is used by the vast majority of users (80%) (Smith et al., 2018). YouTube is also one of the oldest
and most popular social networks with a unique community of video
producers and consumers. YouTube’s revenue-sharing scheme enables
video producers to make a living through their content, which makes
them highly dependent on the recommendations. This dynamic has led
researchers to focus primarily on the perspective of video producers or
YouTubers, e.g. Wu et al. (2019) and Bishop (2018).
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Researchers have primarily studied user beliefs about algorithmic recommendations on social media platforms like Facebook, e.g. by Rader
and Gray (2015) or Eslami et al. (2016), or Twitter, e.g. by DeVito
et al. (2017). Researchers have not yet attended to user beliefs about
video recommendations on YouTube. Such an investigation is important because there are essential differences between the user interfaces
of the different platforms. Considering these differences regarding the
interface, the interactions, and the system output, e.g. Gelman and
Legare (2011) or Rader and Gray (2015), a research gap exists regarding
user’s beliefs about video recommendation systems such as YouTube.
Moreover, passive video consumers of YouTube have not yet been explored, even though recent media reports have accused YouTube of
enabling online ‘radicalization’, as reported by Tufekci (2018), Fisher
and Bennhold (2018) and Roose (2019). Additionally, this paper focuses on people without formal ICT knowledge who are aged between
37 and 60, complementing similar work that concentrated on people
aged 25 or younger (DeVito et al., 2018) or work that addressed broad
age ranges from 18 to 64 (Eslami et al., 2016). This middle-age population did not grow up with recommendation systems, which means
investigating them provides insights into the perspective of laypeople.
Consequently, this demographic is well-suited to understand the varied
user beliefs about algorithmic recommendation systems in populations
without formal knowledge about algorithmic systems.
We addressed these research gaps by conducting 18 semi-structured interviews in three countries with high levels of YouTube usage: Belgium,
Costa Rica, and Germany. In line with the research gaps, we focused
on users with three main characteristics: 1) users who only consume
videos, 2) middle-aged users who did not grow up with social media
and algorithmic recommendations, and 3) users with high education
levels but with no formal training in computer science or related disciplines.
Our analysis identiﬁed several inﬂuence factors that users recognized
in the context of algorithmic recommendations based on the user interface and the output of the system. We grouped these inﬂuence factors
into four user beliefs about video recommendations on YouTube: Previous Actions, Social Media, Recommender System, and Company Policy.
We also situate the discovered beliefs in a framework that highlights
the four main actors that video consumers identify as a relevant inﬂuence of the video recommendations: the current user, other users, the
algorithm, and the organization. These four actors provide a novel way
to understand the socio-technical context that inﬂuences video recom-
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mendations. Moreover, this framework extends on prior similar work
by adding a new previously unexplored inﬂuence factor: the agency of
the organization that operates the recommender system. Our results
also show a general level of awareness of the recommendation algorithm from the participants, even though the understanding of these
recommendation systems remains limited.

5.2

Background

In this section, we will discuss academic work related to the current
study. First, we describe the relevance of studying recommendation
systems because of their social implications and consequences towards
their users. Second, we highlight previous work on how users perceive
and experience these systems and related design proposals. Third, we
explore previous investigations of algorithmic beliefs and related research. Finally, we present official public sources that describe how
YouTube’s recommendation system works.
In this paper, we use the term recommendation system (RS) to refer
to systems based on machine learning, collaborative ﬁltering, or other
user-content based recommendation strategies. Since we center our investigation on users and their understanding and experiences about
these recommendations systems, we highlight speciﬁc technical implementation details only when they relate to this topic. In addition to
that, the participants in our investigation did not differentiate between
concepts like collaborative ﬁltering, machine learning or neural networks, neither explicitly nor implicitly.

The Relevance of Algorithmic Recommendation Systems
Different academic efforts have analyzed the relevance and implications of RS for users and societies. Gillespie (2014), for instance, discusses public relevance algorithms that select or exclude information,
infer or anticipate user information, deﬁne what is relevant or legitimate knowledge, ﬂaunt impartiality without human mediation, provoke changes in the behavior and practices of users, and produce calculated publics. Similarly, Cosley et al. (2003) argue that speciﬁc RS can
affect the opinions of people about the content they recommend. Like-
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wise, Willson (2017) and Beer (2017) suggest studying algorithms that
work semi-autonomously and exert power with no supervision from
human counterparts.
This body of work highlights the relevance of recommendation systems
and their implications for users and society. YouTube’s RS is also publicly relevant due to its potential to guide users’ opinions and take decisions over the information that the system selects.
A large body of academic work centers on the relevance of algorithms
that recommend cultural content. Striphas (2015), for instance, presents
the concept of algorithmic culture as ‘the enfolding of human thought,
conduct, organization and expression into the logic of big data and
large-scale computation’. Morris (2015) explains that recommendation
systems deﬁne the current relationship between cultural products and
consumers, impacting culture management, and consumption. Additionally, Prey (2017) analyzes how recommender systems deﬁne their
audiences, arguing that personalized media pretends to deﬁne distinct
preferences of users: ‘there are no individuals, but only ways of seeing
people as individuals’. Likewise, Gillespie (2016) explains how ‘trending’ algorithms deﬁne speciﬁc audiences based on proﬁles, and how
these proﬁles are becoming a source of cultural concern themselves.
Furthermore, Rieder et al. (2018) determined the extent to which the
results provided by the recommender algorithm on YouTube are based
on popularity but also ‘speciﬁc vernaculars’ such as the video issue date
and YouTube’s deﬁnition of novel videos.
In contrast to other social media platforms such as Facebook or Twitter that are focused on sharing a variety of content, this work shows
how a platform such as YouTube’s RS centers on recommending video
content as particular cultural products, organizing users in speciﬁc
niches, and determining trending content. Besides differentiating between YouTube and other social media, this dynamic also affects the
distribution, the consumption, and the relevancy of cultural products
on this platform.
Recommendation systems beneﬁt both the platform providers and users
by increasing usage time and improving the user experience. Despite
these beneﬁts, scholarly efforts documented various problems associated with the application of these algorithms. For example, Bozdag
(2013) describes the many layers of bias that could affect algorithmic
ﬁltering and personalization. Moreover, Mittelstadt et al. (2016) provide an extensive survey of the ethical issues associated with algorithms
such as unjustiﬁed actions, opacity, bias, discrimination, challenges for

110

user autonomy, privacy, and moral responsibility.
Additionally, media reports suggest that video recommender systems
promote extreme videos that affect users’ opinions on a topic (Roose,
2019), which can expose users to extreme ideas about politics and other
social issues. For instance, Lewis showed how political organizations
build audiences and sell their content, thus enabling far-right inﬂuencers (Lewis, 2018).
These works highlight the relevance of YouTube’s RS, a platform that
poses the risk of creating ﬁlter bubbles and the risk of exposing users to
biased information. These characteristics indicate that YouTube’s RS is
different from other social media platforms such as Facebook or Twitter. Therefore, it is essential to explore users’ understanding and perceptions of YouTube’s RS to ﬁnd clues as to how these risks exist and
how to reduce them.

User Experience of Algorithms
The experience that users have with algorithms attracted much interest in recent years. Oh et al. (2017) propose algorithmic experience as a:
‘new stream of research on user experience’ that considers the constant
relationship between users and algorithms. For Alvarado and Waern
(2018), algorithmic experience (AX) is an: ‘analytic framing for making
the interaction with and experience of algorithms explicit’. In a subsequent study, Alvarado et al. (2019) proposed a framework for AX
dedicated to movie recommender algorithms that distinguish different
design areas like proﬁling transparency and management, algorithmic
awareness, user-control, and algorithmic social practices remembering.
Other studies examined the level of awareness of algorithmic systems
among users. Hamilton et al. (2014) investigated the role of algorithms
and ﬁlters in algorithmic news curation. In their sample, less than 25%
of regular Facebook users were aware that their feeds are curated or
ﬁltered. Similarly, Eslami et al. (2015) report that in their experiment,
less than half (37.5%) of the participants are aware of the News Feed
curation algorithm’s existence. Eslami et al. also found that users are
upset when the curation algorithm does not show posts by close friends
and family. Surprisingly, users even believed that their friends intentionally chose not to show them these posts. The study also showed
that users becoming aware of algorithmic curation could provoke angry
feelings about not seeing posts from close friends or family members.
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Wu et al. (2019) investigated how content creators on YouTube craft algorithmic personas based on their experience with the RS on YouTube.
They identiﬁed three algorithmic personas on YouTube that creators
distinguish: the Agent, the Gatekeeper, and the Drug Dealer. While
users saw the Agent as a friend that procures employment, the Gatekeeper was a persona that users tried to bribe to get their content viewed.
The Drug Dealer, on the other hand, was focused on keeping viewers
addicted to the platform.
Similarly, Pires et al. (2019) explored the practices and metaphors of
teens that use YouTube. They found that teens use different metaphors
to describe YouTube. These metaphors include YouTube as a search
engine, a Smart TV, a distribution channel, a co-creation space, and
an informal learning space. However, they did not explore the role that
the algorithmic recommendation system has in this context and for this
group of users.
All of this work invites to explore the awareness and understanding of
YouTube’s RS within a speciﬁc subset of video consumers. In contrast
to these studies, we found a comparatively high level of awareness of
the RS on YouTube on video consumers, with limitations regarding the
understanding of the inner working of the system.

Mental Models, Folk Theories, and Algorithmic Beliefs
Research on the different understandings that users possess about algorithms and their processes has a long tradition. Academics have
explored those understandings through different theoretical framings
such as mental models, folk theories, or user beliefs.
According to Norman (1987), people formulate mental models of a system through interaction. Such mental models are, therefore, evolving
‘naturally’ over time. They are incomplete, and their ability to ‘run
them’, i.e., to predict system behavior, is limited. Norman also stated
that these models are not technically accurate. However, they have
to be functional, which means that users continuously modify mental
models to get a workable result. In addition to that, a user’s technical
background or previous experience with similar systems can constrain
the mental model.
In our current study, we do not depart from the concept of mental models for several reasons. First, we are studying users who are not directly
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interacting with YouTube’s RS, which means that we cannot investigate
users’ ability to ‘run’ their mental models. Second, since the public understanding of YouTube’s system is limited, we can not investigate the
accuracy of a user’s mental model because there is no conceptual model
of YouTube that we can compare the user’s mental model to. Even those
who train these systems cannot offer detailed or complete explanations,
especially not for neural networks, e.g. Hamilton et al. (2014), Mitchell
(1997), and Goodfellow et al. (2016).
Motivated by the problems of investigating mental models, researchers
developed folk theories and user beliefs as theoretical framings to study
complex socio-technical systems like recommender systems. French
and Hancock (2017) deﬁne the term folk theory as a ‘person’s intuitive,
causal explanation about a system that guides their thoughts, beliefs,
and actions with that system’. Similarly, DeVito et al. (2018) explored
different social media platforms to describe how folk theories are built,
identifying different sources of information that build them. DeVito
et al. (2017) also described algorithmic resistance in social media, portraying all understandings related to the insertion of a ﬁltering algorithm on Twitter. Eslami et al. (2016) identiﬁed several folk theories of
Facebook’s News Feed. Siles et al. (2020) found two main folk theories
in Spotify: one that personiﬁes the system as a social being that is providing recommendations based on surveillance, and one that considers
Spotify as a computational machine trained by users.
This investigation examines user beliefs about the video recommendation system on YouTube. We adopt the term user beliefs from Rader
and Gray (2015), who investigated user beliefs about algorithmic curation on Facebook. In their study, they identiﬁed six beliefs. First,
passive consumption, related to the belief that there is no algorithmic
curation. Second, producer privacy, as the belief that the algorithmic
curation exists because friends deﬁne the audience for their posts, excluding speciﬁc people to access them. Third, consumer preferences,
the belief that the News Feed does not show what the users prefer to
see without direct intervention. Fourth, missed posts, the belief that
blames the News Feed as the agent responsible for missing speciﬁc
posts. Fifth, violating expectations, the belief caused by patterns or
regularities. Finally, speculating about the algorithms, which connects
to the belief that there is an algorithm that ﬁlters the posts.
Considering the relevance of the RS on YouTube and its differences
to previously studied social media platforms, video consumers’ beliefs
about the RS in YouTube remain a research gap. This paper addresses
this research gap, focusing on middle-aged users, a noteworthy popu-
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lation who did not grow up with these technologies.

The Recommendation Algorithm on YouTube
Media and academic reports increasingly portray YouTube’s RS as a catalyst for ﬁlter bubbles and online radicalization, as reported by Roose
(2019), Lewis (2018), Tufekci (2018), Warzel (2017), and Fisher and
Bennhold (2018). However, there is little systematic research to support these claims. On the contrary, the consensus that recommendation systems are central to the promotion of political content is challenged by Munger and Phillips (2019). While Munger and Phillips acknowledge the algorithm on YouTube as one part of a complex sociotechnical system that pushes extreme and radical content, their perspective on online ‘radicalization’ focuses on content created by fringe
political actors. Such actors target disaffected individuals who search
for sociality online and are alienated from mainstream media by their
content. Munger and Phillips argue that YouTube has particular affordances that foster content creation for such fringe political actors,
which implies that the RS on YouTube is only one part of a large and
complex socio-technical system. Therefore, studying how users understand these algorithmic systems is crucial to describe the complexity of
the broader socio-technical system.
In this paper, we situate the user beliefs of our participants by comparing them to statements that describe how YouTube’s recommender
algorithm works. The system uses personalization and performance
to deﬁne the selection of the recommended videos. YouTube states that
the recommender algorithm includes ‘videos that are news, watched by
similar viewers, or from your subscriptions’ (YouTube Creators, 2017a).
YouTube also cites video titles, thumbnails, descriptions, and ‘how other
viewers seem to be enjoying [the video]’ (YouTube Creators, 2017b) as
factors that inﬂuence their recommendations. Additionally, YouTube
considers how much time a person spends watching a video, whether
users clicked on the like/dislike buttons and the number of comments a
video has. To gain deeper insights into what data is YouTube potentially
using, we reviewed YouTube’s publicly available application programming interface (API). YouTube’s API cites the following core view and
engagement metrics: the number of views, the percentage of viewers
that the system logged in when watching the video or playlist, the number of minutes that users watched, the average length of video playbacks and the number of comments, likes, dislikes, and shares (Google
Developers, 2019).
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We also reviewed the limited available academic work related to this
topic. An early version of the RS on YouTube, as described by Davidson et al. (2010), is based on association rule mining, which applies collaborative ﬁltering to ﬁnd unseen videos based on the activity of other
users. The similarity between videos is deﬁned based on how often
videos are co-watched. Co-watched, in this context, refers to whether
the same user consumed two videos within 24 hours. Davidson et al.
(2010) list two classes of data sources that were used by the recommendations on YouTube: 1) content data, including the raw video streams
and video metadata like titles and descriptions, and 2) user activity
data, which can either be explicit like video ratings, liking and subscribing, or implicit like starting to watch a video or watching a large
portion of a video. A more recent publication by Covington et al. (2016)
in 2016 suggests that the RS on YouTube was based on a machine learning system that uses two neural networks. Here, one neural network
generates candidates based on the videos watched, search query tokens,
and demographics, and one neural network ranks the videos. However,
it remains unclear whether YouTube still uses these systems in practice.
These statements present official and academic explanations about the
inner workings of the RS on YouTube. Unfortunately, the company does
not offer more detail on the calculation strategies they use. YouTube
also does not describe which machine learning technique is applied, if
they base the system on collaborative ﬁltering or neural networks, or
a combination of techniques. Nevertheless, this information serves as
a reference to compare the level of awareness that users have regarding the RS on YouTube with the different technical approaches that are
likely to be applied.

5.3

Method

Previous work that studied user beliefs and experiences of algorithmic
systems applied a variety of different methods, ranging from interviews
(DeVito et al., 2018; Eslami et al., 2016), survey work (Bernstein et al.,
2013), to the analysis of public tweets (DeVito et al., 2017). Our investigation is focused on YouTube, a platform that has essential interaction
differences in comparison to other platforms like Facebook and Twitter,
revealing an exciting research gap.
For instance, recommendations on Facebook and Twitter are only avail-

115

able for active user accounts. Video recommendations on YouTube can
be experienced without logging in the system, or without explicitly
connecting with channels. An additional difference in YouTube is that a
user usually subscribes to channels, creating a uni-directional relationship between a video creator and a video consumer. In contrast, other
social media create bi-directional connections (or ‘friendships’). Here,
both parties can be content creators and consumers. Likewise, the user
feeds on Facebook and Twitter are not labeled as recommendations,
while YouTube clearly labels them as such.
For this study, we conducted semi-structured interviews with 18 middleaged YouTube video consumers. Semi-structured interviews enabled us
to ensure that we covered the most important questions while allowing
participants to express their views in their terms, ensuring both depth
and breadth.

Recruitment and Participants
We used a non-probabilistic sampling aimed at maximizing diversity.
The two ﬁrst authors recruited participants in more than one country
to gain a diverse perspective on how users reason about the recommendations on YouTube. We wanted participants to be familiar with
YouTube. Therefore, we selected countries with high levels of YouTube
usage: Costa Rica, Belgium, and Germany. Costa Rica has the highest
(59%) YouTube usage among Latin American countries and a high overall social media usage (Latinobarómetro, 2018). Germany and Belgium
have a high level of YouTube usage (69%) among European countries
(We Are Social, 2018). Recruiting participants from the Global South
allowed us to not only represent users from countries in the Global
North, which are frequently subjects of such studies. That said, even
though we recruited participants from different countries, our study is
not focused on comparing cultural differences towards algorithm beliefs. The main goal was to gather a broad range of individual perspectives on what factors inﬂuence recommendations, including diverse
voices that are frequently not represented in such investigations.
Since we selected participants from different countries, we ensured homogeneity among the participants by controlling for other possible
socio-demographic characteristics. We then recruited YouTube video
consumers who had at least a university degree to gather data within
similar socio-economical contexts.
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Prior research showed that a user’s technical background constraints
his or her mental models (Norman, 1987). Previous research has also
documented how different levels of technical knowledge inﬂuence the
formation of user beliefs and folk theories (DeVito et al., 2018). Users
with better web skills, for instance, formed their folk theories differently than those with less technical abilities. We controlled for these
factors in all the three countries by recruiting YouTube users without
a background in technology or high ICT literacy. Participants were required not to have formal training or work experience in computer science, programming, or related ﬁelds. This decision allowed us to make
sure that users’ prior experience with such systems and technical backgrounds were comparable.
We recruited participants aged 35 or older. Besides seeking homogeneity among the participants, this sampling criteria were deﬁned for three
more reasons. First, since users with low ICT literacy also delimited
the recruitment, this middle-age sampling improved our chances of
addressing a population who did not grow up with social media or algorithmic systems. Second, researchers had not exclusively addressed
middle-aged users in similar studies, e.g. DeVito et al. (2018), Eslami
et al. (2016), and Wu et al. (2019), allowing our study to address this
gap in the research and to provide evidence that previous studies and
our results can be generalized without age concerns. Third, this delimitation allowed us to include a population that is usually not represented in this kind of study.
Participants were required to have used YouTube for more than a year
and at least once per week. This ensured that they had sufficient experience with the platform.
Finally, as a way to center the study on video consumers, we intentionally excluded users who considered themselves to be YouTube producers. We also excluded users who have a YouTube channel or who
uploaded videos in the last two months before the investigation.
We performed the recruitment through ﬂyers and online bulletin boards.
The ﬁnal sampling resulted in a gender-balanced (18 total, eight female) group of participants from three countries: six Belgians (P2, P5,
P8, P11, P13, and P16), six Germans (P1, P4, P7, P10, P15, and P18),
and six Costa Ricans (P3, P6, P9, P12, P14, and P17). Native speakers conducted both the interviews in Germany and Costa Rica. The
interviews in Belgium were conducted in English. Both participants
and interviewer were non-native speakers. The mean age of participants was 43.88 (SD=7.04). Twelve participants were between 37 and
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43 years old, and three participants were between 47 or 50. The remaining three participants were older than 50. The oldest participant
was 60 years old. The sampling resulted in a highly educated sample:
50% of the participants had a Bachelor’s degree as the highest degree
obtained, three participants a Master’s degree, and two a Ph.D. The two
ﬁrst authors conducted all interviews between January and May 2019.

Procedure During the Interviews
The two ﬁrst authors conducted every interview in three phases. We
combined a sensitizing exercise in the ﬁrst phase, a non-biased method
in the second phase, and a suggestive method in the third phase. The
three methods complemented each other and allowed us to get a holistic and diverse perspective on the user beliefs around the recommendation algorithm on YouTube. All interviews were audio-recorded and
transcribed.
In this ﬁrst phase, participants answered a structured questionnaire
that covered demographic data, their weekly YouTube usage, whether
they knew about the existence of the recommendation system, and how
much control they think they had over the system. We asked participants whether they knew that YouTube has video recommendations.
To verify whether they really knew about the recommendations, participants had to point out the recommendations in the interface. We
also asked participants how frequently they consumed the recommendations on the landing page or the recommendations that appear next
to each video. We asked these questions to sensitize the participant and
foster a reﬂection on the recommendation system. Additionally, each
participant was invited to access YouTube with a computer or a tablet
and to review the interface. During the entire interview, participants
were able to check their recommendations and the platform to conﬁrm
their beliefs.
In the second phase, we invited the participants to draw a concept map
while explaining all aspects that they considered as inﬂuences for their
recommendations on YouTube. Concept maps are a structured way of
organizing and representing knowledge that visualizes concepts and
the relationships between concepts, e.g. Novak (2010) and Novak and
Cañas (2006). The primary motivation of the concept maps was to elicit
reactions from the interviewees and to provoke structural and critical
thinking.
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The third phase started after the participants stated that they could
not come up with more possible inﬂuences. In this phase, interviewers presented possible inﬂuence factors. The two ﬁrst authors derived
these inﬂuence factors from official statements about the recommendation system on YouTube described in the related work. These factors
included 1) channel subscriptions, 2) user location, 3) likes, 4) sharing
of videos, and 5) comments, as YouTube Creators (2017b), Davidson
et al. (2010) and Covington et al. (2016) showed.
While the ﬁrst phase made sure that all participants knew about the
scope of our questions, the second phase mitigated priming and framing effects by allowing users to freely discuss the inﬂuence factors they
believed in without interference from the interviewers. These open
questions during the second phase also enabled us to gather a broader
perspective on the different user beliefs, capturing those that come naturally to users. Finally, the third phase allowed us to further contextualize the results, by allowing participants to agree or disagree with the
suggestions provided by the interviewers, an aspect that is usually not
measured in previous studies, e.g. DeVito et al. (2017), Eslami et al.
(2016), and Rader and Gray (2015). Moreover, the third phase allowed
participants to express other beliefs that they could have forgotten during the second phase.

Analysis
The interviews were analyzed using thematic analysis, a ‘foundational
method for qualitative analysis’ used for identifying and reporting themes
within a data set. It ‘provides a ﬂexible and useful research tool, applicable for many theoretical and epistemological approaches’ (Braun
and Clarke, 2006). We performed an iterative and collaborative process of inductive coding with weekly meetings in which we discussed
the themes and concepts relevant to our investigation.
Following the methodology, the two ﬁrst authors of this study steadily
moved back and forward between the entire data set, reviewing the
transcripts of the interviews several times. After this, both ﬁrst authors independently wrote down initial codes. The two ﬁrst authors
grouped those codes into potential themes. Both ﬁrst authors repeatedly reviewed, debated, and solved disagreements during meetings in
several iterations. After this phase, all authors reviewed a preliminary
set of themes, leading to a deﬁnitive set of themes reported. Finally,
the two ﬁrst authors gave names to the themes reported in the follow-
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ing section. To present the results while maintaining anonymity, we
refer to participants as P(N), where N is a participant from 1 to 18.

5.4

Results

Middle-Aged Video Consumers’ Beliefs About Video Recommendations on YouTube
This section provides an overview of the user beliefs and inﬂuence factors that middle-aged video consumers have about video recommendations on YouTube. The different user beliefs that we discovered are
based on the thematic analysis. The thematic analysis also yielded a set
of inﬂuence factors that users relate to the identiﬁed user beliefs.
In general, there is no explicit agreement on what factors different
middle-aged video consumers believe inﬂuences their recommendations. The analysis found no dominant factors and no differences due
to gender, education, or country.
While users showed a high awareness of YouTube’s recommender system, their conceptions of the recommendation system remain elusive
and poorly speciﬁed. This is reﬂected in the way they talked about the
recommendations on YouTube. Users commonly referred to the recommendation system as ‘the system’ (six mentions) or ‘the algorithm’
(eight mentions). The term ‘recommender system’ is only mentioned
once. Technical terms like ‘collaborative ﬁltering’, ‘machine learning’,
or ‘neural network’ were never used by the participants.
Table 5.1 provides an overview of the different inﬂuence factors and
user beliefs that this investigation uncovered. In the following, we will
describe the different inﬂuence factors grouped by the general themes
they belong to.

Previous Actions Beliefs
This group of user beliefs relates to the actions a user performs on the
platform. In this case, various inﬂuence factors are taken into account
to inﬂuence the video recommendations.
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Beliefs

Description

Inﬂuence Factors

Previous
Actions

This user belief refers to the previous actions of the
current user. Respondents believe that the videos a
user watched, the videos s/he endorsed or opposed,
the keywords the user searched for, the accounts
s/he asymmetrically followed, and the videos s/he
shared inﬂuence the recommendations.

• My Watch History
• My Search History
• My User Subscriptions
• My Likes & Dislikes
• My Comments
• My Shared Videos

Social Media

This belief references the inﬂuence of the activity of
other users. This includes statistics about the
popularity of a video, other users showing their
virtual endorsement or opposition, as well as other
users discussing videos in the comments section.

• Others’ Viewing Activity
• Others’ Likes & Dislikes
• Others’ Comments

Recommender
System

With this belief, the respondents refer to the actions
of the algorithm that recommends the videos.
Inﬂuence factors include how the similarity
between users and the similarity between videos is
computed. Respondents also believe that when they
watch something and where they watch it is taken
into account.
This belief relates to the actions of the organization
that runs the system. This includes the idea that
some recommendations are paid for, the possible
inﬂuence of data-sharing practices between
different companies, as well as psychological
experts that are hired to keep users on the platform
and to increase proﬁt.

• Who is similar?
• What is similar?
• When do I watch?
• Where do I watch?

Company Policy

‘My Watch History’ Inﬂuence
Participants believed that their previous watch history inﬂuences their
recommendations. P9 said: ‘I have noticed that they offer videos related to what I have watched [previously]’. P14 explained:
When I enter to see a video, and I go to the recommendations made by
YouTube, I think it starts making the statistic [sic], counting in what categories I visit to make more emphasis on those recommendations for that
topic.

Similarly, P11 and P16 expressed: ‘I think the biggest chunk [of recommendations] is [from] my previous watch list’. P4 believed that
YouTube tracks this watch history using ‘some cookies that identify me

• Paid Recommendations
• Third-Party Data-Sharing
• Psychological Experts

Table 5.1: Middle-aged Users’ Beliefs
about YouTube’s Recommendation Algorithm grouped the seven most salient
groups distinguished by the respondents.
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as a user’.
Interestingly, participants did not mention the time a user spends watching a speciﬁc video. This inﬂuence, as explained in the background section (Google Developers, 2019), is a reason that could make a difference
in the recommendations.

‘My Search History’ Inﬂuence
Participants explained that recommendations are offered depending on
what the user types into the video search bar. P1, P14, P17, and P9 used
similar examples to explain their rationale: ‘I can look for how to tune a
guitar, and then it starts appearing content related to singers that play
guitar’. Similarly, P2 said: ‘I think actually it’s like a topic in the search,
in your search bar’. Moreover, P13 explained that his recommendations
depend on the different languages he uses to type in the search bar.
Additionally, participants think that YouTube keeps track of the search
terms they have used in the past. For example, P4 stated: ‘There are
individual terms on the page that are displayed to me based on my last
searches’. Also, P14 said: ‘YouTube starts noticing that my visits are recurrent in this topic, the next time I enter [the platform], the categories
start to be distributed as suggestions’.
This inﬂuence, in particular, shows that participants have an impression of a ‘tracking practice’. Even if searching for content does not
produce direct ‘hits’ for selected videos, participants consider typing
in the search bar as something that the system will use to infer their
interests and produce future recommendations.

‘My User Subscriptions’ Inﬂuence
Participants also mentioned how subscriptions on YouTube inﬂuence
the recommendations (P3, P5, P7, P16, P17). Surprisingly, the Subscription inﬂuence as an explicit way of expressing interest in speciﬁc videos was not brought up by the participants without assistance.
However, participants agreed on the inﬂuence of subscriptions when
they were asked about them by the researchers during Phase 3.
P3 believes that being subscribed to a channel would be ‘even more rea-
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son to take this video into account’. P5 observed that after subscribing
to a channel about guitar instructions, he got recommendations about
similar teachers. Likewise, P7 reported that subscribing to a channel of
a particular subject led to related suggestions. Similarly, P17 expressed
that being subscribed to a channel ‘means that YouTube will suggest
from that channel because it is from the user’s interest’. P16 even estimated that the most recent uploads of his subscriptions lead to 60% of
his recommendations.
Interestingly, participants had different beliefs about how subscriptions work. Statements by P5 and P7 suggest that subscribing to a
channel promotes recommendations on a speciﬁc topic. P17 thinks that
subscribing inﬂuences the system to focus only on recommendations
from that speciﬁc channel. P10 stated that the number of subscriptions
a channel has would increase the chances of appearing in the recommendations.
These expressions of the participants provide a clear example of how
superﬁcial their level of awareness about the recommendations is. They
also highlight the role that subscriptions play for the recommender
system. While users recall that subscribing inﬂuence the recommendations, they cannot precisely explain how it happens, creating various
beliefs that ﬁll this gap.

‘My Likes & Dislikes’ Inﬂuence
Likes and Dislikes are another inﬂuence that users regarded as a plausible inﬂuence for video recommendations. This inﬂuence was predominantly discussed based on the individual actions of users that could
affect their recommendations.
For instance, P2 argued that: ‘It seems logical that if you like a video,
he [YouTube] will say: ‘You want to see more?’, ‘Of course.’ ‘Here they
are.”. Users agreed that likes are ‘very much involved’ (P4) in the recommendation process and that more likes lead to a higher ranking (P1).
Similarly, P14, P5, and P2 described likes as an explicit acknowledgment of interest by a user.
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‘My Comments’ Inﬂuences
Participants regarded the comments a user writes on videos as a factor that inﬂuences recommendations. Even though a large number of
participants agreed that commenting inﬂuences video recommendations (P6, P8, P7, P2, P10), they did not mention it without the researchers’ assistance during Phase 3. This behavior implies that this
inﬂuence is plausible but not intuitive for the users.
P2 described the inﬂuence of commenting as automatically making ‘a
link’ to the user’s interests. P6 suggests that commenting ‘can intervene
because that reﬂects a particular interest’ of the user. P10 regarded
comments as an inﬂuence but stated that this aspect is less important
than sharing a video.
Overall, while users did recognize the inﬂuence that commenting could
have on the recommendations, they did not elaborate on how the algorithmic recommendations take them into account. Additionally, users
showed no awareness of how YouTube uses natural language processing or sentiment analysis techniques to extract relevant information
from comments and how this could inﬂuence recommendations.

‘My Shared Videos’ Inﬂuence
Users also believed that sharing videos inﬂuences the video recommendations on YouTube (P4, P6, and P8). P10 described sharing as
‘hav[ing] a mission and want[ing] to convince others that this is also
interesting’.
While participants agreed that sharing has an inﬂuence, they rarely
elaborated on how it inﬂuences the recommendations. P4 said that
sharing ‘has consequences’, but she suggested that it might be less critical than, for instance, comments. P8 argued that sharing a video means
‘much bigger revenue from that video because other people start watching it’.
Interestingly, users consider sharing a video as a factor that inﬂuences
the recommendations, even if YouTube does not display the number of
shares of a video in its interface. Therefore, it seems this inﬂuence is
mostly related to an action by the current user that indicates an interest
in a speciﬁc video that will later affect the recommendations.
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Social Media Beliefs
Complex socio-technical systems like YouTube provide a variety of social navigation features that guide users through the information space
by visualizing the activity of others and allowing users to make decisions based on the decisions of others (Dourish and Chalmers, 1994). In
this section, we group all responses that are related to the social media
features of YouTube and its inﬂuence on the video recommendations.
This group of inﬂuences indicates that participants perceive YouTube
as a social media platform, rather than a passive video consumption
service.

The ‘Others’ Viewing Activity’ Inﬂuence
Respondents believe that the number of views of a video inﬂuences
the recommendations produced by the algorithm. P1, for instance, expressed that those videos that ‘are more successful appear ﬁrst’. P10
thought ‘that the click rate might have an inﬂuence on that. So how
often other people have already clicked on this video’.
Although, P6 believed that this dynamic could lead to negative experiences with the platform. P6 explained this as follows:
There are other people using the platform, so these people are creating
a tendency, maybe a song that I do not like but they do listen to it frequently, so probably YouTube will believe that it will possibly also be
likable for me and it [YouTube’s recommendation system] will include
that song inside my recommendations. [...] That is why the recommendations will have videos that I really do not like. There are videos that
I really hate, like animal mistreat or related, but there are many people
that watch those kinds of contents [...]. If all those people watch those
videos, probably YouTube is going to recommend those videos.

This previous quote shows that users would prefer to control the inﬂuence that other people have on their recommendations. We found both
positive and negative perspectives on this inﬂuence.

The ‘Others’ Likes & Dislikes’ Inﬂuence
Participants considered the inﬂuence that the likes and dislikes of other
users have on the recommendations (P1, P5, and P18). However, par-
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ticipants did not bring up the inﬂuence of other users’ likes and dislikes without our assistance during Phase 3. Participants regarded the
like-dislike ratio as a signiﬁcant inﬂuence on the recommendation algorithm. P5 stated that a small number of likes for a video with millions of views is a signal that ‘something is wrong’.

The ‘Others’ Comments’ Inﬂuence
Participants also suggested that the comments made by other users
could signal to the YouTube’s recommendation system that a speciﬁc
video is relevant for the recommendations. P10, for example, suggests
that the number of comments is a potential factor of inﬂuence. P12
considers that YouTube can use the comments done by other users ‘to
measure the level of importance of a speciﬁc video’. Likewise, P8 stated
that commenting will increase a video’s hypothetical rating.
Here, again, participants did not elaborate on how the recommender
system would analyze the comments technically. This lack of detail
suggests that this inﬂuence is more related to social aspects, e.g., the
number of comments that the algorithm considers to determine if a
video is relevant enough to be recommended.

Recommender System Beliefs
This group of beliefs relates to the inner workings of recommendation
systems that do not consider a user’s actions on the platform or the activity of other users for the recommendations. The inﬂuences in this
group are notable because they represent an intuitive grasp of basic
concepts behind user-based, content-based, and context-aware recommendation systems. In this context, it is interesting to consider that
these inﬂuences were not related to the interface, but suggested based
on how users perceive and experience their recommendations.

The ‘Who is Similar?’ Inﬂuence
This factor relates to how the recommender system computes the similarity between users (P12, P16, P10). P10, for example, thought that
users with similar interests inﬂuence the recommendations. P16 ex-
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plained that ‘there are, of course, other people watching similar content’ and the algorithm is considering their tastes to provide similar
recommendations to the participant. Likewise, P12 believed that the
recommendation process is ﬁnding people with similar tastes:
They look for people that are similar to you, for the kind of taste that a
person has [...] from there they also relate to other kinds of videos.

Notably, while the results indicate a certain level of awareness that the
recommender algorithm considers the similarity between users, the interviewees were not able to explain how the recommendation system
computes this similarity and what data it uses for this calculation. In
addition to that, none of the participants elaborated on what makes a
user similar to each other.

The ‘What is Similar?’ Inﬂuence
Participants also talked about how the recommendation system analyzes the similarity between content. In the context of music recommendations, P17 said: ‘I guess [it is] according to the music genre that
I use for listening (...) they pick similar options to recommend [to] me,
according to what I am searching for. They make a connection from
it’. P7 explained: ‘If I look at something in the sports section, I might
have more suggestions about sports in general’. P14 mentioned a similar effect in the opposite direction: ‘they have a database, and when
they notice that you do not use those topics, then they stop suggesting
them’.
Others suggested that the recommendation system is based on how frequently a video is viewed by users. P4 said: ‘The strongest factor, I
would say, is quantity. If I always call up a topic now, then I’m sure
that this will also be predominantly indicated to me’.
Here, again, users showed a superﬁcial level of awareness about how
the recommender system considers content similarity, but they did not
demonstrate an understanding of how the recommender algorithm analyzes the content of the videos. They also did not elaborate on how the
topics in videos can be detected and how the comparison of different
videos based on topics would work.
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The ‘When do I watch?’ Inﬂuence
Participants expressed that time and date inﬂuence video recommendations (P4, P10, P11) and that YouTube can use this information to
make a distinction between home and work (P4, P14).
For instance, P4 described the recommender system as ‘thinking’: ‘Attention, it is now 9 p.m., the boy is probably off work’. P14 expressed
how the recommendation system takes his context into account, offering him music during working hours and children videos at home to
entertain his kid. Furthermore, P10 mentioned that the recommendation system also considers seasonal aspects such as recommending
different music during Christmas time.
This belief is noteworthy in that it closely connects to research on contextaware recommendation systems. Academics have been researching such
context-aware recommendation systems that take time, mood, or social context into account for some time, e.g. Adomavicius et al. (2005),
Gantner et al. (2010), and Liu et al. (2010), even though the systems
have not gained widespread adoption yet.

The ‘Where do I watch?’ Inﬂuence
Respondents mentioned the location of a user as another factor that
inﬂuences the recommendation. According to the responses, location
inﬂuences recommendations by providing content that is as close as
possible to a user’s current location and languages. P3 believes that:
‘Of course, they show you videos regarding your [own] language’. P2
said:
I’m quite sure that location will probably also be part of it [the recommendations]. It would be a little bit strange maybe, but strange in the
sense that it can maybe recommend the closest nearby videos, I think.

As a Costa Rican, P17 believed that the location inﬂuences the recommendations because of the language used in her videos, saying: ‘Sure.
Because the majority of suggestions that I get are in Spanish, they almost do not show me anything in English’.
Interestingly, not all users agreed that a user’s location inﬂuences the
recommendations. P7 and P8 expressed similar opinions: ‘No, I do not
think that is so important for them. So, actually, it is not important at

128

all.’

Company Policy Beliefs
In addition to inﬂuences related to individual actions, social media dynamics, and the algorithms, this group of beliefs references the inﬂuence of the speciﬁc decisions made by the organization that operates
the recommender system. Participants centered this group of beliefs on
how individual choices made by YouTube as a company can inﬂuence
their experience with the recommendations. This group highlights the
responsibility and agency of the organization hosting the recommendation system.

The ‘Paid Recommendation’ Inﬂuence
A small group of participants expressed that some people could be paying for a position in the video recommendations (P1, P8, and P10). P10,
for instance, said: ‘I kind of think that you can buy places on YouTube’.
Interestingly, participants connected this belief to negative emotions.
P8 expressed his disappointment: ‘I think it has to do with money and
that is a pity’. Notably, this factor implies that users do not believe
that YouTube and its recommendation system are neutral, and could
be guided by commercial interest rather than offering neutral recommendations. Unlike other inﬂuence factors that are acting in the best
interest of users by making recommendations more relevant, this belief
implies that the recommender system is not genuinely calculating what
the user prefers, but instead acting based on the agenda of the company
that runs it.

The ‘Third-Party Data-Sharing’ Inﬂuence
Respondents also believed data-sharing practices between different companies, e.g. Google, Facebook, Instagram, and Twitter, inﬂuence the
recommendations on YouTube (P5, P13, and P11). P9, for instance,
stated that the recommendations take information from other sources
into account.
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Several participants commented on data-sharing practices between Alphabet Inc. and its subsidiaries, Google and YouTube. Participants
described Google as ‘tracking everything’ (P2) or as a ‘big data universe’ (P9) that is collecting information to create YouTube recommendations. P9 believes that the system uses ‘every click, every search,
every information’.
Surprisingly, respondents did not comment on the legality of such datasharing practices. The participants did not mention any existing data
protection laws, which are especially strong in the E.U. countries Belgium and Germany.

The ‘Psychological Experts’ Inﬂuence
In the interviews, participants referred to the existence of psychological experts that work for YouTube and make decisions that inﬂuence
the recommendations (P7, P8). According to P7, YouTube is performing ‘psychological data mining’, where ‘a whole team of psychologists’
tries to keep the users on the platform to make ‘as much proﬁt as possible’ (P7). This inﬂuence evoked strong negative emotions. P7 stated:
It makes me feel sad about the world to know there is a whole team of
psychologists [...] just [to] keep them [the users] and have as much proﬁt
as possible.

This factor represents a distrust in the video recommendations provided by YouTube, which participants regard as primarily aimed at
generating proﬁt for the company. Furthermore, this ﬁnding potentially connects to a lack of awareness and understanding of how such
recommendation systems generate video recommendations.

5.5

Discussion

User beliefs about video recommendation systems are co-produced through
user interaction and the complex socio-technical system that generates
the recommendations. For those who study this interaction and design these systems, it is essential to understand which aspects of this
co-production are accessible to users, which are not, and how this dynamic promotes speciﬁc understandings of the system.

130

With this paper, we investigated video consumer’s beliefs about algorithmic recommendations on YouTube, the most widely used video recommendation system in the world at the time of the investigation. We
zoomed in on the user beliefs of middle-aged video consumers with
no technical or computer science background and examined a diverse
participant pool from different countries.
Our investigation provides a variety of contributions. First, based on
the analysis, we present a framework to distinguish the varied users’
understandings of video recommendations based on the four main actors identiﬁed by video consumers. This framework brings design suggestions that could improve the experience with recommendations. The
framework also includes a previously unexplored actor that affects recommendations: the organization that operates the system. Second,
even though the consulted population did not grow up with social
media or algorithmic systems, we report a high level of awareness of
the recommendation system in the consulted population, in contrast
to prior similar studies (e.g., Eslami et al. (2015) and Hamilton et al.
(2014)). However, video consumers’ understanding is still very superﬁcial. Third, we connect our results to similar studies, which suggest
that our ﬁndings are generalizable without age concerns.

Four Actors That Inﬂuence User’s Video Recommendations
Our thematic analysis identiﬁed four groups of user beliefs: Previous Actions, Social Media, Recommender System, and Company Policy.
These user beliefs can also be grouped based on the four main actors
that inﬂuence the recommendations: 1) the current user, 2) other users,
3) the recommender system and 4) YouTube, or the organization hosting the recommender system. Figure 5.1 provides an overview of the
user beliefs and their related inﬂuence factors, grouped by these main
actors.
This distinction based on actors provides a better understanding of the
relationship between user beliefs and the main actors that users recognized as signiﬁcant inﬂuences for their recommendations. It also offers
a framework to analyze previously unexplored different user beliefs in
recommendation systems. For instance, this framework provides four
main actors who could serve as a departure point to inspire design suggestions to improve the experience of recommendation systems. Likewise, this framework enables designers and scholars to envision different ways of shaping user beliefs about the system based on what is
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accessible and understandable for users. This framework is based on
empirical ﬁndings provided by middle-aged YouTube consumers with
no strong background in technology, a previously unexplored population. Furthermore, the framework includes the organization that hosts
the recommendation system as an actor that has a direct inﬂuence on
the experience with the recommendations. New lenses based on these
four actors’ agency can provide design suggestions and serve as a starting point for future work to understand the socio-technical context of
algorithmic recommendations.
For instance, a variety of the inﬂuence factors described in the analysis could be explained by a lack of technical understanding. Using
the four categories recognized by the users in our framework, explanations could show whether the algorithm, a user’s actions, other users’
actions, or the organization that runs the platform is responsible for the
presented recommendations. In the following, we describe other possible design opportunities based on the four identiﬁed groups of beliefs
and actors:
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Previous Actions Belief, The Current User as an Actor
This group of beliefs centers on the actions performed by the current
user. These actions inform a user model, which, in turn, is used to produce the video recommendations. Examples for the actions we identiﬁed are liking, sharing, commenting, subscribing, or searching for a
video. Consequently, designers should explore ways of visualizing the
inﬂuence that past behavior or current actions of an individual user
have on his or her video recommendations.
It is important to note that all of the inﬂuence factors related to this
belief are mostly related to interactive user interface elements. For designers of algorithmic systems, this implies that they have to pay special attention to how the interface presents these interactive elements
because all of them will inﬂuence the user beliefs about the algorithmic
system. For instance, even if the search bar does not have an explicit
relation to the recommendations, as our analysis showed, users tend to
relate their recommendation results to this interface element.
Moreover, design efforts could encourage users to leverage these interactive elements to inﬂuence the recommender system intentionally. For
instance, designers could add control features to allow users to review
and correct how their watching history inﬂuences their personalized
recommendations. This design suggestion is supported by previous research that found that explanations are a useful tool to give users a
sense of control over the results produced by a recommendation system (Rader et al., 2018).

Social Media Belief, Other Users as Actors
This group of beliefs references the actions of other users, i.e., all the
other people who are also using the recommendation system. This activity is commonly measured via statistics such as views, likes, dislikes,
and comments to identify popular or peer-related content for the recommendations.
In this context, the actions of other users and their inﬂuence on the
recommendations could be made more transparent. One suggestion
for designers is to visualize how and to what degree actions of other
YouTube users inﬂuence the video recommendations. Designers could
also add user interface elements that allow the user to control how
much other users’ actions inﬂuence their recommendations. As shown
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in our results, participants believe they regularly receive unwanted
video recommendations because of the popularity of speciﬁc content
with other users. Therefore, enabling users to control this inﬂuence
could be useful to achieve a better experience with recommendations.
Design suggestions and recommendations from previous studies on social media platforms could be adapted to video recommender systems
to improve their algorithmic experience (Alvarado and Waern, 2018).

Recommender System Belief, The Algorithm as the Actor
This belief relates to the inﬂuence of the recommender systems and its
technical implementation. Here, the algorithm is an actor recognized
by our participants.
This view of the algorithm as an actor that inﬂuences the recommendations connects to related work on algorithmic personas (Wu et al.,
2019) and algorithms as social-vigilant entities (Siles et al., 2020). Interestingly, this connection implies that both YouTube producers, passive
video consumers, and users of other recommendations systems recognize the direct inﬂuence that the algorithm as a technical actor has on
their experience with video recommendations, although with speciﬁc
differences.
According to our participants, the algorithm inﬂuences the video recommendations in two dimensions: similarity and context. On the one
hand, users referenced the similarity between users and the similarity
between videos. These inﬂuence factors directly connect to the technical inner workings of recommender systems, which are commonly
item-based or user-based collaborative ﬁltering, e.g. Jannach et al. (2016)
and Jugovac and Jannach (2017). On the other hand, the context inﬂuence described the time and place where the user watches a video, informing a user model that relates to the context in which the algorithm
creates the recommendation. In contrast to other inﬂuence factors, context can be ephemeral, i.e., it can change from minute to minute. Incorporating context into recommendation is, therefore, a challenging
task.
A possible design recommendation informed by this belief is to provide explanations of how the recommendation system calculates the
similarities between users or videos. As expressed by our participants,
the interface could tell whether the system base a recommendation on
the similarity between previously watched videos, or similarities with
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other users. It should also be transparent how date, time, context, and
location are taken into account when making a recommendation. As
expressed by our participants, the platform could make it transparent
whether the recommender system is offering videos dedicated to work
or leisure time.

Company Policy Belief, The Organization as the Actor
Our participants believed that the organization that provides the recommendation system directly impacts their experiences with video recommendations. Participants reﬂected on how YouTube as an organization could inﬂuence their recommendations based on corporate decisions. As described by our participants, two inﬂuences in this area
(Paid Recommendations and Psychological Experts) were associated with
strong negative emotions and experiences.
Therefore, it seems practitioners should also consider how decisions
made in an organization inﬂuence user beliefs. Users recognize these
inﬂuence factors, build beliefs towards them, and will conﬁgure their
use of a system based on the role the organization plays in making recommendations. Additionally, algorithmic system designers and organizations as a whole should consider this aspect and further investigate
what is leading to those negative emotions, how users form these beliefs, how designers can control them, and what is needed to promote
a better experience with recommender systems in this area.
Based on the results in our analysis, this group of user beliefs should
motivate organizations to be transparent with decisions such as paid
positions in the recommendations, if the organization shares data with
third parties, or whether the organization uses psychological experts or
experiments to increase engagement with the platform. These actions
could be studied to determine whether they increase trust, acceptability, and improve the experience with video recommendations.
General suggestions for this area include a closer, more productive, and
more transparent communication regarding such decisions. Finally, it
is worth mentioning to promote the implementation of principles derived from laws like the EU General Data Protection Rules, which could
improve users’ experience within this area. In contrast to similar studies that did not explicitly point out the organization as an actor, these
results open a novel space to consider speciﬁc design recommendations
in the context of algorithmic recommendations.
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Algorithmic Awareness of the Recommendation System on YouTube
For the participants in our investigation, we found that a superﬁcial
form of algorithmic awareness of YouTube’s recommendation system
was comparatively high. More than 89% of participants (16 out of
18) were aware of the algorithmic recommendations. The two participants who did not know about the recommendations recognized them
after they were pointed out by the researchers. This reality means that
the vast majority of this sample, with no technical or computer science
background, was aware of YouTube’s recommendations. We also found
that the majority of participants (72%) actively use YouTube’s recommendations. These results contrast with prior work that investigated
algorithmic awareness (Eslami et al., 2015; Hamilton et al., 2014). Earlier studies on Facebook showed that users might not be aware of recommendation systems.
However, participants’ understanding of the inner workings of the algorithm remains limited and vague. Participants were not able to understand or explain how the system works in detail and refer to the inﬂuence factors in general terms, thinking that something like sharing a
video ‘has consequences’ (P4) or that the viewing activity of others ‘creates a tendency’ (P6). While participants are, to some extent, able to articulate beliefs about ‘what’ is inﬂuencing their recommendations, but
they are not able to explain ‘how’ it inﬂuences their recommendations.
This ﬁnding suggests that their understanding of the recommendations
is superﬁcial and limited.
This superﬁcial level of understanding of the recommendations could
be explained by recent media reports that have increased the level of
awareness about algorithmic systems without increasing understanding. Another possible reason could be the prominent and familiar role
that the recommendations play in the user interface of YouTube and
the fact that the system clearly labels the recommendations. This does
not keep users from developing in(accurate) beliefs, as we will discuss
in the following section.
Our users recognized a diverse range of inﬂuence factors that explain
how they think the recommendation system on YouTube works. This
large number of possibilities expressed by our participants indicates
that there is no explicit agreement regarding how middle-aged video
consumers without a background in technology think such systems
works. This ﬁnding suggests that, while a superﬁcial awareness of a
system is high, the understanding of how it works is comparatively
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low.
This could be connected to a lack of transparency of such recommendation systems. In the context of Facebook’s News Feed, Rader and
Gray (2015) described a potential feedback loop in which 1) user beliefs
about a platform can inﬂuence users’ behavior, which 2) potentially affect the input to an algorithm, 3) which, in turn, could inﬂuence the
output of the algorithm, which 4) again can affect user beliefs. This
reality directly connects to newspaper articles that increasingly argue
that YouTube’s recommendation algorithm acts as a catalyst for ﬁlter
bubbles and online ‘radicalization’, e.g. Roose (2019), Lewis (2018),
Tufekci (2018), Warzel (2017), and Fisher and Bennhold (2018).
Recognizing the different user beliefs around recommendation systems
is an essential ﬁrst step towards addressing these issues. Moreover,
understanding how users reason about complex algorithmic curation
systems can motivate further research to make inﬂuence factors more
visible to users.

(In)Accuracy of (Un)Intuitive User Beliefs
The following section serves two purposes. On the one hand, we explore the (in)accuracy of the user beliefs. On the other hand, we explore which of these user beliefs are intuitive, i.e., which did come up
without further assistance and which were only agreed to by the participants.
Since we have no affiliation with YouTube, we cannot conclusively assess how accurate our users’ beliefs are. We situate our ﬁndings by
relating them to what YouTube has made publicly known about the system. Technical papers published by YouTube and public information
available to software developers offer insights into the recommendation
system’s inner workings. This knowledge allowed us to compare the
beliefs expressed by our participants to official statements by YouTube.
Inﬂuences such as ‘My Watch History’, ‘Who is similar?’ and ‘What is
similar?’, and ‘My Search History’ were all mentioned by our participants without assistance, which means that they come ‘naturally’ to
users. ‘My Comments’ and ‘Other’s Comments’ as well as ‘My Likes
& Dislikes’ and ‘Others’ Likes & Dislikes’, were not brought up by the
participants. Respondents did, however, believe that they inﬂuenced
recommendations when we mentioned these inﬂuence factors.
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As personal explanations, all beliefs and inﬂuence factors are valid and
have merit for the individual and for researchers that want to understand users’ perspectives of complex recommendation algorithms. Accordingly, the goal is not to check which beliefs are true or false but
to use these user beliefs as a lens to understand what aspects of user
recommendations are understandable and accessible to middle-aged
video consumers without high ICT literacy. Here, it is worth noting that
recognition may be easier than recall, following Nielsen’s (1995) general principles for interaction design. However, this difference could
indicate that some inﬂuence factors are more ‘natural’ to users than
others. Meanwhile, the difference between recognition and recall effects needs further research.
We found that participants did not mention a variety of aspects that are
known to inﬂuence the video recommendations. Examples of unmentioned inﬂuences include demographics, video titles, video descriptions, thumbnails, co-watching, or time spent watching a particular
video. Video thumbnails were also never mentioned as a factor of inﬂuence on the presentation of the recommended videos. Participants
did not refer to the inﬂuence of the playlists and whether the system
should include some videos in the recommendations because they are
newsworthy, i.e., apart from the personalized recommendations. One
explanation for not mentioning these aspects could be a lack of general knowledge about machine learning techniques or natural language
processing.

Comparing Inﬂuences to Previous Studies
We further situate the results of this study by comparing them to previous similar efforts on user beliefs and folk theories. It is worth noticing
the similarities among our results and previous work considering our
focus on middle-age users.
Inﬂuences such as ‘My Watch History’, ‘Others’ Viewing Activity’, ‘My
Comments’, ‘Others’ Comments’, ‘My User Subscriptions’, and ‘My Shared
Videos’ are similar to the Global Popularity Theory found by Eslami
et al. (2016). The Global Popularity Theory represents the belief that
the number of likes and comments primarily measures the likelihood
of content appearing in Facebook’s News Feed. Eslami et al. (2016) also
formulated the Narcissus theory, a theory related to the ‘What is similar?’ inﬂuence in our study, which states that the similarity to a friend
is a strong inﬂuence factor. Likewise, the Eye of Providence theory,
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which describes Facebook as having a God-like all-seeing eye watching
over users, can be related to the ‘When do I watch’, ‘Where do I watch’
and the ‘Psychological Experts’ inﬂuences. All of these inﬂuences are
also similar to the operational theories found by DeVito et al. (2017).
Inﬂuence factors such as ‘My Watch History’, ‘My Search History’, ‘My
Comments’, ‘Others’ Comments’, ‘My User Subscriptions’, ‘My Likes
& Dislikes’, and ‘Others’ Likes & Dislikes’, are speciﬁc to YouTube
as a platform. Even if previous studies do not consider them explicitly, other investigations seem to reﬂect similar ﬁndings, e.g., Alvarado
et al.’s (2019) study of the algorithmic experience of movie recommendations, in which users ask for a better understanding and more control over the inﬂuence of all of these and similar interaction opportunities with the video recommender algorithms. Likewise, explorations of
algorithmic experience in movie recommendations by Alvarado et al.
(2019) and social media by Alvarado and Waern (2018) portray similar
results related to the ‘Third-Party Data-Sharing’ inﬂuence.

Current Research On User Beliefs about Algorithmic Recommendations
It is noteworthy that three of the four groups of beliefs we identiﬁed
can be related to academic conferences that frequently address topics related to the different user beliefs. These conferences include the
ACM Conference on User Modeling, Adaptation and Personalization
(Previous Actions), the ACM Conference on Hypertext and Social Media (Social Media), and the ACM Recommender Systems Conference
(Recommender System). While it is reassuring that academic conferences address these user beliefs, the expertise is scattered across different communities. We argue that a more holistic approach that considers all four groups of user beliefs would be valuable to understand the
socio-technical context of video recommendations.
Meanwhile, there is no dedicated conference that explores how the
organization inﬂuences the experience with the recommender system
(Company Policy). Possibly, this is an area of research that the CSCW
community could focus on to achieve a holistic understanding of the
complex socio-technical nature of algorithmic recommendations.
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5.6

Limitations and Future Work

The main goal of this study was to understand user beliefs about YouTube’s
recommendation algorithm held by middle-aged video consumers without high ICT literacy. Two-thirds of the participants were between
37 and 43 years old, limiting our ﬁndings’ generalizability for other
age groups. While we made sure that we recruited from countries
with high levels of YouTube usage, the generalizability of our ﬁndings
beyond these countries is hypothetical. The video consumers in our
sample were highly educated, which could limit the generalizability of
our ﬁndings. The vast majority of participants were aware of the recommendations before the investigation, which means that we do not
know how well users with less algorithmic awareness can reason about
YouTube’s algorithm.
Our results show that the use of speciﬁc features of the platform affected the participants’ different inﬂuences. For instance, a difference
exists between users who comment regularly and those who do not
comment at all. Unfortunately, the study design did not allow us to
examine such differences systematically. Future work could examine
the implications that use practices have on user beliefs and how different the user beliefs of other user groups are. Another practice was that
many participants stated that they rarely or never use the ‘Like’ buttons. Also, at least ﬁve users reported that they do consume YouTube
a lot without having a personal account. It would be valuable to study
how this practice inﬂuences user beliefs, algorithmic awareness, and
the experience with the recommendations in general.
A signiﬁcant fraction of the participants in our investigation also mentioned another practice: they share their accounts with other people,
particularly younger children. During the interviews, participants continuously expressed how these practices inﬂuence their understanding
of the algorithm. This ﬁnding echoes similar studies about Netﬂix, in
which the algorithmic experience of the movie recommendation system
is affected by algorithmic social practices (Alvarado et al., 2019).
Finally, this study focused on YouTube, which could have produced results that are unique to this platform. Further research is needed to
discover whether the results can be generalized to other video recommendation services, streaming services, or movie recommendations.
We invite more researchers to examine user beliefs of algorithmic video
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recommendation quantitatively. Future work with a non-purposive,
representative sampling could investigate how frequently each of the
different user beliefs occurs and which of the different user beliefs cooccur with each other.

5.7

Conclusion

This paper presents the ﬁrst overview of middle-aged video consumers’
beliefs about YouTube’s algorithmic video recommendations. The analysis identiﬁed four groups of user beliefs that describe how users understand video recommendations on YouTube: Previous Actions, Social
Media, Recommender System, and Company Policy. For each user belief, we identiﬁed several inﬂuence factors recognized by users which
could help designers improve the experience of video recommendations.
To enable solutions to this problem, we systematically analyzed the different inﬂuence factors and identiﬁed four dominant user beliefs that
we relate to different actors. Users recognize these inﬂuences without
having a background in technology. We invite further studies on the
complex socio-technical context of recommender systems using this
framework, including how the organization that operates the recommendation system inﬂuences the user experience with the recommendations.

5.8

Implications for the Thesis

The user belief framework is the answer to the second research question. This answer is based on the most popular ML-based curation systems in the world. These ﬁndings are the empirical basis that substantiates the socio-technical perspective on ML-based curation systems. The
user belief framework presented in this chapter informs a distinction
that goes beyond ML systems and users. The ﬁnding showed that the
user side can be further subdivided into the ‘current user’, ‘other users’,
and ‘the organization’ that operate the system. The chapter also highlights the inﬂuence of the recommendation system and ‘the algorithm’.
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The next chapter will explore the third research question on the kind
of input data that users can provide for ML-based curation systems.
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6
ML Input Data On Trust In
News
This chapter extends the socio-technical perspective on ML-based curation systems by considering the role the providers of data have on
ML-based curation systems as a whole. This relates to the third research question regarding the kind of input data that users can provide
for ML-based curation systems. The study presented in this chapter
explores this question using trust in news on Facebook’s social media
platform. Considering the particularities of news, the introduction of
this chapter considers how and why news on social media are special.
The chapter is based on a research project that I conducted together
with Andreas Breiter. My individual contribution as the ﬁrst author of
the publication and as the leader of the project is made transparent in
Chapter 1.
This chapter was published in the 10th Nordic Conference on HumanComputer Interaction (NordiCHI ’18):
Hendrik Heuer and Andreas Breiter. 2018. Trust in news on social media. In Proceedings of the 10th Nordic Conference on Human-Computer
Interaction (NordiCHI ’18).

The research paper is printed here in unmodiﬁed wording. It refers
to ‘this paper’ rather than ‘this chapter’. To reﬂect the collaborative
nature of the research project, this chapter is written in the ﬁrst person
plural.
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6.1

Introduction

News is increasingly consumed through social media (Bakshy et al.,
2012; Foundation, 2018; Gottfried and Shearer, 2016; Newman et al.,
2017; Shearer and Gottfried, 2017). A representative 2017 survey by
the Pew Research Center (N=4,971) showed that two-thirds (67%) of
U.S. adults get at least some of their news on social media. For almost half (47%), reading news on social media happens sometimes
(27%) or often (20%) (Shearer and Gottfried, 2017). Worldwide, social
media is becoming an important source of news, especially for young
adults. 33% of the 18-24 year-olds in the Reuters Digital News Report 2017 (N=70,000 from 36 markets) named social media as their
primary source of news (Newman et al., 2017). While the reliance
on social media decreases with age, it is still high for 25-34 year-olds
(21%), 35-44 year-olds (15%), 45-54 year-olds (10%) and 55+ year-olds
(7%). Media consumption practices also differ per country (Newman
et al., 2017). In Germany (N=2,062), the most frequently named news
source in 2017 was television (77%), followed by online sources (incl.
social media, 60%) and print (34%). Social media (excl. other online
sources) was named by 29% of the German participants. In the United
States (N=2,269), online is the most frequently named news source
(77%), followed by TV (66%) and print (26%). Social media was named
by 51% of the U.S. participants.
The popularity of social media is noteworthy since social networks like
Facebook and Twitter are different from news outlets like TV stations
and newspapers. While traditional news outlets produce the majority of content themselves, social media platforms aggregate and curate
content from a variety of news sources with different levels of trustworthiness. Sources like family members, close friends, or quality media
are juxtaposed with advertisements and fake news blogs. This makes
the decision which news items to trust increasingly complex and motivates us to understand the role of trust in news on social media.
From a human-computer interaction point of view, we want to understand what inﬂuence social navigation features like the display of likes,
shares, and comments have and whether trust ratings can be used to
identify users prone to false trust and false distrust. This is important
considering the challenges posed by online misinformation and fake
news.
Lazer et al. (2018) deﬁned fake news as fabricated information that
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mimics news media content in form but not in organizational process
or intent. Allcott and Gentzkow (2017) deﬁned fake news as news articles that are intentionally and veriﬁably false and could mislead readers. The common deﬁnition of fake news, however, is much fuzzier. A
mail survey found that 28% of U.S. adults (N=19,000) consider accurate
news stories that cast a politician or political group in a negative light
to always be fake news (42% of all Republicans, 17% of all Democrats)
(Foundation, 2018). Considering the prevalence of fake news, Flintham
et al. (2018) report that one-third of their survey respondents experienced being exposed to fake news they initially believed to be true.
Guess et al. (2018) investigated the selective exposure to fake news and
misinformation in the context of the 2016 U.S. presidential campaign.
They estimate that approximately 25% of U.S. adults (N=2,525) visited
a fake news website between October 7 and November 14, 2016.
Since research showed that information environments affect people’s
perception and behaviors (Kay et al., 2015), this paper investigates trust
in the speciﬁc context of news on a social media platform. The majority of U.S. adults considers fake news to be a very serious (56%) or
somewhat serious threat (32%) to democracy (Foundation, 2018). At
the same time, 72% of Americans were very conﬁdent that they can
tell when a news source is reporting factual news versus commentary
or opinion. Research on the consumption of fake news also showed
that it is heavily concentrated among a small group of people: 60% of
visits came from the 10% of people with the most conservative online
information diets (Guess et al., 2018).
Motivated by this, we investigate ways to identify those prone to false
trust and false distrust. For this, we use generalized beliefs as measured
by psychometric scales on interpersonal trust as a proxy. We also investigate whether users can distinguish different news sources by their
trustworthiness. For our investigation of news in social media, we focus
on Facebook, which is currently (2018) the social media site with the
largest user base and the key vector of fake news distribution (Allcott
and Gentzkow, 2017). As a complex socio-technical system, Facebook
provides a variety of social navigation features that guide users in the
information space by showing them the activity of others and allowing
them to make decisions based on the decisions of others (Dourish and
Chalmers, 1994).
In this paper, users quantify their trust in news items. We explore
the inﬂuence that social navigation features like the number of Facebook likes, comments and shares have on the trustworthiness ratings
of news. To better understand trust in news on social media, we oper-
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ationalized trust and conducted a study with 108 German high-school
students who provided trust ratings for online news including quality media and fake news. This paper contributes to our understanding
of trust in social media and investigates the human-computer interaction needs of social network users by answering the following research
questions:
• RQ3.1: How do users rate the trustworthiness of online news items?
Do they differentiate news sources by their trust ratings and can
they distinguish fake news and quality media?
• RQ3.2: What inﬂuence do generalized beliefs as measured by psychometric scales have on users’ trust ratings? How can these beliefs be utilized in the design of social networks?
• RQ3.3: What inﬂuence do a platform’s social navigation features
like the number of Facebook likes, comments and shares have on
users’ trust ratings?

6.2

Related Work

Deﬁnitions of Trust
Trust is a multidimensional and multidisciplinary construct: trust can
be placed in oneself (Marsh, 1994), other people (Rotter, 1967), organisations (Mayer et al., 1995), automation (Lee and See, 2004; Muir, 1994;
Muir and Moray, 1996), intelligent systems (Herlocker et al., 2000;
Tullio et al., 2007) and abstract things like money or political power
(Luhmann, 1979). Deﬁnitions of trust focus on a willingness to be
vulnerable, a conﬁdent, positive expectation, and a willingness to rely
(Rousseau et al., 1998) as well as integrity, benevolence, and a capacity
to fulﬁll a promise (Mayer et al., 1995). In automation, Muir (1994) focus on an expectation of behavior and relate trust to reliability. In Luhmann’s (1979) deﬁnition of trust, which was adopted by Muir (1994)
for trust in automation, trust allows people to manage complexity and
cope with risk, c.f. Muir (1994) and Luhmann (1979). For Luhmann
(1979), trust compensates for mastery and full understanding. This
connects to the task the participants of the experiment in this paper
had to fulﬁll. To rate their trust in news items, complexity had to be
reduced, since verifying every detail of a news item, both in the exper-
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iment and in practice, would be an overextension for a person. Luhmann (1979) also emphasizes that trust helps manage risk. This is crucial since risk cannot be avoided when making decisions. In the context
of online news, the risk can be trivial, e.g. by wasting some time. The
risk can also be severe, e.g. by believing a fake news story that leads to
becoming misinformed and voting for a political candidate with negative consequences for oneself, others, or the environment.
McKnight and Chervany (2001) describe prior deﬁnitions of trust in
the literature as diverse, incomplete and inconsistent. In the context of
e-commerce, they distinguish a disposition to trust (i.e. the propensity
to trust others), an institution-based trust, trusting beliefs (like competence, benevolence, and integrity), trusting intentions (i.e. an intention
to engage in trust-related behavior), and trust-related behaviors. Like
Rousseau et al., their deﬁnition focuses on making oneself vulnerable
to a vendor. Like Luhmann, they connect trust to risk. For our operationalization, the notion of trusting beliefs is especially relevant. Their
model motivated us to measure trust via psychometric scales on interpersonal trust. In the context of a spam ﬁlter, Lee and See deﬁne
trust as an attitude of an agent with a goal in a situation that is characterized by some level of uncertainty and vulnerability (Lee and See,
2004). They state that trust guides reliance when the complexity of
an automation makes a complete understanding impractical. This connects to our use case since the decision to trust has to be made on a news
item on Facebook based only on what is visible, i.e. without reading the
entire article and without further research on the source or the article.
This connects to common news consumption practices. In an investigation by Flintham et al. (2018), 39% of survey respondents (N=309) did
not read the full story and said sufficient information was given in the
headline. Of those that did read both, the full article and the headline,
only 55% believed that the headline accurately matched the content.
This suggests that dealing with uncertainty, reducing complexity, and
coping with risk play an important role when interacting with news on
social media.

Research on Trust
In the context of a process control simulation, Muir and Moray (1996)
showed that operators’ subjective ratings of trust provide simple nonintrusive insights into their use of automation. Muir (1994) showed that
operators can meaningfully rate their trust in a machine and that this
trust can be operationalized as interpersonal trust. Informed by this,
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we explore trust ratings in the context of news on social media and how
this can be used to predict users’ propensity for false trust and false distrust. Similar to Muir et al., MacLeod et al. (2017) explore how users
quantify their trust. For this, they studied how blind and visually impaired users self-report their trust in automatically-generated captions.
Their results show that users are trusting automatically-generated captions, even when they are incorrect. They also found that technical proﬁciency and education level were not predictive of trust in the captions
and that trust correlates with how useful participants found a caption.
This informed the decision to disregard technical proﬁciency and focus on a speciﬁc education level for a more homogeneous sample with
a similar age.
Seckler et al. (2015) investigated what website characteristics enhance
trust or cause distrust. They found that distrust is mostly an effect of
graphical and structural design issues of a website, while trust is based
on social factors such as reviews or recommendations by friends. They
discuss how to design interventions that can be used to enhance trust
or to prevent distrust. This motivated the research questions whether
users differentiate news sources by their trust ratings and whether social navigation features like Facebook likes, comments, and shares inﬂuence trust ratings. Sillence et al. (2004) investigated trust and mistrust in online health sites. In their study, they interviewed participants who researched a topic online for four weeks in the face of a risky
health decision. Their research showed that design appeal of a website
predicts how credible the information on a website is perceived. This
informed us to control for the visual design of the website by adopting the well-known and fairly generic Facebook design. Eslami et al.
(2017) showed that users can detect algorithmic bias during their regular usage of a system and that this affects trust in the platform. Their
usage context is online hotel rating platforms, where one platform was
biased towards low-to-medium quality hotels. They found that while
bias breaks trust, transparency can help rebuild it. This bias connects
to the different news sources we presented to our participants and motivates the research question whether the bias of different sources also
affects trust in news on social media. This paper is also similar to Pennycook and Rand’s (2018) work on crowdsourcing judgments of news
source quality. They found that laypeople across the political spectrum rate mainstream media outlets as far more trustworthy than either hyper-partisan or fake news sources. Their ratings are based on a
heterogeneous sample of US residents (N=1,011) sourced via Amazon
Mechanical Turk. We add to their core contribution by providing an
in-situ investigation with a homogenous sample of young adults from
Germany. In addition to that, we investigate the inﬂuence of social
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navigation features and generalized beliefs as measured by psychometric scales on interpersonal trust. Our work is also complementary to
Flintham et al.’s (2018) investigation of the consumption of news on
social media. Their qualitative research examined the role of a news
source’s reliability, the content, and a user’s interest in a story. We extend on this by focusing on trust. This includes whether trust can be
measured, how generalized beliefs on interpersonal trust interact with
trust and how such generalized beliefs can be used to address those
prone to false trust and false distrust.

6.3

Method

Operationalization
For our operationalization, we regard trust as a social phenomenon
with the following characteristics: Facing uncertainty (Lee and See,
2004; McKnight and Chervany, 2001; Rousseau et al., 1998) and managing complexity (Luhmann, 1979; Muir, 1994), e.g. when assessing
the quality of a news item in a short time with limited information. We
further include taking a risk (Luhmann, 1979; Muir, 1994) and making
oneself vulnerable (Lee and See, 2004; McKnight and Chervany, 2001;
Rousseau et al., 1998), e.g. by becoming misinformed. Following Muir
(1994), we adopt a model of trust between people and extend it to a
human-machine relationship. This enables us to use Rotter’s (1967)
scale for the measurement of interpersonal trust as an instrument. Rotter’s (1967) deﬁnition of trust regarding interpersonal trust focuses on
the expectancy that a verbal or written statement can be relied upon,
which makes it well suited for an application in the context of news on
social media. We adopt the two errors in trust, namely false trust and
false distrust, from Muir (1994).

Study Design
The experiment was conducted in a German school with 108 highschool students. It took approximately 30 minutes and consisted of
three parts: answering the German version of the Rotter Interpersonal
Trust Scale (RITS) (Amelang et al., 1984; Rotter, 1967), answering the
Social Trust Scale (STS) from the European Social Survey (ESS) (Reeskens
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Figure 6.1: The experiment was conducted in a German school using a web
application.
Participants rated their
trust in different news items on a scale
from 0 (exercise caution) to 10 (can trust)
for one item at a time. The interface resembled the look and feel of Facebook,
which was the source of the news items.

and Hooghe, 2008), and rating news items from different news sources
including quality media and fake news. The psychometric scales and
news items were presented to the participants in a web application with
the rating interfaces shown in Figure 6.1. The different parts were conducted individually in direct succession. The experimenter was not in
the room. The experiment was supervised by the teachers of the students. To prevent a language barrier from adding bias, the experiment
was conducted in German. Before the experiment, each student attended a 30-minute lecture that served two purposes: 1. to show the
experimental stimulus and explain the study, and 2. to teach them how
machine learning works and how it is applied (the latter was meant to
provide something in return for participating in the experiment). In
the lecture, the phenomenon Fake News was illustrated using three examples: one international (Pope Francis backing Trump), two German
(the Green party banning meat and an alleged scientist urging people not to put up a Christmas tree out of consideration for refugees
with non-Christian religious backgrounds). The different news sources
present in the experiment were not named and there was no debrieﬁng
after the experiment.
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We performed an external validation of our participant’s trust ratings
of news items. For this, we ranked the news sources by their mean
trust rating and compared this to a ranking of the news source’s trustworthiness by independent media experts. The experts were recruited
from two German research institutes with a focus on media research
on public communication and other cultural and social domains. For
this, all members of the two research institutes were contacted through
internal newsletters. In a self-selection sample, nine media researchers
(three male, six female) provided their rankings via e-mail: three from
the Hans-Bredow-Institute in Hamburg, Germany, six from the Centre for Media, Communication and Information Research (ZeMKI) in
Bremen, Germany.

Participants
Our sampling controlled for differences in age and education level. We
carefully weighed potential limitations regarding the generalisability
of our ﬁndings against the necessity of having a homogeneous group of
participants. A homogeneous group is desirable to limit biasing factors
and control for experience with online news without facing the challenging problem of measuring media literacy (Celot, 2009). A sample
of high-school students has the advantage of being comparable in age
and educational background. While the relatively low age limits generalisability, it allows us to focus on those who rely on social media the
most. Research showed that every third 18-24-year-old and every ﬁfth
25-34-year-old reported social media as their primary source of news
(Newman et al., 2017).
The experiment was conducted in a German school with six different classes ﬁnishing their secondary education (equivalent to U.S. high
schools). Two school classes in the sample are studying towards their
general higher education entrance qualiﬁcation. Four classes are part
of a programme that combines a vocational training with a subjectlinked university entrance qualiﬁcation. Note that the German vocational training is demanding and can be regarded as equivalent to
Bachelor’s degrees in areas like IT, mechatronics, and banking. Since
the vocational training requires a school-leaving qualiﬁcation, the mean
age in the sample is higher than that of U.S. high school students. The
108 participants have a mean age of 21.50 (SD=4.11). Our experiment
has a strong gender bias: 95 participants are male, ten female, two
chose not to disclose their gender and one identiﬁed as a non-binary
gender.
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Rotter Interpersonal Trust Scale
The Rotter Interpersonal Trust Scale (RITS) measures generalized expectations that one can trust somebody’s words and promises in verbal
or written form (Rotter, 1967). The scale includes 25 items and was
initially reported with 547 participants. We selected RITS as the most
cited questionnaire available. On the RITS, there are two groups of
items: One group is aimed at trust in friends, teachers, and politicians.
The other group of items measures ‘general optimism’ towards society. To prevent a potential language barrier from adding bias, we used
the German version of the RITS, which is not simply a translation of the
original RITS. The German version (N=135) includes 27 items: 20 from
the original Rotter Scale and seven newly added (Amelang et al., 1984).
The German scale has a Cronbach’s Alpha (N=135) of .85. A retest performed one and a half years after the original experiment (N=27) had
a retest correlation of r = .74 (Amelang et al., 1984).

Social Trust Scale
The Social Trust Scale (STS) is part of the European Social Survey (ESS),
which has been conducted every two years since 2001 with a large sample of 29 European countries (Reeskens and Hooghe, 2008). The STS
has three items, which are available in 27 European languages. The
items focus on three generalized statements about whether most people
1. can be trusted, 2. would try to take advantage of the respondent, and
3. try to be helpful. The STS was selected as the questionnaire with the
largest available sample (N=54,673). The internal consistency of the
scale as measured by Cronbach’s Alpha is .69 for Germany (N=2,958)
and .78 across all E.U. countries (N=54,637) (Reeskens and Hooghe,
2008).

Dataset
The dataset of the news items was sourced from Facebook which was
selected as the social media site with the largest user base and the key
vector of fake news distribution (Allcott and Gentzkow, 2017). Articles were collected from 13 Facebook pages, which can be grouped as
quality media (7), fake news blogs (3) and tabloid media (3). Quality media was included based on their reach as measured by Facebook
likes. Since no peer-reviewed research on German fake news outlets
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was available, we had to rely on a convenience sample based on news
articles on German fake news (Hölter and Lüdke, 2017). In addition to
that, we included three tabloid news sources, which are both, popular
based on their number of likes and known to occasionally publish biased or fake news (Sängerlaub et al., 2018). They are more similar to
quality media in style and more similar to fake news in terms of their
content. For the experiment, we used a random sample of news items
taken from two days of publicly available Facebook posts of the sources
(retrieved on the 28th of April 2017). The dataset covers a broad range
of topics, ranging from sports like soccer over social issues like homelessness and refugees to individual politicians from Germany (Frauke
Petry), France (Marie Le Pen) and the USA (Donald Trump).

Rating Interface
News items appeared in the same visual format as if they had been
posted or shared by a regular Facebook user as shown in Figure 6.1. Participants were shown the headline, lead paragraph, lead image, name
of the source, source logo, source URL, date and time, as well as the
number of likes, comments, and shares of a Facebook post. Participants were not able to follow any links or read the entire article. The
design was identical to the official design of the Facebook News Feed at
the time of the experiment (April 2017). In addition to the experimental stimulus, we presented a rating interface. Each participant rated
20 news items. The news items come from a weighted sample, consisting of eight quality media news items, eight fake news items, and four
items from other sources (tabloids). The weighting accounted for the
focus on fake news and online misinformation.
For each news item, a participant provided a trust rating on an 11point rating scale ranging from 0 to 10, which is modeled after the ﬁrst
question of the Social Trust Scale (STS) of the European Social Survey
(ESS): ‘Generally speaking, would you say that this news item can be
trusted or that you can’t be too careful? Please tell me on a scale of 0
to 10, where 0 means you can’t be too careful and 10 means that this
news item can be trusted’ (Reeskens and Hooghe, 2008). In the German
translation of the Social Trust Scale, the word ‘vorsichtig’ is used, which
translates to ‘careful’, ‘cautious’ and ‘wary’.
To investigate the inﬂuence of generalized beliefs on trust ratings, we
performed a regression analysis. Since missing data is problematic for
a regression analysis, all samples with missing data, e.g. unanswered
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Quality Media

Figure 6.2: The normalized histograms
of trust ratings for quality media (white,
N=1,120) and fake news (grey, N=799).
For fake news, the ﬁve highest trust ratings are the least frequently assigned (in
descending order). For quality media,
the strongest peak can be observed for
the neutral condition (5).
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items in the Rotter Interpersonal Trust Scale (RITS) or Social Trust Scale
(STS), were excluded, which yields 1,919 valid trust ratings with corresponding RITS and STS.

6.4

Results

In total, the participants provided 1,120 trust ratings for news items
from the seven quality media sources and 799 trust ratings for news
items from the three fake news blogs in the sample. Figure 6.2 compares the normalized histogram of trust ratings for quality media (white)
and fake news (grey). The histograms were normalized due to the different number of valid ratings for quality media and fake news. The
histograms show that users clearly distinguish the two different groups
by their trust rating. The reason for the lower number of fake news
items is that more of these items were skipped. For quality media
(white), the strongest peak can be observed for the neutral condition
(188 occurrences of 5) on the 11-point rating scale. The distribution is
shifted towards high trust ratings. Seven is the second most frequent
(159) rating, followed by 8 (152). Surprisingly, the lowest possible rat-
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Figure 6.3: The histogram of the participant’s mean trust rating approximates
a normal distribution. The outliers on
both sides are participants that almost
exclusively gave a low trust rating or a
high trust rating. These two extremes
could be supported by training and tools
that help these users improve their media literacy.
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ing of 0 is assigned 140 times as well. The second lowest trust rating
of 1 is the least frequently assigned (60). If you were to disregard the
peak at 0 (140 occurrences), the trust ratings for quality media would
approximate a normal distribution. For fake news (grey), the lowest
possible trust rating of 0 is the most frequently assigned (131), followed by 3 (107) and the neutral condition of 5 (90). The ﬁve highest
trust ratings are the least frequently assigned. Their frequency follows
a descending order: 6 (60), 7 (57), 8 (44), 9 (27), and 10 (22).
The mean trust rating for quality media is 5.26 (SD=3.00), the mean
trust rating for fake news blogs is 3.73 (SD=2.86) on the 11-point rating
scale. An unpaired, two-tailed t-test shows that the difference between
the trust ratings of quality media and fake news blogs is considered to
be statistically signiﬁcant (p<0.0001, t=11.21, DF=1,917). This shows
that trust in quality media and fake news is distinguished by users.
Since the trust rating question was modeled after the ﬁrst question of
the STS, we can also compare the mean trust rating for quality media
and fake news to the STS. The mean trust rating for quality media at
5.26 (SD=3.00) is higher than the ﬁrst question of the Social Trust Scale
(STS) as answered by our participants at 4.41 (SD=2.76) and the larger
STS sample at 4.94 (SD=2.48). The mean trust rating for fake news
blogs is lower at 3.73 (SD=2.86).
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Distinguishing different sources
In this section, we show that participants differentiated news sources
by their trust rating. The highest mean trust rating for a source is
6.00 (SD=2.67), the lowest is 2.25 (SD=2.48). The mean of means is
4.56 (SD=1.09). Table 6.1 shows that the seven sources with the highest mean trust rating are the seven quality media sources. The three
sources with the lowest mean trust rating are the three fake news sources.
The most trustworthy news source, Source 1, is a conservative newspaper of record. Source 13, the least trustworthy source in the sample, is
a blog accused of publishing fake news.

External Validation
To validate our trust ratings, we compared participant’s trust ratings
per source to expert rankings of the sources. For this, we ranked the
sources by the mean trust rating by the participants. This is compared
to an independent ranking of the news sources by nine media research
experts (three male, six female). The experts are from two German
research institutes with a focus on media research on public communication and other cultural and social domains. In both rankings, two
clusters emerge that distinguish quality media and fake news. Note
that in the cluster of quality media, the ranking of news sources within
the cluster varies a lot. Also note that of the three tabloid sources, none
was ranked higher than any quality media news source. The biggest

Table 6.1: The table ranks news sources
by their mean trust rating (column 1).
This is compared to an independent
ranking of the sources by nine media
researchers from two German research
institutes: three from Hans-BredowInstitute (I-III), six from ZeMKI (IVIX). Fake news sources are marked in
bold. The clusters that emerge show
that quality media (Source 1-7) and fake
news blogs (Sources 8-10) are clearly distinguished by both participants and experts.
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Figure 6.4: Box plot of the relationship
between the number of Facebook likes of
a news item and its trust rating.
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surprise is that participants rated source 7, the Facebook page of the
television news service of the German public-service television relatively low compared to the experts. However, this rank is only based
on one news story with 24 trust ratings. Overall, the comparison of
rankings shows that the trust ratings reﬂect the quality of the news
source.

Likes, Shares, and Comments
We further investigated the inﬂuence of social navigation, i.e. features
that guide users in the information space by showing them the activity
of others. Social networking platforms like Facebook provide a variety of such features. Facebook indicates how many other users ‘liked’,
i.e. virtually endorsed, or shared a certain posting with their ‘friends’.
The interface also indicates how many comments a posting has. In our
investigation, we presented the number of Facebook likes, shares, and
comments that each article had at the time of the download. We found
no signiﬁcant pattern that explains the relationship between trust ratings and the number of Facebook likes, shares, and comments. Figure 6.4 shows a box plot of trust ratings and the number of Facebook
likes, Figure 6.5 shows a box plot of trust ratings and the number of
Facebook comments. Both box plots do not show a noticeable relationship between likes and comments on the trust rating. The same is true
for the box plot of the shares, which is omitted.
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Figure 6.5: Box plot of the relationship
between the number of Facebook comments a news item received and its trust
rating.
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Participant’s False Trust and False Distrust
Figure 6.3 shows the histogram of the mean trust rating of each participant, which approximates a normal distribution. Outliers on both
sides are participants that almost exclusively gave a low trust rating
or a high trust rating. These two extremes of the normal distribution
should be addressed, since both, false distrust, i.e. those 11 participants with a mean trust rating of 0 (2), 1 (4), or 2 (5), and false trust,
i.e. those four participants with a mean rating of 8 (3), 9 (1), or 10 (0),
might indicate media competency issues that will be further addressed
in the Discussion.

Predicting Mean Trust From Generalized Beliefs
We also investigated the relationship between the mean trust rating
of an individual participant and his or her generalized beliefs as measured by the German version of the Rotter Interpersonal Trust Scale
(RITS) and the Social Trust Scale (STS). Cronbach’s Alpha, which estimates the reliability of psychometric tests, is similar for our sample
for the RITS and the STS. Cronbach’s Alpha of the RITS in our sample (N=108) is .83, which is close to the German RITS (N=135) at .85
(Amelang et al., 1984). For the STS, Cronbach’s Alpha is .72 for our
sample (N=108). This is slightly higher than Cronbach’s Alpha for the
STS in Germany at .69 (N=2,958) and lower than Cronbach’s Alpha of
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Item

B

SE B

β

STS 1

0.12

0.02

0.08

STS 2

0.39

0.02

0.11

STS 3

0.32

0.02

0.26

RITS 1

0.10

0.02

0.10

RITS 2

0.05

0.01

0.08

RITS 3

-0.01

0.01

-0.01

RITS 4

0.06

0.02

0.08

RITS 5

0.16

0.02

0.23

RITS 6

0.22

0.02

0.27

RITS 7

0.06

0.01

0.06

RITS 8

0.08

0.02

0.07

RITS 9

-0.06

0.02

-0.09

RITS 10

-0.09

0.02

-0.14

RITS 11

0.18

0.02

0.17

RITS 12

-0.09

0.02

-0.13

RITS 13

-0.06

0.02

-0.06

RITS 14

0.11

0.02

0.11

RITS 15

-0.10

0.02

-0.13

RITS 16

0.09

0.02

0.10

RITS 17

0.09

0.02

0.11

RITS 18

0.03

0.02

0.02

RITS 19

0.20

0.02

0.26

RITS 20

0.06

0.02

0.10

RITS 21

0.15

0.02

0.15

RITS 22

-0.11

0.02

-0.17

RITS 23

-0.12

0.02

-0.14

RITS 24

0.06

0.02

0.08

RITS 25

-0.14

0.02

-0.19

RITS 26

0.12

0.02

0.17

RITS 27

-0.22

0.02

-0.27

Table 6.2: The response of the participants (N=108) on the Social Trust Scale
(STS) and the German version of the Rotter Interpersonal Trust Scale (RITS) can
be used to predict their mean trust rating. The three items of the STS have an
R2 of .137, the 27 items of the RITS .374.
We report the raw or unstandardized coefficients (B), the standard error of the
raw or unstandardized coefficients and
the standardized coefficients (β) for the
STS (top) and the RITS (bottom).
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the three items across all E.U. countries (N=54,637) at .78 (Reeskens
and Hooghe, 2008). We applied the psychometric tests to measure
trusting beliefs, which McKnight and Chervany (2001) regard as a solid
conviction that a trustee has favorable attributes to induce trusting intentions. For McKnight and Chervany, trusting beliefs are aimed at
competence, benevolence, and integrity. Competence, benevolence,
and integrity are also central to the statements in the RITS, which measures generalized expectations that one can trust somebody’s words
and promises in verbal or written form (Rotter, 1967). We found that
such generalized statements on interpersonal trust can be used to predict the mean trust rating of an individual. For this, a regression analysis was performed between the mean trust rating of a participant and
his or her answers to the 27 items of the German RITS and the three
items of the STS. Table 6.2 reports both, the raw or unstandardized coefficients (B) and the standardized coefficients (β). B is used to estimate
the impact of an item on the mean trust rating, β can be utilized for a
relative comparison of items. The coefficients of the regression model
show how statements correlate with a user’s mean trust rating and how
strong this effect is. The items of the psychometric scales explain a
great amount of the variance of the mean personal trust as measured
by the coefficient of determination R2 . The three items of the STS have
an R2 of .137, the RITS has .374. In combination, the generalized statements on interpersonal trust measured by the RITS and the STS have
an R2 of .438. This can be used to predict the mean trust rating of a
user shown in Figure 6.3 and to cluster users based on their propensity
to trust.

6.5

Discussion

The goal of this paper is to motivate the importance of trust in the
context of a social media platform like Facebook that aggregates and
presents news. Our ﬁndings are relevant to three groups of people:
those who conduct research on these systems, e.g. by analyzing social
media postings, those who design and develop these systems, and those
who use these systems. Designers and developers can use these ﬁndings to identify and address users who are prone to false trust and false
distrust, e.g. by providing additional information or visualizations.
The experiment shows that participants can give meaningful trust ratings that differentiate quality media from fake news. The results also
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show that participants differentiate news sources by their trust and that
this corresponds to expert rankings of the trustworthiness of the different news sources. This connects to the challenging of established
hierarchies of trustworthiness and the issues exacerbated by the indiscriminate mixing of a multitude of pieces of information in social
media feeds (Flintham et al., 2018). Our results show that the trust
assessment of a news source can be nuanced and ﬁne-grained. In this
investigation, we presented the news items individually. Usually, the
news items are embedded in a speciﬁc context, e.g. the Facebook News
Feed. Further research is needed to understand whether untrustworthy outliers inﬂuence the trust rating of an algorithmic news curation
system as a whole.
We faced the challenging problem of deﬁning and operationalizing a
complex construct like trust. We are aware that a variety of factors can
potentially inﬂuence the trust of a user. In our context of online news,
factors like the wording of the headline, the quality and aesthetic appeal of the lead image, the writing style of the leading paragraph, prior
experience with a news source, and prior beliefs of the participants can
inﬂuence the trustworthiness of a news item. By combining trust ratings with an external validation by experts, we show that the trust ratings are meaningful in differentiating between quality media and fake
news blogs. In addition to that, we show that the number of Facebook
likes, shares, and comments has no inﬂuence on trust ratings. In the
context of German news on social media, our sample of young adults
from Germany gave meaningful trust ratings that differentiate between
quality media and fake news blog. The distribution of trust ratings
for quality media and fake news blogs provides a distinct ﬁngerprint
for both groups. We saw that the trust ratings for quality media approximate a normal distribution (with the lowest trust rating at 0 as
an outlier), while the ratings for fake news blogs have a strong peak
at the lowest possible trust rating with all those trust ratings above 5,
i.e. those that indicate a trust higher than neutral, in descending order.
Audience ethnographies could start with this to better understand the
individual factors that shape and inﬂuence trust.
One of the primary motivations for this paper is the dissemination
of fake news through social networks. Our research on trust is embedded in an effort to provide the necessary theoretical and practical
means to prevent fake news from spreading. So far, there is little consensus on how to effectively tackle fake news and online misinformation. Facebook’s strategy to address fake news focuses on making it
easier to report a hoax, disrupting ﬁnancial incentives for spammers,
analyzing user behavior, e.g. by detecting articles that people are sig-
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niﬁcantly less likely to share after reading them, and including information from third-party fact-checking organizations (Facebook, 2016).
Fact-checking operations are also what the ARD, the Consortium of
public broadcasters in Germany, focusses on to counteract fake news
(tagesschau.de, 2017). While good in theory, research suggests that
fact-checking services that correct fake news stories are not effective
in tackling exposure to misinformation in practice. None of the participants in Guess et al.’s (2018) investigation of the U.S. 2016 presidential election who read one or more fake news articles visited any of
the fact-checking websites that debunked the claims of the fake news
(Guess et al., 2018). Shao et al. (2016) further showed that the sharing
of fact-checking content typically lags behind the sharing of misinformation by 10–20 hours. This, combined with the high cost of operating
a fact-checking service and the low cost of disseminating fake news,
motivated us to ﬁnd a way to focus on the users and how their media
literacy needs can be detected. Motivated by our ﬁndings, we regard
trust ratings and psychometric scales on interpersonal trust as one important way to address the problem of fake news. This aligns with
Lazer et al.’s (2018) call to improve individual’s evaluation of the quality of information sources through education. Meanwhile, letting users
rank the credibility of news on social media also introduces a variety
of risk. Those who spread fake news could manipulate such ratings to
seem more trustworthy. Users could also disagree on their trust ratings
for controversial political and social issues. Trolling is another potential danger (Shachaf and Hara, 2010). To address those risks, strategies
for dealing with conﬂict and coordination could be adapted from collaborative knowledge building projects like Wikipedia (Kittur et al.,
2007). Despite these limitations, trust ratings may be one important
tool to measure and increase algorithmic awareness and to detect algorithmic bias, as e.g. Kizilcec (2016) and Eslami et al. (2017) suggest.

Conﬁguring Trust
Another important ﬁnding of our study concerns the outliers at both
ends of the spectrum: Those prone to false distrust and those prone to
false trust. The motivation to address those prone to false distrust connects to the investigation of fake news in the context of the 2016 U.S.
presidential campaign. Guess et al. estimate that 60% of visits on Fake
News websites came from the 10% of people with the most conservative
online information diets. Socio-technical interventions to address these
users and support their media literacy would have important societal
consequences. User experience designers could e.g. use the mean trust
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ratings of users to give extra attention to those prone to false distrust
and false trust. Prior work on spam ﬁlters showed that ﬁlter awareness
and understanding do seriously impact the behaviors and attitudes toward spam ﬁlters (Cramer et al., 2009). Further research could investigate whether this is true for trust in news on social media as well.
Previous research showed that blind and visually impaired user trust
automatically-generated captions, even when they are incorrect (MacLeod
et al., 2017). This implies that the platform that is serving such captions
has a lot of inﬂuence on the trust of its users. To address people prone
to distrusting, i.e. those who do not trust even though trusting would
maximize utility by being better for them or their environment, a system could provide additional information that tries to increase trust.
Researchers could use this to speciﬁcally target news items with a low
ranking. Further research with a qualitative approach could focus on
these items and elicit why these stories, in particular, were rated so
negatively. Additional information and explanation could be provided
to dispel potential doubts. Research on social media could further inquire the root of these doubts. Those who tend to overtrust by relying
too much on online news could be predicted from their trust ratings by
a machine learning system, which could provide them with additional
information, e.g. an indication of the average trust placed in a speciﬁc
news item or a certain source. However, practitioners need to be careful
since research on the trust of blind participants in image captions also
showed that tweets with high reported conﬁdence were trusted significantly more even when they were erroneous (MacLeod et al., 2017).
Meanwhile, the vast majority of participants gave nuanced and ﬁnegrained trust ratings. Overall, when participants are confronted with a
task like rating trust in news, their trust ratings reﬂect the quality of a
news source.

Social Navigation
Surprisingly, our results imply that social navigation features like Facebook likes, comments, and shares are not indicative of a trust rating.
An aspect that possibly limits this ﬁnding is the lack of likes, comments, and shares from actual Facebook friends of a user. We removed
the social navigation features from their original context. This is especially important since research showed that Facebook likes can be
regarded as a form of virtual endorsement (Lee et al., 2016). Research
on the psychological, technological, and motivational factors for ‘liking’ something showed that enjoyment and interpersonal relationships
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are the most salient motives (Lee et al., 2016). The ﬁnding is nevertheless interesting as other sources imply that fake news is attracting
more likes than quality media (Silverman, 2016). The analysis by Buzzfeed suggests that the 20 top-performing fake news stories during the
2016 U.S. election outperformed the 20 top-performing quality media
stories regarding shares, reactions, and comments on Facebook by 1.34
million interactions. In contrast to that, our results show that there
is no signiﬁcant relationship between the number of likes, shares, and
comments, and ratings of trustworthiness. Neither a large number of
Facebook likes, comments, and shares nor a small one is correlated with
low or high trust ratings.

Predicting Trust in Less Time
We showed that the mean trust rating of a participant can be predicted
from his or her generalized beliefs on interpersonal trust and described
how this can be used to cluster different news sources based on their
trust ratings. For this, we considered 30 different statements of generalized trust from RITS (27 items) and STS (three items), which turned
out to be a considerable time investment. Answering the 27 items of the
RITS took a median time of 4:46 minutes. The three items of the STS
required thirty seconds. On average, answering a single item takes 12
seconds (SD=0:06) on the RITS and 13 seconds (SD=0:08) on the STS.
For practical applications in research and industry, the time it takes
to apply the interpersonal trust scales could be reduced using an approach like recursive features elimination (RFE) (Guyon et al., 2002).
RFE trains regression classiﬁers and recursively considers smaller subsets of items. This means that the least predictive items are removed.
This could be applied to the 30 combined items of the RITS and STS to
get a ranking of all available items based on their predictive power.

Stakeholders
The primary addressees of this research are those who design and develop systems that disseminate news through information systems, especially social media. We showed that faced with the task to rate their
trust in news, participants can provide nuanced trust ratings on an 11point rating scale that correspond to expert opinion. This would support Facebook’s plans to let users rank the credibility of news (Frenkel,
2018). Our research is also relevant to those who conduct research on
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these systems. They could build upon our trust operationalization and
methodology to better understand trusting practices in a variety of contexts. The ﬁndings can further beneﬁt those who use these systems.
This will be most likely by proxy through the previous two groups.
The beneﬁt could also be more direct if the trust assessment via interpersonal trust scales is made available as a self-assessment tool that
helps those who are prone to false distrust and false trust to learn about
themselves and improve their media literacy.

6.6

Limitations

Our ﬁndings connect to Muir (1994), who showed that operators can
meaningfully rate their trust in a machine. In the context of news on
social media, we show that the young adults from Germany we had
as participants can meaningfully rate their trust. However, we leave
it open whether such ratings could be exactly replicated in the wild.
The high accuracy of the trust ratings could be due to framing effects,
which are known to affect trust (MacLeod et al., 2017). We conducted
a controlled experiment preceded by a lecture on fake news. The setting could have made people read more slowly and more carefully. It
could also have had a priming effect on the participants, e.g. by making
them overly cautious and more alert. While this does not restrict our
ﬁnding that participants are able to give meaningful trust ratings that
distinguish quality media and fake news, it could have potentially inﬂuenced the scores assigned to different news items. It could also have
inﬂuenced the rates of false positives and false negatives. Complementary research on trust in vitro, i.e. via speciﬁc tasks performed in the
wild, could provide additional information on other factors that inﬂuence the trust rating, including, but not limited to, the usage situation
(at home, at work, on the go), the emotional state of the user and his or
her physical condition (e.g. fatigue or intoxication).
We had to weigh potential limitations regarding the generalisability of
our ﬁndings against the necessity of having a homogeneous group of
participants. Since a third of all young adults already use social media as their primary news source (Newman et al., 2017), we focused on
high-school students, who are comparable in age and educational background. This limits biasing factors and controls for experience with online news and algorithmic news curation. Our experiment has a strong
male bias, which could have biased the results. However, a representa-
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tive German survey from 2017 shows the gender bias does not limit the
generalisability of our ﬁndings. In this survey (N=1,011), age and gender have little inﬂuence on the experience with fake news, which is very
similar for all people under 60, especially between 14-to-24-year-olds
and 25-to-44-year-olds (Landesanstalt für Medien NRW (LfM), 2017).
Finally, we conducted an external validation with independent media
research experts (Table 6.1). The group of experts was heterogeneous
in terms of age, gender (three male, six female), and background, and
very different from the high school students in the experiment, which
provides further evidence that our ﬁndings are generalizable.

6.7

Conclusion

We contribute an investigation of trust in news on social media that
shows that young adults can rate their trust in online news. These ratings correspond to rankings of the sources by experts. We show that
the mean trust rating of a participant can be predicted from his or her
generalized beliefs on interpersonal trust and outline how this could be
used to cluster different users as well as different news sources based on
their trust ratings. Designers and developers can use our quantitative
approach to better understand their users, to address false trust and
false distrust (e.g. by supporting their media literacy), and to detect
untrustworthy news sources.

6.8

Implications for the Thesis

This chapter contributes an exploration of the perspective of data providers
in the context of ML-based curation systems. This answers the third
research question regarding the kind of input data that users can provide for ML-based systems. Considering the third research question of
this thesis, the in-depth investigation of users’ capabilities to rate the
trustworthiness of news demonstrates how limited users’ capabilities
to provide input data for this timely and important application context
are. These limited capabilities to rate trust in news on social media
show how challenging it can be to obtain input data for ML-based systems. This poses the question of which data can and should be used to
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train ML-based systems. The question is especially important considering the ﬁndings from the ﬁrst research question that show that many
ML practitioners do not regard the signiﬁcance of data.
These ﬁndings conclude the ﬁrst part of this thesis aimed at understanding ML-based curation systems and completes the investigation
focused on exploring the socio-technical perspective on ML-based curation systems. In the next part, I will explore the fourth research question regarding how ML-based curation systems can and should be explained (Chapter 7) and audited (Chapter 8).
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Part II
Explaining & Auditing ML-based Curation
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7
Explaining an ML-Based
Curation System
This chapter provides the empirical basis for the second signiﬁcant
contribution of this thesis focused on recommendations on how MLbased curation systems can and should be explained.
The chapter examines the fourth research question regarding how MLbased curation systems can and should be explained. The ﬁndings in
this chapter are my individual contribution. Therefore, this chapter is
written in the ﬁrst person singular.

7.1

Introduction

As described in the previous chapters, machine learning (ML)-based
curation systems solve the challenging tasks of selecting, organizing,
and presenting news from various sources (Eslami et al., 2015). While
ML-based curation systems are necessary considering the large number of users of social media sites and the immense number of available news stories, ML-based curation systems pose critical challenges
regarding algorithmic transparency and algorithmic experience, e.g.,
with Diakopoulos and Koliska (2017), Rader et al. (2018), and Alvarado
and Waern (2018). Facebook’s News Feed is the canonical example
of an ML-based curation system that is used daily by a large number
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of users. A large majority of U.S. adults using Facebook’s News Feed
thinks they have little (57%) or no control (28%) over the news curation algorithm (Smith, 2019). More than half of the respondents also
said they do not understand why certain posts are included by the MLbased curation system. Only every seventh person (14%) thinks that
they understand the curation on Facebook very well.
This chapter explores how simplicity, intuitiveness, and interactivity
inﬂuence users’ understanding of personalized recommender systems
for news. There is a lot of research on adaptation and personalization. Nevertheless, little is known about how to best implement explanations for such systems and how such explanations are perceived by
users (Millecamp et al., 2019). To overcome this, researchers are focused on moving beyond ‘conventional accuracy metrics and their associated experiment methodologies’ (McNee et al., 2006). Researchers
try to take aspects like novelty, diversity, unexpectedness, and utility into account for the evaluation of recommender systems (Jannach
et al., 2016). Still, a research gap exists regarding the understanding of
explanations for personalized recommender systems. This chapter addresses this research gap and conducts a user study where expert users
use an ML-based curation system. The system provides three types of
ML explanations that I selected based on the design criteria simplicity, intuitiveness, and interactivity (Dix et al., 2003; Shneiderman and
Plaisant, 2004). Focussing on journalists as expert users ensured that
participants were able to distinguish the relevance of news. This controlled the effect that a lack of experience with the curation task could
have on the assessment of the explanations.
I conducted a user study with 25 professional journalists who trained
personalized ML-based curation system by rating news stories in blocks.
The ML-based curation system included the following explanations:
1. system predictions grouped by the confusion matrix (intuitiveness)
2. performance metrics like accuracy, precision, and recall commonly
used to evaluate machine learning systems (simplicity)
3. an interactive ranking of the most important keywords according to
the ML-based curation system (interactivity)
Users were able to interact with the (3) ranking of keywords by changing the importance of individual words which changed the feature importance in the model. The goal of the explanations was not to explain
individual predictions of the system. All three explanations provide
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information about the ML-based curation system as a whole.
Participants used all three explanations six times. After reviewing the
recommendations and explanations with varying levels of system performance, participants rated how well the explanations supported their
understanding of the ML-based curation system and how helpful they
found the explanations. I also compare their understanding of the MLbased curation system to how well they think they understand Facebook’s News Feed algorithm. The analysis reveals an explanatory gap
between what is available to explain ML-based curation systems and
what users need to understand such systems. I call this the Explanatory Gap in ML-based Curation Systems. This gap exists for all three
explanations, regardless of whether they are designed to be simple, intuitive, or interactive. I also identiﬁed two distinct ways of interacting
with the ML-based curation systems. Both ways of interacting led to
worse accuracy, precision, or recall. This provides additional support
that a gap exists between what is available to the ML-based curation
systems and what is needed by users.

7.2

Study

As discussed in Chapter 2, Jugovac and Jannach selected several challenges in the area of result presentation and user feedback, including list design, visualization, explanations, user control, timing, and
methodology (Jugovac and Jannach, 2017).
Zhang and Chen (2018) provide a comprehensive overview of explainable recommendation research . They distinguish between explanations that are time-aware, location-based, social, or application-aware,
as well as explanations aimed at clarifying why certain items are recommended. Zhang and Chen found that many explanations focus on
the relevance of individual recommendations based on speciﬁc users
or speciﬁc items. Zhang and Chen conclude that there is a lack of
explainability regarding the output of recommender systems and the
recommendation model’s mechanisms. Informed by these ﬁndings, I
contribute an investigation that goes beyond explaining why individual news stories were selected. I examine ways in which the ML system
as a whole can be made understandable to users. This is important because such explanations allow users to quickly assess whether they can
rely on an ML-based curation system or not.
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Figure 7.1: The interface that journalists
used to train personalized ML-based curation systems by swiping.

Swiping Right: News Is Interesting

Swiping Left: News Is Not Interesting

With this chapter, I focus on the design and user control of explanations. For this, I selected three explanations based on the design criteria simplicity, intuitiveness, and interactivity. I explore user control
and how users can give feedback on the recommendations in an intuitive way.
I designed three explanations based on the design criteria simplicity,
intuitiveness, and interactivity regarding their helpfulness in the context of ML-based curation systems. These explanations make it transparent to users how well the system they are interacting with performs
and how well the system’s recommendations are personalized to the
user. This study addresses the following research questions:
• RQ4.1: Do explanations focused on simplicity, intuitiveness, and
interactivity improve expert users’ understanding of an ML-based
curation system?
• RQ4.2: Which of the explanations is perceived as the most helpful
in understanding curation systems?
• RQ4.3: How do expert users interact with an ML-based curation
system when they can change the system?
• RQ4.4: How does the ability to change the ML-based curation system affect system performance?
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To answer these research questions, I conducted an online study with
professional journalists who trained personalized ML-based curation
systems. The study consisted of two parts: rating news articles and
evaluating ML-based curation systems. Before the study, participants
were asked basic demographic questions regarding gender, age, and
highest education. In the study, participants rated individual news articles using a Tinder-like swiping interface. To the participants, the
task was described as follows:
For each message, you evaluate via swiping whether a news story is personally uninteresting to you (swipe left) or personally interesting (swipe
right).

The swiping interface was explained with a video. Participants rated
six blocks of 12 news stories. After each block, a new machine learning
model was trained. Participants were presented with personalized predictions by the systems and three explanations based on design considerations explained in this chapter At the end of the experiment – after
having used the explanations six times – participants rated the helpfulness of the three explanations: (1) system predictions (simplicity),
(2) performance metrics (intuitiveness), and (3) inﬂuential keywords
(interactivity). The question was always phrased as ‘To what extent did
X help you to evaluate the system?’ with a scale from ‘very little’ (0) to
‘very much’ (10). I compared the ratings by performing Mann-Whitney
U tests (Mann and Whitney, 1947). I used Mann-Whitney since my
data does not follow a normal distribution, and since I did not want
to make assumptions about how to interpret the differences in ranks.
Participants also rated how well they understood why the system includes certain posts, and others are not. The possible answers included
‘Not well at all’, ‘Not very well’, ‘Somewhat well’, ‘Very well’, and ‘Don’t
know’. I compared this to how well the participants understood why
certain posts are included in Facebook’s News Feed, a widely used MLbased curation system that does not provide such explanations. The
question and the answers were adapted from a survey conducted by
Pew Research Institute. The survey explored users’ understanding of
Facebook’s News Feed, which allowed me to compare my sample to
a nationally-representative sample from the United States of America (N=3,413) (Smith, 2019).
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Sampling and Participants
My sampling strategy was to recruit professional journalists who are
an ideal target audience to compare different explanations of ML-based
curation systems because journalists are familiar with the task of news
curation. This connects to prior research with extreme users, which
showed that they can provide rich insights into issues like customization in communication apps and can be generalized to other users (Choe
et al., 2014; Djajadiningrat et al., 2000; Griggio et al., 2019). Centering
my study on journalists as extreme users of news was a good way to
limit the possible biases that a lack of experience with news curation
would have introduced. Selecting, organizing, and presenting content
are core competencies of journalists. Journalists are trained to judge
what content is relevant and whether the content provided is balanced
and fair. I chose Germany as a ﬁeld site because surveys showed that
Germans have a comparatively high level of trust in the news they consume and because their trust in individual news brands is high (Newman et al., 2019).
To recruit journalists, I identiﬁed newsletters of journalism and communication science associations as well as online groups focused on
journalism on a career-oriented social network. I also contacted local
news outlets through their executive editors and their press spokespeople. On all channels, I published the same call for participation.
Participants were told that I research news recommender systems, that
Facebook and Twitter are examples for such systems, and that I want
to understand how such systems can be made more transparent and
understandable. Each participant had a chance to win one of ten 10€
vouchers or to have 10€ donated to charity. Seventy-seven percent of
participants decided to donate their incentive to charity.
Through this self-selection sampling, I recruited 25 professional journalists from Germany. The mean age of participants was 41.76 years,
with a standard deviation of 12.76. The youngest participant was 26.
The oldest participant was 70. Thirteen participants identiﬁed as male
(52%), ten as female (40%). Two chose not to disclose their gender.
My sample is highly educated. The vast majority of participants (84%)
have a university degree. All participants had a high-school equivalent
education.

177

ML-based Curation System
In the study, each participant trained a personalized news recommender
system on a binary text classiﬁcation task. Users interacted with the
Ml-based curation system through a web application. The ML-based
curation system’s task was to predict whether a news story is interesting
to a particular user or not. I developed the ML-based curation system
from scratch to be able to have full access to the ML model that is recommending the news and to be able to change the model. The machine
learning system in this study is based on a Gaussian Naïve Bayes classiﬁer. The Gaussian Naïve Bayes classiﬁer is a supervised ML algorithm
that applies Bayes’ theorem while assuming conditional independence
between words, e.g., Maron (1961) and Pedregosa et al. (2011a):

P ( y | x1 , . . . , xn ) =

P ( y ) P ( x1 , . . . x n | y )
P (x1 , . . . , xn )

(7.1)

I applied this to predict the interest in a story (y) given the nouns
(xi:n ) in the story. I selected the Gaussian Naïve Bayes classiﬁer as
one of the most efficient and effective inductive learning algorithms
for classiﬁcation (Ng and Jordan, 2002; Zhang, 2004). The Gaussian
Naïve Bayes classiﬁer is based on conditional probability, which makes
the classiﬁers efficient to compute, straightforward to manipulate directly, and comparatively easy to explain. To train the ML-based curation system, participants were presented with a diverse mix of randomly selected news articles, political articles, cultural articles, and articles about football. I collected 413 recent news articles from the German public-service broadcaster (ARD) and the news magazine with the
widest-circulation (DER SPIEGEL). For both the rating and the training
of the ML-based curation system, I used the nouns in the teaser of the
article, which empirically provided sufficient information for the prediction task in my investigation. To extract the nouns, I used the partof-speech tagger provided by SpaCy (Honnibal and Montani, 2017). I
removed the most common German words.

Explanations for ML-based Curation Systems
In this study, I compare three explanations that I designed based on the
design criteria simplicity, intuitiveness, and interactivity. The explanations include (1) system predictions (intuitiveness), (2) performance
metrics (simplicity), and (3) the most inﬂuential keywords (interactiv-
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Figure 7.2: Three explanations were
shown to journalists. 1. System Predictions, i.e. predictions grouped by the
confusion matrix, 2. Performance Metrics like accuracy, precision, and recall.
3. Inﬂuential Keywords and whether
their inﬂuence on the model is weak,
moderate, or strong.

ity). The explanations and their purpose were described to participants
using the information presented in the following sections. All three explanations provide insights about the overall performance of a system.
I focused on these explanations because individual explanations that
follow the schema ‘We think you could be interested in article X because you have read article Y’ do not help users judge the quality of an
ML system as a whole.
System Predictions
This explanation presents participants with all predictions made by a
personalized ML-based curation system. Participants were shown the
headlines of all news from the test set in the four groups of the confu-
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sion matrix (Müller and Guido, 2016). These groups include true positives (tp ), true negatives (tn ), false positives (fp ), and false negatives (fn ).
True positives (tp ) are interesting news stories that are correctly predicted as interesting news stories, true negatives (tn ) are uninteresting
news stories correctly predicted as uninteresting. False positives (fp )
are uninteresting news stories that are predicted as interesting. False
negatives (fn ) are interesting news falsely predicted as uninteresting. I
included the system predictions as intuitive explanations because they
present the predictions in a format that is similar to how news recommendations are encountered by users, e.g. Powers (2011), Amershi
et al. (2014), and Müller and Guido (2016).
Performance Metrics
I also presented the participants with the three most important performance metrics for ML systems: accuracy, precision, and recall, c.f.
Lewis (1991) or Goodfellow et al. (2016). Accuracy is deﬁned as the
t +t
percentage of correctly predicted news, i.e. t +t p +fn +f . While prior
p
n
p
n
research suggests that the most accurate recommender systems are not
always the most useful to users (McNee et al., 2006), accuracy remains
one of the most widely used ML metrics in textbooks, e.g. in Goodfellow et al. (2016) and Müller and Guido (2016). I included accuracy in
my effort to make the evaluation of recommender systems more usercentric. I also included precision as the proportion of the predicted
t
news that is relevant (Rijsbergen, 1979): t +p f . Recall is the proporp

p

tion of interesting news covered by the predictions (Rijsbergen, 1979):
tp
t +f . Such statistics are widely used as evaluation metrics in textp

n

books, c.f. Goodfellow et al. (2016) and Müller and Guido (2016) and
research papers, e.g. Baeza-Yates and Ribeiro-Neto (1999), Knijnenburg et al. (2012), and McLaughlin and Herlocker (2004). The performance metrics were selected for their simplicity. Accuracy, precision,
and recall all provide a single number that indicates the performance
of a system, thus reducing the complexity of evaluating the quality of
a system to a single, comparable number.
Inﬂuential Keywords
Participants were also presented with the Top-15 most inﬂuential keywords of the Naïve Bayes classiﬁer. The most inﬂuential keywords are
the words with the highest prior probability for the class interesting. To
render the prior probabilities of the Naïve Bayes classiﬁer more humaninterpretable, I scaled the probabilities to values between 0 and 100.
I classiﬁed the inﬂuence of a keyword on the prediction into the three
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categories weak, medium, and strong. Weak are keywords with a score
smaller than 25. Medium keywords have a score between 25 and 50.
Strong keywords have a score between 51 and 100. The thresholds were
determined empirically based on the experience gained from training
a large number of models.
The Inﬂuential Keywords explanation was motivated by work on interactive machine learning and the explainability of machine learning,
e.g., Stumpf et al. (2009), Kim (2015), and Selvaraju et al. (2016). The
approach is modeled after the feature importance that can be computed
for decision trees (Müller and Guido, 2016). I implemented it as a
Naïve Bayes classiﬁer, which allowed me to manipulate the posterior
probability of individual keywords directly. With a decision tree, this
would have have been much more complex because I would have had
to recompute the entire decision tree for each change.
Since prior research shows that interactivity inﬂuences the user experience of ML systems, e.g., Tullio et al. (2007), Stumpf et al. (2009),
and Amershi et al. (2014), I also investigated how users interact with
an ML-based curation system and how this affects system performance.
I compare the performance of the ML-based curation systems of those
participants who were able to change the inﬂuence of the keywords (interactive) to those who were not able to change the inﬂuence (static).
Half of the participants were able to change the inﬂuence of the Top-15
keywords. Those with even IDs were able to change the inﬂuence of the
keywords. Those with odd IDs were not able to change the inﬂuence.
The instructions for those who were able to interact with the ML-based
curation system read as follows:
You can change the inﬂuence of the different characteristics by clicking
on the buttons. This is taken into account by the system when making
the recommendations.

The notice was displayed on top of the Inﬂuential Keywords shown in
Figure 7.2. If a user changed the inﬂuence of a word to ‘weak’, I set the
probability of the word in the personalized ML model to the minimum
value of all available keywords. If a user changed the inﬂuence to ‘high’,
I changed the probability of the term to the maximum probability of all
available keywords. If they selected ‘moderate’, I set the probability of
the word to the mean plus two standard deviations. This formula was
determined by training a large number of ML-based curation systems.
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How much, if at all, do you feel you understand why certain
posts are included by the system in this experiment and
others are not?
Journalists (DE)
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How much, if at all, do you feel you understand why certain
posts are included by Facebook and others are not?
Journalists (DE)

Citizens (US)
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25
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Results

I presented expert users with the three explanations shown in Figure 7.2 and studied whether the three explanations support them in understanding the news recommendations they receive. Figure 7.3 shows
their responses. The large majority (60%) of participants stated that
their understanding of why the system included news stories was ‘not
very well’ (44%) or ‘not well at all’ (16%). Every third participant (36%)
said their understanding was at least ‘somewhat well’. This is worse
than how well they understood why Facebook’s News Feed algorithm
recommends certain posts. For the News Feed, the majority (56%)
self-assessed their understanding as ‘not very well’ (48%) or ‘not well
at all’ (8%). This means that the three explanations did not have a measurable effect on the self-reported understanding of users. I also found
no difference between those who were able to interact with the systems
and those who were not.
In the following, I compare the answers of the journalists in my study
to the U.S. citizens surveyed by Pew Research Institute (Smith, 2019).
The majority of U.S. citizens (53%) regarded their understanding of
Facebook’s News Feed as ‘not very well’ (33%) or ‘not well at all’ (20%). A
larger fraction of U.S. adults thought that their understanding of News

Figure 7.3: Users’ perceived understanding of the explanations in the study and
Facebook’s News Feed (in %). For Facebook, I also compare the understanding
of the participants to a sample of U.S. citizens (N=3,413) (Smith, 2019).
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Feed is ‘somewhat well’ (32%). 14% regarded their understanding of
the News Feed as ‘very well’. This implies that the explanations in my
investigation did not improve how well participants understood the
system and did not improve algorithmic transparency (RQ4.1).
Next, I review how the participants perceive the helpfulness of the explanations. Table 7.1 shows the ratings on an 11-point Likert scale.
Those who interacted with the keywords rated performance metrics
like accuracy, precision, and recall as the least helpful (with an average
rating of 2.67). System predictions, i.e., seeing the correct predictions
as well as false positives and false negatives, were rated as most helpful (4.67). The keywords received an average rating of 3.50. Those who
did not interact with the system rated the system predictions as least
helpful (3.54) and the keywords as the most helpful (3.85). The performance metrics were rated as 3.62.
All of these ratings are below the neutral condition of 5, which indicates that the helpfulness of all three explanations is perceived as low.
I found no signiﬁcant statistical differences between the explanations
as measured by the Mann–Whitney U tests, which means that the differences between the ratings could be due to chance. I also found that
the ability to interact with the system had no measurable effect. This
means that none of the explanations were considered helpful by the
participants (RQ4.2).

How Expert Users Interact With ML-based Curation Systems
The study allowed me to gain insights into how expert users interact
with news curation systems (RQ4.3). The 11 participants who were
able to interact with the model changed the importance of 269 keywords. All participants manipulated at least 5 keywords. More than
half (63.63%) assigned 10 or more keywords. One participant added
62 keywords. For the majority of keywords, the importance of the fea-

Table 7.1: The three explanations did not
help participants understand the personalized ML-based curation systems in
Study I. Participants rated the helpfulness from 0 (very little) to 10 (very
much).
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tures was changed to ‘weak’ (64.98%, 180 keywords). 16.97% of the
keywords were set to ‘medium’(47), 18.05% of the keywords were set to
‘strong’ (50). Table 7.3 shows the counts of keywords per participant.
In the study, I did not provide instructions on how to inﬂuence the
system. Participants were only told that they could change the inﬂuence of the different keywords by clicking on the buttons. They were
also told that this is taken into account by the system. Therefore, my
results provide insights into how users interact with an ML-based curation system that they have never used before. I identiﬁed two ways of
interacting with the system: Optimists and Pessimists. Optimists, i.e.,
participants C, D, F, and G, assigned a small number of keywords expressing strong interests. Pessimists, i.e., participants E, H, I, J, and K,
assigned a large number of keywords (>30) that express a lack of interest. Keywords in the category ‘strong’ are almost exclusively assigned
by individual participants: only two keywords – bvrfg (Bundesverfassungsgericht, the Federal Constitutional Court) and spahn (last name of
a German politician) – were set to strong by more than one person. A
similar long-tail phenomenon can be observed for the keywords rated
as ‘medium’, where only six words, e.g., trump or berliner, were manipulated by more than one person.
Table 7.2 shows that ML-based curation systems where participants
changed the importance of keywords performed considerably worse
than those where they did not (RQ4). For systems trained with 60 news
stories, ML-based curation systems without participant keywords have
12.84% better accuracy, 15.17% higher recall, and 22.44% better precision. This comparison is based on 5-fold cross-validation.
Table 7.3 shows the number of keywords changed by each of the partic-

Table 7.2: The table shows that participants changing the inﬂuence of keywords (interactive) led to worse system
performance as measured by accuracy,
precision, and recall.
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ipants and how it affects the system performance. Interactive systems
for which participants changed a small number of keywords expressing
interest performed much better than systems trained by participants
that assigned a large number of keywords expressing a lack of interest.
One possible explanation for this could be that the keywords selected
by participants are not suited to guide ML systems in capturing participants’ interests. This is especially surprising considering the framing
of the interaction. Participants were not able to freely choose keywords.
They only reranked the keywords proposed by the ML-based curation
system.
Nevertheless, the changes they made led to worse system performance.
To investigate this further, I compared the most inﬂuential keywords
for static and interactive systems. I found a large intersection set between the two: 10 of the 15 keywords are the same. Nevertheless, the
systems where participants changed the keywords performed much
worse. This suggests that the keywords selected by the participants
have detrimental effects on the systems’ prediction performance.

Table 7.3: The number (N ) of keywords
per participant, how the inﬂuence of individual keywords was rated, and how
this affected the system performance of
the ML-based curation system as measured by accuracy, precision, and recall.
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7.4

Discussion

I studied explanations in the context of ML-based curation systems.
This means that my ﬁndings are particularly relevant for those who
want to apply ML to recommend news or other content like books,
songs, or videos. I found no differences between simple, intuitive,
and interactive explanations. None of the three explanations were perceived as helpful by the expert users. Only the intuitive explanation
that showed system predictions was rated close to the neutral condition of 5 on the 11-point rating scale. This could imply that the best
way to explain an ML-based curation system would be showing the
system predictions. This, however, would have some important disadvantages. Unlike ML metrics like accuracy, precision, and recall (simplicity), or the most inﬂuential keywords (interactivity), it is hard to
compare two systems based on their predictions (intuitiveness). Moreover, the goal of news curation and other ML systems is automation.
Evaluating systems by reviewing individual predictions requires a signiﬁcant time investment. This means that even though system predictions are the most highly rated, they are the least practical of the
explanations that I considered. One possible explanation for their appeal is that in contrast to the performance metrics and the inﬂuential
keywords, the system predictions are directly interpretable and easy
to understand. Correct predictions, false positives, and false negatives
are straightforward to understand. Overall, my results imply that common strategies of exposing ML systems focused on accuracy, precision,
and recall (simplicity) or the most inﬂuential keywords (interactivity)
could be an overextension for users. Therefore, I conclude that intuitiveness is the best paradigm of the three that I tested, even though
it was not rated highly in absolute terms. Further research is needed
to corroborate this, but considering my highly educated sample of expert users familiar with the curation task, it would be surprising if less
experienced users beneﬁt from the more complex explanations.
I found that participants interact with a news curation system when
they have the chance. All participants manipulated at least ﬁve keywords. I also identiﬁed two ways of interacting: Optimists, who assigned a small number of keywords expressing strong interest, and Pessimists, who assigned a large number of keywords expressing a lack of
interest. The two ways of interaction had a strong inﬂuence on system performance. Systems trained by Pessimists performed considerably worse than Optimists’ systems. Both performed worse than MLbased curation systems that did not allow user interaction. This means
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that the keywords that are important to participants are not the keywords that are important for the ML-based curation system. This poses
signiﬁcant challenges regarding the direct manipulation of ML-based
curation systems and might limit the possibilities for the interaction
with ML-based curation systems. This is especially problematic because the Gaussian Naïve Bayes classiﬁer used in this investigation is
a straightforward application of conditional probability, which means
that the poor performance is not merely a limitation of this speciﬁc
classiﬁer. My ﬁndings extend to other statistical machine learning classiﬁers based on conditional probability. They show that the mathematically important words do not correspond to the words that the user
considered to be most important.
My ﬁndings imply that the three approaches to expose ML-based curation systems are misguided and need to be reconsidered. None of the
three explanations are perceived as helpful by expert users. The explanations did not improve participants’ understanding of the ML-based
curation system. More than half of the participants said their understanding of the system is ‘not very well’ (33%) or ‘not well at all’ (20%).
This is comparable to how well they think they understand Facebook’s
News Feed and how well Facebook’s News Feed is understood by the
average U.S. citizen (Smith, 2019). This implies that the explanations
did not improve understanding. I found that providing few keywords
expressing interest is more effective when users are directly changing
the weight of speciﬁc keywords, at least for the Gaussian Naïve Bayes
classiﬁer in my investigation. A possible explanation for this would
be that the keywords selected by users are not suited to guide the machine learning system in capturing user interest. The mathematically
important words (ML perspective) are very different from those that
are psychologically important (user perspective).

Explanatory Gap in ML-based Curation Systems
The results indicate a lack of coincidence between the information that
can be extracted from an ML-based curation system and the information that is meaningful to users. Based on these ﬁndings, I introduce
the Explanatory Gap in ML-based Curation Systems to describe the gap
between what is available to explain ML-based curation systems and
what users need to understand such systems. This has important implications for a large body of research on how to explain ML systems,
e.g. Stumpf et al. (2009), Kim (2015), and Ribeiro et al. (2016). The Explanatory Gap in ML-based Curation Systems connects to research on
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the semantic gap in multimedia, which Smeulders et al. (2000) deﬁned
as a:
[L]ack of coincidence between the information that one can extract from
the visual data and the interpretation that the same data have for a user
in a given situation

The Explanatory Gap also connects to the social-technical gap, one of
the central challenges of the CSCW communities.
Ackerman (2000) deﬁned the social-technical gap as:
[T]he great divide between what we know we must support socially and
what we can support technically.

While the socio-technical gap concerns the lack of technical mechanisms to support the social world, I identiﬁed a similar gap regarding
the lack of technical mechanisms to support individuals that face complex ML-based systems. Like the social-technical gap, the Explanatory
Gap in ML-based Curation Systems is unlikely to go away. It is a conceptual framing that can encourage researchers to understand better
what is available to explain ML-based curation systems and what is
needed by users.
I hope to encourage further research on how to approach and manage
this gap. ML systems’ intricate inner workings pose substantial challenges for how ML-based curation systems should be exposed and how
much users can understand about an ML-based curation system. With
the Explanation Gap, I provide a conceptual framing for the issues connected to algorithmic transparency and algorithmic experience.
I found it surprising that the Explanatory Gap in ML-based Curation
Systems was not addressed in prior research on explanations like Ribeiro
et al. (2016) or Strobelt et al. (2016). One explanation for this could
be that none of these ML explanations were evaluated in experimental user studies. Therefore, I strongly encourage other researchers to
design explanations for ML-based curation systems and evaluate these
explanations in user studies.

Limitations
The study was conducted on a gender-balanced sample of professional
journalists from Germany. Informed by previous work aimed at gain-
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ing rich insights into novel application contexts, e.g. Griggio et al.
(2019), Choe et al. (2014), and Djajadiningrat et al. (2000), I centered
this investigation on extreme users of news.
The professional experience of expert users like journalists could have
shaped their perception of how news curation should work and what
explanations they consider as helpful. While this potentially limits the
generalizability of these ﬁndings, if expert users familiar with the task
of news curation do not beneﬁt from explanations, it is unlikely that
users without this background will be able to beneﬁt from the explanations.
This chapter focuses on content-based recommendations. This means
that the system evaluated in the investigation is a simpliﬁcation of the
complex socio-technical systems used on social media platforms like
Facebook. Such systems do not rely on one source of information. They
also take factors like the recency of the content, the popularity of the
content with other users, co-visitation counts, and more aspects into
account, c.f. Covington et al. (2016) and DeVito (2017). However, content is an important information source for explanations that have not
been widely investigated yet (Zhang and Chen, 2018).
I mitigated possible order effects by presenting the three explanations
at the same time. This allowed participants to compare the explanations directly. Based on this study’s setup, I expected framing effects
but found that none of the explanations were regarded as helpful despite the setting of the study. To ensure that the performance of a system does not inﬂuence the assessment of the explanation, participants
reviewed each explanation several times for different systems with different levels of system performance.
My ﬁndings are limited by the high level of education of the participants. The large majority of participants had a university degree (84%).
However, if even this highly educated subset of the population did not
understand these explanations, less educated participants are unlikely
to understand them better. Furthermore, I compared the participants’
understanding of Facebook’s News Feed to a nationally representative
sample of U.S. citizens (Smith, 2019) and found that my ﬁndings are
generalizable beyond the expert users.
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7.5

Conclusion

This chapter introduces the Explanatory Gap in ML-based Curation
Systems, which describes the gap between what is available to explain
ML-based curation systems and what users need to understand such
systems. To improve users’ understanding of ML-based curation systems and inform algorithmic transparency research, further research
should explore how such systems should be exposed to users and how
the systems’ predictions can be explained. I hope to motivate further
experimental studies that explore explanations with real-world tasks
like news curation. I believe that overcoming the explanatory gap requires a broader research agenda with input from diverse actors, including designers, ML engineers, psychologists, and user experience
experts. I propose conducting within-subject studies to advance ML
explanations and algorithmic transparency. Qualitative investigations
are needed to explore why the explanations are not perceived as helpful by users. Explorative design studies will be crucial to examine
what kind of explanations can help users understand their recommendations. Considering the challenges and the importance of the issue,
I hope that this chapter motivates other researchers, especially those
with a background in design, to envision novel ways that enable users
to understand why individual news stories are recommended to them.

7.6

Implications for the Thesis

The ﬁndings presented in this chapter allow answering the fourth research question regarding how ML-based curation systems can and should
be explained. The Explanatory Gap in ML-based curation systems poses
fundamental questions regarding if and how ML-based curation systems can be explained to users. This has important implications for
the socio-technical system around machine learning. ML practitioners
and all others that interact with ML-based systems need ways to assess
a system’s quality. This chapter reveals the fundamental limitations of
such systems, which poses the question of what alternative approaches
might be preferable. The Explanatory Gap in the chapter motivated the
ﬁfth research question that explores what audits can reveal about MLbased curation systems. Therefore, the next chapter explores audits as
an important alternative to explanations in Chapter 8.
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8
Auditing an ML-Based
Curation System
This chapter addresses the ﬁfth research question, demonstrating how
much audits can reveal about ML-based curation systems.
The ﬁndings presented in this chapter are the result of a research project
conducted with Hendrik Hoch, Andreas Breiter, and Yannis Theocharis.
My individual contribution as the lead investigator of the project is
documented in Chapter 1. Considering the collaborative nature of the
project, the chapter is written using the ﬁrst person plural.

8.1

Introduction

In this chapter, I examine audits as an alternative to explanations. I
demonstrate how audits can be used to assess whether YouTube, the
second most frequently visited website on the Internet, presents users
with increasingly extreme content. The chapter is focused on YouTube,
since an important research gap exists regarding what is recommended
by YouTube’s ML-based systems for political topics and whether the
recommendations are biased, c.f. Arthurs et al. (2018) and Hilbert et al.
(2018). This research gap is especially problematic considering video
recommendations of political topics and news, which have special requirements regarding fair and balanced reporting and the protection of
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minorities. We, therefore, put a special focus on political topics in the
Federal Republic of Germany (2016), where the law Rundfunkstaatsvertrag (Interstate Broadcasting Agreement) enforces that broadcasting services report in a fair and balanced manner that takes minority views
into account.
Over the last decade, political information environments have undergone signiﬁcant changes (van Aelst et al., 2017), with the rise of social media as sources for political information leading to new forms
of news consumption (Matsa and Shearer, 2018). Social networking
sites like Facebook and Twitter have become relevant sources of political news, which increasingly raised questions about their role in aiding citizens to become better-informed (van Aelst et al., 2017). Meanwhile, the political relevance of video-sharing sites like YouTube is still
mostly unknown. This creates an important gap in the literature, especially since a politically informed citizenry is one of the cornerstones
of a well-functioning democracy (Delli Carpini and Keeter, 1997). It is
thus unsurprising that there has been an increasing concern about the
role of the ML-based curation system in inﬂuencing political opinion
and pushing users towards politically extreme content.
After the 2017 Las Vegas shooting, Buzzfeed reported that YouTube’s
ML-based curation system was recommending conspiracy theories about
the background of the crime and the perpetrator, thus luring users
into a rabbit hole of conspiracy or hyperpartisan videos (Warzel, 2017).
Similar allegations have been made in the context of the 2018 Chemnitz protests in Germany, where the stabbing of a German citizen by
foreigners spawned street demonstrations and rioting. According to
the New York Times, a large far-right protest was fueled by YouTube
recommendations. Users who wanted to inform themselves about the
stabbing were directed towards extremist videos by the ML-based curation system (Fisher and Bennhold, 2018). The Times cites an analysis
of Chemnitz-related videos, which suggests that YouTube’s recommendations consistently directed users towards ‘predominantly conspiracy
theorist or far-right’ videos about the incident. Despite these media
reports, there is little systematic research aimed at understanding the
recommendations provided by YouTube’s ML-based curation system.
Theoretical models and past research on media effects during events
such as electoral campaigns offer little theoretical or empirical ground
for assuming that YouTube could have direct persuasive or mobilizing
effects (Kalla and Broockman, 2018). Therefore, the goal of this chapter
is to audit YouTube’s recommender system and the potential algorithmic biases the system enacts in regards to the popularity, topicality,
and emotionality of political content.
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To thoroughly understand ‘radicalization’ on YouTube and how it inﬂuences the behavior of users, research has to show:
1. that YouTube is presenting users with increasingly extreme content
2. that this extreme content negatively affects their attitudes
3. that this affects their intentions
4. that this changes their behavior
This chapter addresses (1) and focuses on the scenario observed in
Chemnitz, where YouTube users who want to inform themselves about
a new topic encounter extremist or hyperpartisan videos in a comparatively short watch session of ten videos or less. This chapter investigates whether people are consistently directed towards more extreme
videos on a certain issue. To this end, we analyze YouTube’s recommendations for political topics from Germany. These recommendations
were collected using a Random Walk approach. Each random walk
consists of an initial video and a chain of ten recommendations. For
each video in the chain, we randomly selected one of the top ten video
recommendations in the right sidebar next to the video. To understand
how popularity affects the recommendations, we analyzed how metrics
like the number of views and likes changed between the initial videos
and the recommendations. We also performed an in-depth qualitative
analysis of a subset of videos to examine how closely related the followup recommendations are to the topics initially entered into the search
bar. Motivated by existing research on the emotional impact of how
news is framed and the well-studied and vital consequences of how it
impacts opinion formation (Kühne and Schemer, 2015), we also examined whether the videos consistently evoke certain emotions.
For the political topics we investigated, we do not ﬁnd evidence that
YouTube is pushing users towards politically extreme content by consistently suggesting more extreme videos. Rather than leading down a
rabbit hole by zooming in on a speciﬁc political topic, the videos in the
recommendations quickly changed subjects. The recommendations in
our investigation are also not related to any of the political topics that
we used as search terms. Overall, we found that the recommendations
were pushing increasingly more popular content as measured by the
number of views and likes. Based on the self-evaluation of three raters
who watched the videos, we also found that the sadness evoked by the
videos decreased signiﬁcantly, while the happiness increased. We provide explanations for these ﬁndings and discuss their implications for
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the study of video recommendation platforms like YouTube.
This study is focused on political topics because citizens’ political information consumption has important consequences for opinion formation and, ultimately, for democratic health (Delli Carpini and Keeter,
1997). This focus is informed by Crawford (2015), who examined the
kind of politics that algorithms instantiate. She characterizes platforms
like YouTube as ‘highly contested online spaces of public discourse’ and
problematizes algorithms’ role in producing clear winners.
This chapter is informed by Munger and Phillips (2019), who challenge
the emerging journalistic consensus that recommender systems play a
central role in promoting extreme political content on YouTube. Informed by their analysis of large-scale longitudinal descriptive information about the supply of and demand for alternative political content, they argue that YouTube has affordances that make content creation easy for fringe political actors. These actors tap into an existing
base of disaffected individuals. These individuals are alienated from
the mainstream and susceptible to parasocial relationships that serve
as a stand-in for real sociality. This suggests that YouTube’s ML-based
curation system is only one part of a complex socio-technical system
in which extreme and radical content thrives. Nevertheless, YouTube
has a strong inﬂuence on the content viewed on its platform. Burgess
et al. (2008), for instance, think that YouTube ‘can be seen as the “patron” of collective creativity, inviting the participation of a very wide
range of content creators, and in so doing controlling at least some of
the conditions under which creative content is produced’.
In this chapter, we also investigate the role emotions play in video recommendations. This was motivated by newspaper reports that suggest that the conspiracy or hyperpartisan videos in the 2018 Chemnitz protests in Germany hooked viewers in by triggering emotional
responses (Fisher and Bennhold, 2018). Prior work on the communication of emotions by Derks et al. (2008) suggests that computermediated communication is as emotional and as personal as face-toface communication. While online and offline communication is similar, emotion communication is more frequent and more explicit when
mediated through computers. According to Cosley et al. (2003), the
psychological literature on conformity suggests that a system that helps
people make choices affects people’s opinions. This is especially problematic in the context of political topics. Epstein and Robertson (2015)
showed that biased search engine results could shift the voting preferences of undecided voters by 20% or more. Even worse, the shift can
be much higher in some demographic groups, and the search ranking
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bias can be masked so that people are not aware of the manipulation.
A long tradition in political psychology has established a strong link
between emotion and cognition. It shows that different emotions have
different attitudinal and behavioral consequences – many of which are
democratically useful (Roseman, 1991). Emotions like enthusiasm and
fear, for example, have been found to encourage public attention to
politics and motivate involvement in political affairs and election campaigns (Marcus et al., 2017). When it comes to digital media, prior
investigations were based on the emotions felt by the participants in
response to multiple videos.
Kramer et al.’s (2014) work on emotional contagion on Facebook suggests a signiﬁcant potential for strong effects by online social networks.
They show that reducing the amount of content with positive emotions
leads people to produce less positive content. Increasing the amount
of positive content makes people produce more positive content. The
results indicate that emotions shared on Facebook are inﬂuenced by
the emotions encountered on Facebook. Lee (2012) studied emotional
expressions on YouTube in the context of the death of Michael Jackson, uncovering emotions like sadness, grief, anger, and frustration in
user comments. She analyses the important role that YouTube plays
in facilitating emotional expressions and shows how users can depend
on content provided by YouTube to meet their emotional needs. Thus
extending on Ball-Rokeach and DeFleur’s (1976) Media System Dependency theory, which predicts that the emotional response of individuals
on their environment is changed by media consumption. Ball-Rokeach
and DeFleur (1976) further argue that media information resources are
a crucial condition for altering audience beliefs and behavior.

8.2

Study

We present a quantitative investigation that examines YouTube’s recommendations in regards to their popularity, the topics they cover, and
their emotional content. Since our investigation is focused on political issues, we selected nine political topics from a representative telephone poll conducted on behalf of a German public broadcasting service (WDR, 2018). The topics included the most pressing issues for
German citizens at the time. The topics are asylum and refugees, the
trade conﬂict with the USA, digitalization, protection against crime,
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climate change and the energy transformation, social policy (e.g. the
development of pensions), the creation of affordable housing, school
and education policy, and the situation in elderly care.
We used the Random Walk method, which has been previously applied
to study YouTube (Smith et al., 2018). We performed 150 random walks
that always followed the same procedure:
1. we randomly picked one of nine political topics from Germany
2. entered the topic in German into the YouTube search bar
3. randomly picked one of the top ten search results
4. saved the video page and watched it for a random number of seconds
5. randomly chose one of the top ten video recommendations displayed
in the right sidebar next to the video
6. repeated this ten times
This means that the 10th recommendation is based on the initial video
and the nine recommendations that preceded it. This allowed us to obtain a large number of video recommendations. Overall, we collected
1,650 videos in 150 random walks, including 150 initial videos based
on the search results and 150 videos at each step in the chain of recommendations. Each random walk is a representative simulation of a
user session that would have lasted several hours and in which a user
would have searched for a particular political topic for the ﬁrst time.
To perform the random walks, we simulated a regular web user by remote controlling a browser. We collected between 12 and 25 random
walks per topic. For each random walk and each topic, we started a
new browser instance and cleared all cookies. All random walks were
collected in May 2019 with the same laptop, on the same network, and
with the same IP address. The investigation was conducted from the
network of a large campus university in a large city in Germany.
This chapter addresses the following research questions:
• RQ5.1: How does the popularity of recommended videos as measured by views and likes change between recommendations?
• RQ5.2: Do the recommendations stay on topic or can a topic drift
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be observed?
• RQ5.3: How does the emotional content of the videos change between recommendations?
We used all 1,650 videos to answer RQ5.1 regarding the popularity
of the content. To investigate whether the videos’ content changed,
three independent raters (one male, two female) rated a subset of the
videos. The content analysis was required to answer RQ5.2 and RQ5.3.
For the content analysis, we randomly selected three random walks for
each of the nine topics and coded three videos per random walk: the
initial video, the 5th recommendation, and the 10th recommendation.
The decision to select the 5th and the 10th recommendation for the
in-depth analysis was made at the beginning of the study, i.e., before
reviewing any of the material and before we performed any kind of
analysis. The raters reviewed all videos in the same randomized order.
They were not aware of the research questions and did not know about
the goals of the investigation. Each rater was required to watch at least
ﬁve minutes of each video before making his or her decision to get a
good idea about a video’s content and valence. The raters also assessed
how closely related the videos are to the political topics. For each video,
they had to review the list of topics, ﬁnd the topic that the video was
most related to, and rate how related they thought it was to that topic.
The scale ranged from ‘not related at all’ (0) to ‘very related’ (10).
For each video, the raters were also asked to ‘Please tell us how much
you feel each of the following emotions while watching the video’. They
rated whether the videos evoked sadness or happiness on an 11-point
Likert scale from ‘least’ (0) to ‘most’ (10). For the comparison, we relied
on the mean ratings of all three raters as a measure of central tendency.
All raters were in their early to late twenties. To investigate whether the
number of views and likes changed between the recommendations, we
performed non-parametric two-tailed Mann-Whitney U tests to compare the independent samples. We used Mann-Whitney since our data
does not follow a normal distribution, and since we did not want to
make assumptions about how to interpret the differences in ranks. We
checked the inter-rater agreement for the in-depth analysis by computing Krippendorff’s alpha for our ordinal, not normally distributed data.
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Figure 8.1: The boxplots show the number of views of the initial videos and the
1st to 10th recommendations.
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Results

In the following, we will report our results. First, we will consider the
popularity of the recommended videos. After that, we will describe
how we analyzed the content in the videos. Based on this analysis, we
will investigate the topic drift of the recommendations. Finally, we will
explore the emotional content of the videos.

Popularity of Recommended Videos
For RQ5.1, we investigate whether the popularity of recommended
videos changes between recommendations, i.e., whether the 5th recommendations are more popular than the initial videos and whether
the 10th recommendations are more popular than the 5th recommendations. For this, we operationalized popularity as the number of views
and likes. We included both because views are an implicit measure of
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Figure 8.2: The boxplots show the number of likes of the initial videos and the
1st to 10th recommendations.
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popularity, while likes are an explicit measure of popularity. Regarding views, it also remains unclear how many seconds a video must be
watched before it counts as a view.
We found that the recommendations become signiﬁcantly more popular. Figure 8.1 shows boxplots of the views for the initial videos and
the n-th recommendations, Figure 8.2 shows boxplots for the likes. For
both, a steep increase from the initial videos to the recommendations
can be observed. The boxplots show that the median number of views
is increasing the longer recommendations are followed. Table 8.1 provides the median and mean number of views and likes. Comparing the
initial videos and the 5th recommendations, a substantial increase in
views and likes can be observed, especially between the initial videos
and the 5th recommendations. While the initial videos have a median of 9,500 views, the 1st recommendations have a median of around
200,000 views (Figure 8.1). After following a chain of ten recommendations, the videos have a median of almost 300,000 views. The number
of likes increases signiﬁcantly, too. The initial videos have a median
of 170 likes, while the 5th recommendations have a median of 1,404
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Recommendations
Metric

Views

Video

5th

10th

Overall

Mdn.

9,590

224,353

293,789

249,754

X

93,879

467,457

838,232

602,292

σ

212,762

820,982

2,005,223

1,681,245

170

1,404

1,788

1,852

X

2,213

4,143

7,998

5,328

σ

6,823

10,664

31,183

16,198

Mdn.
Likes

Mann-Whitney U tests
Metric

Views

Likes

Comparison between

U

p

Video

5th Rec.

3728.5

0.0000 ***

Video

10th Rec.

3167.0

0.0000 ***

5th Rec.

10th Rec.

9819.5

0.0570

Video

5th Rec.

4796.5

0.0000 ***

Video

10th Rec.

4874.0

0.0000 ***

5th Rec.

10th Rec.

10471.0

0.3001

likes. This further increases to over 1,700 for the 10th recommendations. Two-tailed Mann–Whitney U tests support the ﬁnding that the
number of views and likes changes between the initial videos and the
recommendations. The results in Table 8.2 show statistically signiﬁcant
differences between the initial videos and the 5th recommendations as
well as the initial videos and the 10th recommendations.

Content Analysis of Videos
For this study, we also investigated the content of the videos. The goal
of our investigation was to compare the relative change in topics and
emotions between the recommendations. To investigate this, we relied
on ratings provided by independent raters. Overall, the three raters
reviewed 76 videos, not 81 videos, because ﬁve videos were deleted
between the time we performed the random walks and the time the
raters reviewed the videos.
We computed Krippendorff’s alpha coefficient (α) for ordinal data to

Table 8.1: The median (Mdn.), mean (X),
and standard deviation (σ ) of views,
likes, and channel subscribers for the
initial videos (N=150), as well as the
5th (N=150), 10th (N=150), and all recommendations (N=1,650).

Table 8.2: Two-tailed Mann–Whitney U
tests conﬁrm signiﬁcant differences between the views and likes of the initial
videos and the recommendations (p <
.0001).
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Figure 8.3: How related a video is to
the nine topics in our investigation decreased signiﬁcantly between the initial
video and the 5th recommendations.
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get some indication of how much the raters agreed. Krippendorff’s alpha is a generalization of several inter-rater agreement statistics. When
discussing the inter-rater agreement, we refer to the terminology by
Landis and Koch (1977). Based on Krippendorff’s alpha, we found substantial agreement regarding how similar the videos were to the topics
in our investigation (.765) and the sadness evoked by the videos (.613).
We found a moderate agreement for the happiness (.441) of the videos.
To put the inter-rater agreement into perspective, we compare our results to prior work.
Emotion recognition is a challenging problem for humans and machine
learning systems, especially in videos (Dhall et al., 2015). Inter-rater
agreement for affective content analysis in videos is expected to be considerably lower than the agreement expected for other coding tasks in
the social sciences. For instance, Abrilian et al. (2005) report an interrater agreement as measured by Cronbach’s alpha of 0.254 for intensity
and 0.574 for the valence of French video clips. Baveye et al.’s (2015)
video database LIRIS-ACCEDE reports a Krippendorff’s alpha of 0.191
for arousal and 0.180 for valence. We, therefore, conclude that we have
a satisfactory inter-rater agreement for a relative comparison.

Topic Drift of Recommendations
In the introduction, we addressed the issue of a potential rabbit hole
effect that led users to increasingly polarized videos about a speciﬁc
issue. The motivating examples from Las Vegas and Chemnitz indicated that the video recommendations might lead users who want to
inform themselves about a new topic to increasingly extreme or hyper-
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Figure 8.4: Boxplots of happiness evoked
by the initial videos, the 5th recommendations and the 10th recommendations.
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partisan videos. To investigate whether this is the case, the raters coded
how relevant each video was to the list of topics that we provided. Our
raters consider the initial videos to be very related to the political topics
that we used as search terms. The median topic similarity rating of the
initial videos was 8. This decreased dramatically to 0.83 after following only ﬁve recommendations. The similarity remains very low for
the 10th recommendations, with a median rating of 1.00. Figure 8.3
shows the boxplots of the ratings, whose interquartile ranges are decreasing. A two-tailed Mann-Whitney test indicated that the topics in
the videos changed between the initial videos and the 5th recommendations, U = 607.5, p = .0000, and between the initial videos and the
10th recommendations, U = 638.5, p = .0000. All the results indicate a
strong topic drift. Recommended videos are about signiﬁcantly different topics than the initial videos, which are based on the search results
for the political topics that were entered into YouTube’s search bar.
The topic drift we found has signiﬁcant consequences for how suitable
YouTube is as a provider of news. The ML-based curation system’s tendency to recommend unrelated videos may inhibit YouTube’s potential
to provide relevant content to those who wish to use it to access information about current political issues.

Emotions Evoked by the Recommendations
Finally, we investigated how the emotions evoked by the videos changed
between recommendations. The raters evaluated on an 11-point Likert
scale from ‘least’ (0) to ‘most’ (10) whether the videos made them feel
happy or sad. The goal of this was to investigate relative change be-
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Figure 8.5: Boxplots of the sadness
evoked by the initial videos, the 5th recommendations and the 10th recommendations.
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tween the initial videos and the recommendations. Figure 8.4 shows
boxplots of the happiness evoked by the videos. The happiness changes
from a median of 0.00 for the initial videos to a median of 2.00 for
the 5th and 10th recommendations. While 75% of initial videos have
a happiness rating between 0.00 and 2.00, more than half of the 5th
and 10th recommendations have a happiness rating higher than 2.00.
While the changes are small, two-tailed Mann-Whitney tests in Table 8.3 suggest that the differences between the initial videos and the
recommendations are statistically signiﬁcant.
Regarding the sadness evoked by the videos, the trend is the opposite. The median ratings in the boxplots in Figure 8.5 move from 1.67
for the initial videos down to 0.00 (5th) and 0.33 (10th). While more
than half of the initial videos have a sadness rating higher than 1.67,
75% of the 10th recommendations have a rating smaller than 1.00. The
Mann Whitney U tests in Table 8.3 show that these differences are also
unlikely due to chance. For happiness, all changes are signiﬁcant at
p < 0.01. For sadness, the differences between the initial videos and the
5th recommendations are signiﬁcant at p < 0.05.
Our results show that the recommendations on YouTube are becoming
increasingly more popular, more related to positive emotions, and less
related to the initial political topics that we used as search terms.

Table 8.3: Two-tailed Mann–Whitney
U tests show signiﬁcant differences between the initial videos and the 5th recommendations and the initial videos and
the 10th recommendations for sadness
and happiness. At p < .01 (**) for happiness and p < .05 (*) for sadness.
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8.4

Discussion

In this chapter, we investigated YouTube recommendations for nine political issues from Germany. We found that YouTube’s ML-based curation system has a strong tendency to recommend popular content.
This is in line with prior work by Smith et al. (2018) that performed
more than 174,000 random walks and analyzed more than 346,000
unique recommended videos. Considering some important differences
in methods, our ﬁndings are especially noteworthy. The random walks
by Smith et al. (2018) exhibit a strong popularity bias since they used
videos from the 14,000 most popular English-language YouTube channels (with at least 250,000 subscribers) as their starting point for the
random walks. Unlike Smith et al. (2018), our investigation was based
on the search results for current political topics. We also investigated
the number of likes, which are a more explicit indicator of popularity (Lee et al., 2016). We found that the recommended videos based
on search results are becoming increasingly popular, both measured by
how many times a video was viewed and how many likes a video received. Therefore, we corroborate Smith et al.’s (2018) ﬁndings in the
context of German political topics and in a setting that is much closer to
a typical YouTube watching session. Our investigation was performed
in German and used political topics as a starting point. We did not rely
on YouTube’s API but simulated real users by remote-controlling a web
browser. All differences considered, our results conﬁrm that YouTube
is guiding users towards increasingly more popular content. Our investigation indicates that one year after Smith et al.’s (2018) analysis,
the popularity bias of the recommender system had not changed. It is
also noteworthy that the top search results, i.e., the initial videos that
were returned for our searches, are signiﬁcantly less popular than the
recommendations. We think that this is surprising and invite further
research to investigate this.
YouTube Creators (2017b) markets its recommender system as ‘a sophisticated algorithm to match each viewer to the videos they are most
likely to watch and enjoy’. We found that popular, unrelated content
is king. Our results indicate that while the ﬁrst search results are relatively close to a given topic, the 5th recommendations are already very
far from any of the topics in our investigation. To the raters, we presented the videos in the same randomized order. This means that when
the raters evaluated how relevant the videos are to the topics, they did
not know which topic each video initially belonged to. Instead, they
were asked to select the most relevant topic and rate the video in rela-
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tion to this topic.
Nevertheless, the topical relevance of the videos was low. We can,
therefore, conclude that the recommended videos are not even about
political topics. We found no indication that people are consistently
directed towards more extreme videos on a certain issue. This is surprising considering published work that indicates YouTube is or was
based on association rule mining (Davidson et al., 2010) and that the
videos a user watched and the search query tokens are taken into account to recommend videos (Covington et al., 2016). However, from a
platform perspective, where longer watch times result in more shown
ads, which lead to more money, this makes sense. It also connects to
Harper’s (2017) investigation of the big data public and its problem.
Our investigation shows that YouTube’s ML-based curation system is
a prime example of the recentering of public engagement around the
complementary interests of the broad majority and proﬁtability. Moreover, the number of likes of the videos, which can be interpreted as a
sign of virtual endorsement (Lee et al., 2016), increased signiﬁcantly.
This means that the content presented by the recommender system did
not just show videos that people watched more, but content that a large
group of people explicitly endorsed.

Reporting Standards for ML-based Systems
The popularity bias for political topics that we discovered is problematic from a democratic point of view. If the same laws that apply to private broadcasting services in Germany would be applied to YouTube’s
ML-based curation system, the popularity bias we discovered could violate Article 25 (1) of the German Interstate Broadcasting Agreement
(Federal Republic of Germany, 2016). The nationwide law for radio
station and television licensing states:
The content of private broadcasting must generally indicate a plurality
of opinion. Important political, ideological and social groups shall be
given adequate opportunity to express themselves in the full programme
services; minority views shall be taken into account.

Our investigation showed that YouTube’s recommendations for political topics mainly focus on popular content that resonates with the majority.
While it can be assumed that the vast majority of relevant political,
ideological, and social groups are represented in the vast amount of
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content on YouTube, their ML-based curation system is responsible for
70% of the videos that users watch (Solsman, 2018). The role of the
ML-based curation system, therefore, requires special attention. We
showed that the number of views and likes is increasing signiﬁcantly
for the recommendations. This could imply that popularity, as measured by likes and views, is the deﬁning factor for selecting recommendations. If this is the case, then minority views are not adequately taken
into account by the recommender systems. This is especially concerning for the political topics that we investigated. Controversial political
topics require a balanced presentation of all arguments in a way that
weighs the pros and cons. The increase in popular, off-topic recommendations that we found suggests that the curation system is not suited
to help users inform themselves about complex political issues. The
bias for popularity we discovered also poses the question of whether
all political, ideological, and social groups have adequate opportunity
to express themselves in the ‘programme’, i.e., the recommendations automatically provided by YouTube. This issue is not unique to YouTube
but applies to all platforms where ML-based systems curate content.
We would like to invite more researchers to investigate what can and
should be expected from ML-based curation systems in this regard.

From Popularity to Emotions
Finally, we would like to consider the role of emotion. The motivating
examples from Las Vegas and Chemnitz were associated with strong
negative emotions, as reported by Warzel (2017) and Fisher and Bennhold
(2018). Our study showed that the sadness decreased, and the happiness increased in YouTube’s recommendations for political topics. The
most straightforward explanation for this would be that YouTube is actively optimizing their recommendations to increase happiness and to
decrease sadness. Prior work showed that YouTube videos can be effectively classiﬁed into suitable emotion categories (Chen et al., 2017).
Based on what we gathered about YouTube’s recommender system, we
think that it is highly unlikely that YouTube is actively optimizing recommendations for certain emotions. We think that the change in emotions in the recommendations could be explained by users regulating
their emotions en masse using YouTube. Gross (1998) deﬁned emotion
regulation as:
The process by which individuals inﬂuence which emotions they have,
when they have them, and how they experience and express these emotions.
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This connects to early work by Bryant and Zillmann (1984), who found
that exciting or relaxing TV content is used to overcome boredom or
stress. This also connects to Zillmann’s (1988) Mood Management Theory, which states that the consumption of entertaining messages can alter mood states. We, therefore, believe that users could use YouTube
to improve their mood by watching happy videos, which could inﬂuence the popularity signals that the YouTube ML-based curation system relies on, as discussed by YouTube Creators (2017a), Davidson
et al. (2010) and Covington et al. (2016), thus increasing the happiness evoked by the platform. This is problematic considering Kramer
et al.’s (2014) ﬁnding that the emotions encountered on social media
platforms like Facebook inﬂuence the emotions shared on Facebook.

Limitations
Our results are representative of how a particular political topic is presented to those who have never searched for the topic. Since YouTube is
known to personalize recommendations based on factors like a viewer’s
watching and searching history, as reported in Davidson et al. (2010),
Covington et al. (2016), and YouTube Creators (2017a), we do not know
what inﬂuence personalization has on recommendations.
Our ﬁndings show that YouTube does not lead users into a rabbit hole
of conspiracy or hyperpartisan videos for the topics that we considered.
That said, we cannot rule out that a rabbit hole effect exists for a particular subset of users and topics, especially for those where a user is
actively looking for fringe content (Ribeiro et al., 2019).
We performed Random Walks, a method that has been previously applied to study ML-based video curation. Smith et al.’s (2018) random
walks were criticized as artiﬁcial because they relied on YouTube’s API.
As described in the methods section, we simulated the behavior of real
people.
Three independent raters analyzed the videos in the investigation. Each
rater introduced his or her personal bias regarding what their deﬁnition of happiness and sadness was. The emotional state and their
sensitivity to topics could have inﬂuenced the ratings despite the complexity of affective content analysis in videos, c.f. Baveye et al. (2015)
and Abrilian et al. (2005), we found substantial to moderate agreement
for the topic similarity, happiness, and sadness. Moreover, we do not
make claims on the absolute emotional content but focus on the relative
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change in emotion that we showed with Mann-Whitney tests.

8.5

Conclusion

In this chapter, we investigated YouTube recommendations for political topics in Germany. We found that such recommendations are increasingly focused on popular content with more views and more likes
than the initial videos. An analysis of emotions evoked by the videos
showed that the content is becoming increasingly happy and less sad.
Recommendations are also becoming less and less related to the political topics we investigated. We conclude that even for political topics,
the recommendations by YouTube are mostly focused on keeping users
watching. Our results clearly show that YouTube’s recommendations
are becoming systematically more popular and, to some degree, more
focused on positive emotions and less focused on negative emotions.
Therefore, we argue that sophisticated, user-friendly algorithmic transparency tools are needed to render the performance and inner workings
of machine learning systems visible and make it transparent whether a
recommendation is due to popularity or personalization, which are the
two main factors inﬂuencing recommendations according to YouTube
Creators (2017a). This investigation is only the ﬁrst step in auditing
complex ML-based curation systems. Our method can be adapted to
systematically investigate YouTube’s recommender system, comparing
the recommendations across different countries, languages, and topics.
While the methodology did not allow us to observe how political beliefs are affected by recommendations, our analysis provides important
insights into how algorithmic biases can create favorable conditions for
content that affects political beliefs. Our results imply that the imminent dangers of YouTube’s recommendations are not ﬁlter bubbles and
online rabbit holes, but their potential for emotional contagion and the
suppression of minority views. If YouTube wants to become a news
source that is supporting informed citizens in making knowledgeable
decisions, YouTube has to invest more in algorithmic awareness and
transparency.
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8.6

Implications for the Thesis

The ﬁndings presented in this chapter answer the ﬁfth research question by demonstrating what audits can reveal about ML-based curation systems. Overall, the ﬁndings provide the empirical basis for the
second contribution of this thesis regarding recommendations on how
ML-based curation systems can and should be explained and audited.
This chapter concludes the second part of the thesis. The discussion in
the next chapter reviews the ﬁndings from the individual chapters and
relates them to the overall research questions of this thesis.
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9
Discussion
This thesis explores ML-based curation systems from a critical perspective that considers the potential advantages and examines the political,
social, and individual implications of such systems. Beyond the individual contributions presented in the different chapters, the discussion
highlights the two major contributions of this thesis.

Contribution I: A Socio-Technical Perspective on ML-based Curation
The ﬁrst contribution is providing a socio-technical perspective on MLbased curation systems that characterizes the actors that inﬂuence such
systems. In the discussion, I review the different actors that my investigations uncovered and show how these ﬁndings from the context of
ML-based curation systems can be extended to other machine learning systems. The empirical material to substantiate this socio-technical
perspective can primarily be found in the ﬁrst part of the thesis in
Chapters 4, 5, and 6.

Contribution II: Recommendations on How ML-Based Curation Systems Can and Should Be Explained and Audited
The second contribution is a perspective on how ML-based curation
systems can and should be explained and audited. This perspective
is informed by the ﬁndings from the second part of this thesis. The
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Figure 9.1: A socio-technical model of an
ML-based curation system. The model
depicts the actors recognized in this thesis (Contribution I) and the Explanatory
Gap and Audits (Contribution II).
Providers of Data

ML Practitioners

Auditors

Audits

ML Algorithm

Data

Inferred Model

Output

Explanatory Gap

The Organization

Other Users

Current Users

recommendation that I make for this is based on the ﬁndings relating
to the explanatory gap in ML-based curation systems in Chapter 7 and
the utility of audits that I demonstrate in Chapter 8.
The discussion highlights the implications of my analysis with respect
to the broader concerns that the thesis raises. First, I elaborated on
the socio-technical perspective on ML-based curation and provide recommendations on how ML-based curation systems can and should be
explained and audited. I also discuss how the recommendations can
be applied to detect the biases enacted by ML systems and compare my
ﬁndings to other investigations that explored biases enacted by ML systems. Furthermore, I examine the popularity bias for political topics in
Germany that I discovered using sock-puppet audits in Chapter 8 and
relate it to other investigations of bias.

Icon (the organization) made by Freepik
from www.ﬂaticon.com
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9.1

A Socio-Technical Perspective on ML-based Curation

As described, this thesis contributes towards Suchman’s (2007) goal
of ‘lessen[ing] the asymmetry [in relative access to the contingencies
of the unfolding situation] by extending the access of the machine to
the actions and circumstances of the user’. As a ﬁrst step towards this
goal in the context of ML-based curation systems, the thesis recognizes
the agencies and attendant responsibilities in the context of ML-based
curation systems.
The empirical ﬁndings presented in this thesis highlight different agencies and attendant responsibilities in the context of ML-based curation
systems and ML systems in general. The results presented in this thesis
show that it is not sufficient to merely investigate the primary users of a
system, i.e., those who use YouTube or Facebook. Figure 9.1 illustrates
the actors that my investigation discovered in the context of ML-based
curation systems, extending on the thesis outline presented in Chapter
1. In addition to users, data, the ML algorithm, the inferred model, and
the output of the ML system, this thesis provides accounts on at least
ﬁve other actors that inﬂuence ML-based curation systems:
• ‘the organization’ that operates the system
• ‘other users’ in a social media setting
• ‘providers of data’, who provide labeled data to train ML-based systems
• ‘ML practitioners’, who develop and evaluate the ML-based system
• ‘auditors’, who audit ML-based systems based on their output
It is important to examine these different actors, their responsibilities,
and their goals to recognize the agencies and understand how MLbased curation systems can and should be explained and audited.
For instance, ‘the organization’ will develop and operate an ML-based
curation system for a speciﬁc goal, e.g., providing recommendations to
users. This, however, may not be the primary objective of the organization. The primary goal could be increasing revenue or driving share
prices. Therefore, goal conﬂicts could arise when a company’s primary
objective inﬂuences the ML-based curation system and how it provides
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recommendations.
‘Other users’ potentially inﬂuence the ML-based curation system through
their actions. However, they may not even be aware that the ML-based
curation system exists. In addition to that, they most likely are not
aware how their actions inﬂuence the ML-based curation system. For
this reason, they may not realize their responsibilities and the significance of their actions. The goals of ‘current users’ may be related to
ﬁnding particular content, which may or may not align with the goal of
the ML-based curation system as a whole.
‘Providers of data’ also have a lot of responsibility for ML-based curation systems and the quality of the recommendations. They directly
inﬂuence the quality of the data. Meanwhile, those who provide the
data, e.g., through crowdsourcing, might not know what the data is actually used for. Their goal could be earning a small fee for rating some
data points. Here, again, the goals of the ‘ML providers’ may not be
aligned with the goals of the ML-based curation system. Providers of
data may not even be aware that their data is used to train an ML-based
system. This is especially true in cases where existing data is repurposed to train the system.
‘ML practitioners’ are those who train and develop ML-based systems.
They are another group of people that directly inﬂuence the ML-based
systems. Their objective is to develop and evaluate the ML-based systems as well as the interface with which users interact. This is crucial regarding Dove et al.’s (2017) ﬁnding an understanding of ML and
its applications is only emerging among designers and user experience
experts. While the goals of ‘ML practitioners’ can be expected to be
most closely aligned with the goals of the ML-based curation systems
they developed, the contemporary understanding of ML is still limited. Therefore, even those who train ML-based systems may not fully
understand how and why a system works in the way it works (Knight,
2017).
‘Auditors’ are another relevant group of actors recognized in this thesis.
Figure 9.1 highlights how they are different from users who interact
with the system. Auditors systematically investigate the input-output
correlations of ML-based curation systems, e.g., following the model by
Sandvig et al. (2014). Their goal is to assert accountability of ML-based
systems and to ensure that the system does not enact systematic biases.
This thesis demonstrates why audits by independent ‘auditors’ may be
preferable to explanations for the ‘current user’.
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Situating the Socio-Technical Actors
I extend on Eslami et al. (2015) by investigating the larger socio-technical
system around ML-based curation systems and by recognizing the role
of ML practitioners, providers of data, the organization that operates
the systems, and other users. In addition to that, I motivate why auditors are needed to control ML-based systems as important ‘public relevance algorithms’ (Gillespie, 2014).
This thesis responds to Konstan and Riedl’s (2012) call that the user
experience of such ML-based curation systems needs further attention.
As suggested by Jannach et al. (2019), this thesis does not aim to achieve
small increases in prediction accuracy. Instead, I provide a broad understanding of users and ML-based curation systems and actors in the
socio-technical system.
Considering Alben’s (1996) deﬁnition of user experience as all the aspects of how people use an interactive product, this thesis makes an
important fundamental contribution to user experience by recognizing
the different aspects that are worth considering to improve how people
use ML-based curation systems.
Following Jugovac and Jannach (2017), this thesis goes beyond assessing the efficiency and persuasiveness of an explanation and explores
explanations in a realistic context with expert users.
This distinction of the different actors that inﬂuence ML-based curation
systems and their goals directly relates to Alvarado and Waern’s (2018)
notion of algorithmic experience and how it differs from user experience. As argued, a system like YouTube’s ML-based curation system
can have an excellent user experience and a poor algorithmic experience. However, to make this distinction, a thorough understanding of
the agencies and attendant responsibilities in the context of a particular
technology provided in this thesis is crucial.
The ﬁndings in Chapter 4 add to this by recognizing the role of ‘ML
practitioners’ in developing and evaluating ML-based systems. However, the investigation in Chapter 4 revealed essential limitations regarding how the signiﬁcance of data is discussed.
Chapter 4 also examined practitioners’ framing of machine learning
and demonstrated why ‘algorithms’ are not the central issue when critically reﬂecting on ML-based curation systems. Based on this, I argue
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that the signiﬁcance of data in ML-based curation systems and machine
learning in general needs more attention. In addition to that, Chapter 4 provides an overview of how ML is described in ML tutorials,
which canonical examples are mentioned, and what important misconceptions and problematic framings can be observed in the tutorials.
Recognizing ‘the organization’ and ‘other users’ directly relates to the
user belief framework presented in Chapter 5. The chapter proved
that even users without a background in technology recognize more
than their own inﬂuence as the ‘current user’ of a system. The user
belief framework evinces that users also consider the role of the ‘ML
algorithm’ on who and what is considered similar and the role of social media and ‘other users’. In addition to that, even users without a
background in technology exhibit an intuitive sensibility for the sociotechnical nature of ML-based curation systems by considering the role
that company policy and ‘the organization’ have.
Chapter 5 contributes a study of users’ understanding of ML-based curation systems. This is motivated by Eslami et al.’s (2015) early ﬁnding that users lack awareness of the existence of such systems. Eslami
et al. (2015) focused on the ‘current user’ of an ML-based system. I
extend on their ﬁndings by showing that such users have a high level
of awareness of the recommender system on Facebook and YouTube,
but that the understanding of how these systems work has important
limitations. This includes the user belief framework from Chapter 5
as well as the explanatory gap discussed in Chapter 7. As discussed in
the next section, the socio-technical framework of ML-based curation
systems provides a starting point for design research.
Informed by the signiﬁcance of data that this thesis highlights in myriad ways, Chapter 6 explored users’ ability to provide input data for
ML-based systems using the concrete task of rating the trustworthiness
of news stories. Being able to crowdsource this rating is an essential
prerequisite to developing systems to detect fake news. While I found
that users can quantify their trust in news, this ability has some signiﬁcant limitations, which reduces the feasibility of training such systems.

RQ1: Practitioners’ Understanding of Machine Learning
The ﬁrst research question of this thesis examines practitioners’ framing of machine learning. With ML tutorials as a proxy for the communities of practices around machine learning, this thesis contributes to a
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characterization of the term machine learning. As detailed in Chapter 4, contemporary research is centered on algorithms. This thesis
shows that this focus on ‘the algorithm’ is an oversimpliﬁcation. Understanding algorithmic content curation as ML-based curation is more
appropriate. Unlike algorithms explicitly deﬁned in formal languages,
ML-based systems are highly reliant on their input data, the problem
formulation, and how the performance of such systems is evaluated.
As a ﬁrst step towards investigating practitioners’ understanding of
ML, I examined how the term machine learning and the tasks associated with machine learning are deﬁned in ML tutorials. This perspective on tutorials relates to other work centered on the perspective of
those who develop complex information systems (Zhang et al., 2020).
I found that the deﬁnition by Mitchell (1997) and the deﬁnition by
Samuel (1959) are most widely recognized. This focus on two comparatively old deﬁnitions is surprising, considering the many novel applications of machine learning that emerged since the deﬁnitions were
formulated. Both deﬁnitions also do not clearly explain what ‘learning’ means and which algorithms and applications are considered as
machine learning and which are not. Samuel’s (1959) focus on giving
‘computers the ability to learn without being explicitly programmed’
is as vague as Mitchell’s (1997) notion of a computer program ‘improving with experience’. Both deﬁnitions do not provide clear criteria for
when the ‘learning’ is sufficient and how it is evaluated. In addition
to that, the role of input data, data preparation, and representation,
the learning algorithm, and the inferred model that I described in the
preceding sections are not recognized by these deﬁnitions.
Chapter 4 provides a theoretical overview of machine learning and how
it is constructed in ML tutorials. The investigation revealed a plethora
of machine learning applications. The 41 tutorials mentioned 160 distinct applications, which means that while there are some canonical
examples, the reality of machine learning is that it is many different
things to different people. Thus, this thesis provides an overview of the
different understandings of the term at a certain point in time.
My investigation explored what applications of machine learning are
considered in tutorials and uncovered various canonical machine learning tasks. They are canonical in the sense that they are frequently
brought up when machine learning as a term is explained. They are,
however, only canonical in the scope that I investigated, namely machine learning tutorials. Nevertheless, it has merit to reﬂect on the
different examples that are frequently mentioned. The canonical examples of machine learning identiﬁed in Chapter 4 were the detection
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of spam, self-driving cars, the prediction of housing prices, face recognition, sentiment analysis, Go, and Chess. In this context, it is important to recognize the breadth of the application of machine learning, which spans from individual emails to the price of houses, from
competitive games to human faces, and from text analysis to cars that
drive themselves. Overall, the tutorials combined comparatively old
examples (spam, housing prices, chess) and relatively recent examples
(self-driving cars, face recognition, Go). The canonical examples can
be further divided into two groups: 1) ML problems for which a solution can be implemented comparatively easily (spam, housing prices,
face recognition) and 2) ML problems that still require a lot of research
until they solve the problem to a degree for which they are universally
applicable (sentiment analysis, self-driving cars).
With ML-based curation systems, this thesis focuses on a special kind of
recommender system. This focus is primarily motivated by the cultural
and political importance of the ML-based systems that I described in
the preceding chapters.
Overall, this thesis goes beyond Ricci et al.’s (2011) narrow deﬁnition of
recommender systems that regards them as ‘a subclass of information
ﬁltering system that seeks to predict the ‘rating’ or ‘preference’ a user
would give to an item’. I focus on any type of machine learning system
that selects or ranks content for a user. With my particular focus on
news and political topics, I primarily document users’ experience with
ML-based curation systems that select news stories and videos. Chapter
6 informs the design of such ML-based curation systems by exploring
how well users can provide training data for such algorithms. Chapter
7 explores explanations for an ML-based curation system that I developed myself. Chapter 5 and Chapter 8 are directly related to the video
recommender system on YouTube.
The contributions show how challenging the study of the user experience of ML-based curation systems is. My ﬁndings provide novel insights into how input data is generated, how the ML systems can be
explained, how users reason about the system, and what the ML system is actually recommending.
An important ﬁnding of this investigation is that ML tutorials do not
present ML-based content curation as a canonical example of machine
learning. This is surprising considering how widely used ML-based curation and recommender systems are. YouTube (2020), for instance, has
2+ billion users on its platform. 70% of the videos watched on YouTube
are provided by their ML-based curation system (Solsman, 2018).

219

The list of Top 500 websites provided by Alexa Internet (2019) shows
that a signiﬁcant number of websites apply ML-based recommender
systems for content curation, including YouTube (rank 2), Facebook (4),
Amazon (14) as well as Netﬂix (20). This implies that billions of people
are interacting with ML-based curation systems every day. This makes
ML-based curation systems one of the most frequently used machine
learning systems, considering the number of people that use them and
the amount of time an average user interacts with them. This implication poses the question of why ML-based curation systems are not
considered canonical examples of machine learning.
ML-based curation systems are used as frequently as spam ﬁlters. Nevertheless, user awareness of spam ﬁlters is high, and the tutorials on
which Chapter 4 is based recognized spam ﬁltering as an essential application of ML. Meanwhile, the public understanding of spam ﬁlters is
limited (Cramer et al., 2009). In this thesis, I argue that this limited understanding is acceptable for spam ﬁlters but problematic for ML-based
curation systems. As the technology at the core of the content distribution of a medium that a large number of people are using, ML-based
curation systems shape how people see the world. They determine the
topics people engage with and, thus, potentially inﬂuence their beliefs
and actions. This is especially problematic considering the investigation in Chapter 8, which showed that ML-based curation systems could
enact biases that affect these recommendations. One explanation for
the ﬁnding that ML-based curation is not connected to ML in the public perception is that it is comparatively novel and mostly applied by
large corporations, which could limit its value as a practical example
in tutorials. Another explanation relates to the ﬁnding from Chapter 4
that ML is presented as universally applicable. Therefore, with an understanding of ML as universally applicable, ML-based curation is just
one application of machine learning among many. Still, considering
the large number of people that use such systems every day, ML-based
curation systems are underrepresented in the tutorials. Overall, the
ﬁndings provide a broad perspective on practitioners’ framing of machine learning (RQ1).

RQ2: Users’ Understanding of ML-Based Curation Systems
In addition to how practitioners understand ML systems, I also examined users’ understanding of ML-based curation systems (RQ2). Chapter 5 provides a detailed view of the complex socio-technical system
that makes up the ML-based curation system on YouTube. The user
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belief framework of ML-based curation systems is enabled by applying
qualitative methods, which allowed me to understand how people reason about the ML systems they interact with. The framework provides
novel insights into how ML-based curation systems are perceived by
users, informing the design and development of novel ML interfaces.
This extends on previous work regarding the awareness of users (e.g.,
Eslami et al. (2015)) and user beliefs (e.g., Rader and Gray (2015)).
The study presented in Chapter 5 resulted in a clear distinction between four actors that users believe inﬂuence their recommendations.
These include the (1) current user as well as (2) other users on a social media platform like YouTube. Participants also explicitly considered the role of (3) the algorithm. This, for example, includes how the
system is computing the similarity between users or between videos.
Finally, users recognized the inﬂuence of (4) the company that operates the platform and its policies, including the way data is obtained
and shared and whether recommendations can be bought. To these
four actors recognized by users, this thesis adds a perspective of ML
practitioners (Chapter 4), providers of data (Chapter 7), and auditors
(Chapter 8).
The results of this thesis show that it is challenging for users to consciously reﬂect on and reason about recommendations from complex
ML-based systems. This is evident in Chapter 5 – where users reason
about the ML recommender systems – and in Chapter 7 – considering
the low helpfulness ratings that the different model-based explanations
received. In both cases, the ML system remains invisible and hard to
understand for users, potentially since ML-based curation systems do
not have an interface per se since they are based on complex mathematics.
The term awareness can have multiple meanings. In its most basic
form, awareness of ML-based curation systems means that a user knows
that a system exists. In its most extreme form, the user knows exactly
how the system works, i.e., how the input is transformed to generate
the output. This is akin to full understanding. However, at least today in 2020, as argued before, even those who train ML-based systems
are unable to reach this level of understanding. The following section
explores the most basic form of awareness. The section after that examines the more complex forms of awareness that I refer to as understanding.
The related work showed that a lack of awareness of ML-based curation
systems could be an essential contributing factor to users’ susceptibil-
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ity to fake news, ﬁlter bubbles, and online radicalization. The results in
Chapter 5 indicate that the awareness is not as low as earlier research
implies. Eighty-nine percent (16 out of 18) of middle-aged YouTube
users in Chapter 5 were aware of YouTube’s recommendation system.
Even those who did not recognize the recommendations at ﬁrst said
they were familiar with YouTube’s recommendation after they were
pointed out in the interface during the investigation. This means that
the vast majority in this purposive sample of middle-aged users without a background in technology were aware of YouTube recommendation system. At least for YouTube and the sample considered, I found
that people are actively using the recommendations.
With this ﬁnding, I extend on previous investigations on algorithmic
awareness and confound early works that suggest that algorithmic awareness is limited, e.g., Hamilton et al. (2014), Eslami et al. (2015), and
Bucher (2017b). A possible explanation for the high level of awareness
could be connected to the high level of education of the purposive sample that I considered. Another possible reason for the ﬁnding that the
awareness of recommendations on YouTube is higher than on Facebook
connects to how the recommendations are presented on YouTube. On
Facebook, the recommendations of the ML-based curation system are
not labeled as such. The ML-based curation system is ranking the different news items without indicating that this ranking is happening.
On YouTube, the recommendations are clearly labeled as such and are
visible right next to the video a user is watching. Recommendations are
prominently featured and clearly labeled as recommendations. A third
possible explanation for this high awareness is time. Since 2014, the
interest in machine learning has increased signiﬁcantly. In the time between 2014 and 2019, artiﬁcial intelligence and machine learning have
been discussed more and more in the media, e.g. by Tufekci (2018),
Fisher and Bennhold (2018), or Roose (2019).
Overall, the results show that the possible adverse effects of a lack of
awareness of ML-based curation systems are not so imminent. At least
when controlling for education, I did not ﬁnd that a lack of awareness is
a dominant problem for YouTube’s popular ML-based curation system.
This could imply that it is important to clearly label recommendations
to educate the user about the ML-based systems used.
Two design recommendations arise from this ﬁnding. The ﬁrst is to
clearly label recommendations, which – as the comparison of YouTube
and Facebook shows – could account for the differences in awareness.
The second recommendation is to tell users that they are interacting
with an information system that is partially or entirely based on ma-
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chine learning. Labeling information systems as ‘ML-based’ could allow people to recognize ML systems as the complex socio-technical systems that they are. This could also intrigue users to understand better
how such systems work and what they can do to inﬂuence the decisions
made by complex ML systems, thus enabling human actors to recognize
and assume their attendant responsibilities.
This could help people better understand ML as an important and
novel paradigm in software development. However, the most crucial
beneﬁt of such labels could be reminding people that the recommendations they see are not automatically a fair and balanced representation of reality. Such labels could also remind people that being an informed citizen takes individual efforts. This recommendation directly
connects to the issue of media education. In contemporary democracies, citizens learned how to check what information is accurate and
trustworthy and what information cannot be trusted. Ideally, the basic functioning of ML systems and the advantages and disadvantages
are explained to all users that interact with such curation systems to
empower users to reﬂect on the news and the content they consume.
Considering the high level of awareness of ML-based curation, the ﬁndings indicate that awareness is not the most pressing issue regarding
ML-based curation systems. This is reassuring since ML-based curation
systems shape people’s perception of reality. Due to this substantial
impact on people’s lives, the question arises how much of their complexity can and should be hidden. A person that drives a car may not
know how a catalytic converter works and may not have to reﬂect on it
while driving consciously.
However, considering the profound consequences that ML-based systems can have, I believe that everyone needs a basic understanding of
what ML-based systems can and cannot do. This connects to the question of how well users understand these systems and how these systems can be explained. I will explore these questions in the following
sections in more depth.
As described, the discussion distinguishes between awareness and understanding. I regard awareness as something that can range from
the knowledge that something exists to a full understanding of how it
works. ‘Understanding’, in this thesis, is focused on users’ self-reported
understanding of different ML-based curation systems. This framing
connects to algorithmic transparency. Diakopoulos and Koliska (2017)
deﬁned algorithmic transparency as ‘the disclosure of information about
algorithms to enable monitoring, checking, criticism, or intervention
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by interested parties’. The term transparency, as operationalized by
Diakopoulos and Koliska (2017), is focused on the system side. My investigation and my usage of the term understanding are centered on
the user side. In the following section, ‘understanding’ refers to this
subjective understanding of users.
Chapter 4, as well as the teaching and public outreach activities that
I did while I worked on this thesis, proved that promoting such an
understanding is challenging. The terms artiﬁcial intelligence and machine learning evoke a variety of different things to different people.
Moreover, since machine learning systems are based on optimization
and since algorithms such as expectation-maximization and backpropagation typically involve taking the derivative of a loss function, they
can be hard to convey to laypeople, especially those without a strong
background in mathematics. This thesis documents how this affects
user beliefs, e.g., in Chapter 5 (RQ2) and the utility of explanations,
e.g., in Chapter 7 (RQ4). Chapter 4 (RQ1) showed that even those who
know how complex machine learning systems are trained, ﬁnd it challenging to explain individual decisions of such systems.
The limited understanding of ML is especially evident in the empirical
results in Chapter 7. In the chapter, I examined professional journalists’ self-assessment of their understanding of Facebook’s News Feed
algorithm. I found that the majority (56%) of participating journalists
regarded their understanding of the ML-based curation system as ‘not
very well’ (48%) or ‘not well at all’ (8%).
None of the professional journalists stated that they understand very
well why Facebook includes speciﬁc posts. The ﬁndings in Chapter 7
show that the understanding of Facebook’s ML-based curation system
by professional journalists from Germany and citizens from the U.S. is
comparable (Smith, 2019). This lack of understanding is highly problematic, considering the 2.4+ billion monthly active users that Facebook (2019) has. The ﬁnding implies that billions of users are potentially informing themselves through an intransparent and proprietary
ML system that they do not understand.
The limited understanding is corroborated by the user belief framework presented in Chapter 5. While the investigation showed that
users recognize a large number of inﬂuence factors, there is no consensus on the most important factors.
The low self-assessed understanding of Facebook’s News Feed was comparable to how professional journalists rated their understanding of
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the three explanations presented in Chapter 7. Here, again, a vast
majority (60%) of participants stated that their understanding of the
ML-based system I developed was ‘not very well’ (44%) or ‘not well at
all’ (16%). Every third participant (36%) said their understanding was
at least ‘somewhat well’. No one considered their understanding to be
‘very well’.
Chapter 7 coins the term Explanatory Gap in ML-based Curation Systems to describe the gap between what is available to explain ML-based
curation systems and what is perceived as meaningful by users. The
quantitative results of the study indicate signiﬁcant limitations in users’
capabilities to understand ML-based curation systems. These results
imply that those who wish to increase the understanding of ML systems will have to face a trade-off between convenience and complexity.
This connects to the recommendations of ML experts. For example,
Chollet (2018) argues that systems like YouTube’s recommender system
should convey their objectives. Such systems should also provide intuitive tools to manipulate the optimization goals. However, the studies
presented in Chapters 5 and 7 show that this is not straightforward because users’ understanding is limited. Considering the explanatory gap
that I discovered, it is necessary to consider that what is available to explain ML-based systems for curation is not perceived as meaningful by
users. This means technical solutions to this socio-technical problem
may not be enough.
Considering the low level of self-reported understanding of ML-based
curation systems, it is important to study users’ beliefs about them to
know what users understand about such systems and what they do not
understand. I investigated user beliefs of middle-aged users without
a background in technology in Chapter 5. As discussed, the chapter
revealed a high awareness that the recommender system on YouTube
exists. However, the chapter also showed that users do not have a deep
understanding of how the systems work. While the investigation found
that users do have ideas about how such a system could work, there was
no clear consensus on which factors inﬂuence the recommendations.
For the 16 different inﬂuence factors mentioned in the interviews, I
did not identify a ranking or hierarchy of inﬂuence factors. There are
no dominant inﬂuence factors that are recognized by a large group of
users. Furthermore, many aspects that are publicly known to inﬂuence
the system were not recognized. This, again, supports the ﬁnding that
the user understanding of ML-based curation systems is limited.
Nevertheless, the semi-structured interviews in Chapter 5 identiﬁed a
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broad range of factors that participants believe inﬂuence the recommendations. Factors include information like the number of views,
comments, subscriptions, and sharing. Participants also considered
the possible inﬂuence of the watch history and the search bar. Furthermore, they considered the context of the user and his or her location. The participants reasoned about the inﬂuence of similar users and
similar content, even though they were unaware of how this is implemented technically, i.e., how this is computed.
Interestingly, data sharing practices between companies were also mentioned. Meanwhile, a variety of aspects that are known to inﬂuence the
recommendations were not mentioned, including demographics, video
titles, video descriptions, thumbnails, and video co-watching. The results suggest that the most urgent risk associated with ML-based systems is not a lack of awareness but an insufficient understanding of
ML-based curation systems. Overall, these ﬁndings signiﬁcantly advance the knowledge about users’ understanding of ML-based curation
systems (RQ2).

RQ3: Input Data for ML-Based Curation Systems
The third research question investigated what kind of input data users
can provide for ML-based curation systems. Chapter 6 addresses this
with an in-depth exploration of the input data that users can provide
for machine learning systems. As a proxy task for this, the chapter explored how well users can rate the trustworthiness of news stories. In
addition to that, even though prior investigations by Silverman (2016)
suggest that fake news lead to more engagement with social media platforms in the form of likes or comments, Chapter 6 showed that Facebook likes, comments and shares did not inﬂuence a user’s trust rating.
The investigation in Chapter 6 revealed that the input data that users
can provide cannot be used to train an ML system to predict the trustworthiness of fake news and quality media stories. This challenges the
belief that any kind of data can be used as input to ML-based systems
and reveals noteworthy limitations in users’ ability to provide input
data for ML-based systems. Meanwhile, Chapter 6 did show that users
can differentiate between quality media and fake news.
This connects to the important question of how users perceive individual pieces of information that are part of social media feeds. I found
that for the population I considered, participants were better at distin-
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guishing fake news from quality media than prior research suggested.
This extends on Flintham et al.’s (2018) investigation of the indiscriminate mixing of a multitude of pieces of information in social media
feeds. Nevertheless, Chapter 6 showed that users’ ratings of news stories’ trustworthiness are not nuanced enough to train more complex
ML-based systems. This implies that the task of distinguishing quality
media and fake news content cannot be crowdsourced to users, at least
not without further assistance for users. This ﬁnding provides additional support for my contribution that the signiﬁcance of data is not
considered enough in critical scholarship, as discussed in Chapter 4.
Considering the signiﬁcance of data in machine learning, this is highly
problematic. If the input data are of low quality, the generated output
will be of low quality. Chapter 6 showed how challenging it is to get
high-quality training data for machine learning systems in the context
of news on social media. Due to machine learning’s strong reliance on
statistics, sample size disparities can be a fundamental problem. Another potential problem is that the majority class can lead to bad decision boundaries for the minority classes (Hardt, 2014). This means
that statistically, the majority class will be preferred because better decision boundaries for the majority class can be inferred. The ﬁndings
in Chapter 6 demonstrate how hard it is for participants to distinguish
between different news sources in their ratings. While I found that the
majority of users can distinguish between quality media and fake news
content, I also found that several users cannot make this distinction,
which makes them prone to fall for such content. Chapter 6 presents
these critical implications. First, the results imply that failing to distinguish between quality media and fake news is not a mainstream problem. Second, the ratings are not nuanced enough to actually train a
machine learning system to assess the trustworthiness of news stories.
Third, the investigation demonstrates that the prediction in the other
direction is possible. Users mean trust rating can be predicted from his
or her answers to psychometric scales. This could be used to automatically identify those users that are reliable providers of data.

9.2

Explaining & Auditing ML-Based Curation Systems

In addition to the socio-technical perspective on ML-based curation,
this thesis also provides recommendations on how ML-based curation
systems can and should be explained and audited. For this, I describe
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how the user belief framework from Chapter 5 can inform future explanations. I also examine the implications of the explanatory gap from
Chapter 7 for the design of explanations. Considering the problems
Chapter 7 identiﬁed concerning the explanation of ML-based curation
systems, Chapter 8 shows why audits are an important alternative to
explanations. In the chapter, I demonstrate how I applied audits and
how this revealed a popularity bias enacted by YouTube’s ML-based curation system.
The contribution regarding explaining and auditing ML-based curation systems relates to the fourth and ﬁfth research questions. The
fourth research question considered how ML-based curation systems
can be explained and audited. I address this question in a variety of
ways. Chapter 5 makes a theoretical contribution by introducing a
socio-technical user belief framework of ML-based curation systems.
The framework systematizes the different inﬂuence factors and organizes the inﬂuence factors into user beliefs. The framework provides
a roadmap for future work. The investigation showed who users think
inﬂuences their recommendations. They recognize the current user,
other users, the algorithm, and the organization as actors that shape
their recommendations. This work on user beliefs is a signiﬁcant theoretical contribution to the understanding of ML-based black-box systems, which – due to their complexity – could not be investigated so
far.

RQ4: Explaining ML-Based Curation Systems
The fourth research question explores how ML-based systems can and
should be explained. As situations in which explanations are needed,
Gregor and Benbasat (1999) list when users need to participate in the
problem solving, when users want to learn how the system works, and
when unexpected behavior like anomalies occur. An analysis by Eiband
et al. (2019) of a large number of app store reviews suggests that users
want to learn how such systems work. Therefore, studying ML-based
systems is an important and timely issue, especially regarding the output of such systems.
The review of explanations and visualizations for ML-based systems in
the related work showed that there is a large body of research aimed
at explaining speciﬁc ML systems, but that these approaches are rarely
evaluated in experimental user studies. Examples for such technical
papers that do not perform user studies are Ribeiro et al. (2016), Yosin-
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ski et al. (2015), and Rauber et al. (2017). The overview in Qin et al.’s
(2018) survey paper on convolutional neural network visualization methods supports the observation that such explanations are not evaluated
empirically. One reason for this lack of user studies could be that they
are expensive to conduct in practice (Zhang et al., 2020). In addition
to that, even those who train these systems do not have a deep understanding, especially if they rely on deep neural networks, as textbooks
by Goodfellow et al. (2016) and Müller and Guido (2016) document.
I directly address this lack of user studies in Chapter 7 by evaluating
three explanations. The ﬁndings in Chapter 4 indicate that the lack of
instructions given to ML practitioners in tutorials could also contribute
to the lack of explanations. Chapter 5 and the user belief framework
are fundamental research results that inform further investigations of
how ML can and should be explained. The most important novelty of
the framework is that it is based on users’ understanding. This enables
explanations that go beyond exposing the technical possibilities of current systems.
In this context, it is essential to remember that while users believe these
four actors inﬂuence their recommendation, this does not have to be
the case in reality. Nevertheless, the four actors make intuitive sense
to the middle-aged users without a background in technology. Therefore, they can serve as useful metaphors recognized by users. Even if
these metaphors are not technically accurate, they can still serve as a
way of helping users understand such systems. Despite these recommendations, research has to show how useful such explanations are for
users.
The distinction in the framework does indicate that it is useful to distinguish between the different actors. The interface could highlight
who is acting. If users know ‘who’ is providing the recommendations,
this could give them a better idea of how to inﬂuence the recommendations.
The ﬁndings can be used to develop explanations that make it clear why
a particular recommendation was made for a speciﬁc user. Based on the
ﬁndings of Chapter 5, I propose to organize the explanations based on
who is exercising agency. Informed by how the interviewees reasoned
about the factors that inﬂuence recommendations, I distinguish explanations based on correspondent agency. The explanation could differentiate between actions of the (1) current user, (2) other users, (3) the
algorithm, and (4) the organization that runs the recommender system.
In the following, I will make some design research recommendations
on how ML-based curation systems could be explained.
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Regarding the inﬂuence of the (1) current user, I recommend that the
interface should explain that users see a particular recommendation
because they watched similar content in the past, searched for speciﬁc keywords, or commented on speciﬁc videos. The recommendation should be connected to the input data that is used to make the
recommendation. This can already be observed in explanations on
video recommendation websites like Netﬂix, where individual recommendations are explained using the label ‘Because you watched [movie
name]’.
For situations where (2) other users are acting, the interface could indicate how data about other users is used to inﬂuence the recommendations. Metrics relating to the popularity of speciﬁc videos, topics,
or search terms could explain why and how other users inﬂuence the
recommendations of a user. The inﬂuence of likes & dislikes and comments could also be highlighted.
The interface could also make it more transparent when and how (3)
the algorithm is acting. The existence of the ML-based system should
be clearly stated. The interface could visualize how the similarity between videos or the similarity between users is calculated. The interface could also explain how this inﬂuences the recommendations. To
some extent, this is complementary to the explanations based on the
current user and other users. Here, the focus is on the data and the
ML-based system’s computational rules and how this can be exposed to
users.
Furthermore, the empirical work in Chapter 5 suggests that (4) the organization running the ML-based recommender system is recognized
as an actor. This could be used to explain why users see speciﬁc video
recommendations. The goal of these organizational explanations would
be to expose how the organization is inﬂuencing recommendations. It
is important to note two things. First, taking the organization into account like this is novel, i.e., previous work does not consider the role
of the organization in this socio-technical system. Second, studying
and implementing this would be challenging, considering the secrecy
of technology companies. Therefore, it might be required to enforce
such explanations by law. Nevertheless, such explanations could be a
crucial way to increase trust in such systems.
Further research could explore if and to want extent user beliefs are
employed by users to reduce complexity. The psychological expert inﬂuence recognized by some interviewees in Chapter 5 could, for instance, be a proxy for lack of technical understanding. Users might
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not be able to imagine that a technical system is capable of performing
tasks that they commonly regard as the domain of psychological experts. Still, the potential inﬂuence of payments or the idea of a group
of psychological experts that inﬂuence the recommendations could explain how an organization’s policy decisions inﬂuence the recommendations.

Explanatory Gap
Overall, this thesis corroborates Lipton’s (2016) theoretical ﬁndings regarding the diverse and occasionally discordant motivations for interpretability. The user study presented in Chapter 6 shows that the visualizations I evaluated are of limited helpfulness and thus not desirable
for users. This reinforces the question posed by Lipton (2016) regarding the feasibility and desirability of such systems.
The ﬁndings in Chapter 5 guide what explanations can and should be
built. As such, they lay the foundation for future explanations and
open up promising avenues for design research. The investigation in
Chapter 7 showed that designing such explanations is not trivial. Informed by the ﬁndings in Chapter 5, I evaluated model and output
explanations in the user study in Chapter 7. The study showed that
even highly-educated journalists found none of the three explanations
particularly helpful. This is especially concerning since expert users
like journalists evaluated explanations of ML-based curation systems
for tasks they are experienced with: selecting relevant news stories.
This did limit the potential bias that would have been introduced by
users without experience in news curation.
The ﬁnding extends on prior research, e.g., by Rader et al. (2018), who
showed that their explanations did not help users evaluate the correctness of a system’s output. However, Rader et al. found that the explanations can make users more aware of how an ML-based system works
and that these explanations helped users detect biases. These ﬁndings
are corroborated in Chapter 7. In addition to that, Chapter 8 describes
audits as an alternative to explanations that enable people to detect biases and ensure that the predictions are correct based on a variety of
parameters.
Overall, Chapter 7 revealed a gap between what is available to explain
ML-based curation systems and what is perceived as meaningful by
users. This gap between what can be explained and what is meaningful
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to users could limit the possible explanations that can be provided to
users. The gap is illustrated in Figure 9.1. My ﬁndings imply that explanations need to be very simple and easy to understand. Considering
the complexity of ML systems, how to achieve this remains an important open question. This thesis does, however, contribute to this end by
exploring the user perspective in depth. The explanatory gap provides
a conceptual framing for this open problem. In addition to that, this
thesis contributes to this critical problem in multiple ways.
The negative results from Chapter 7 imply that explaining ML-based
curation systems is more involved than I anticipated when I started
this project. The explanatory gap shows how little of an ML system’s
inner mechanics can be exposed to users. In addition to that, the keywords that the participants selected as the most important keywords
are not the keywords that are important to the ANC systems. This
means that the mathematically important keywords (ML perspective)
are very different from the psychologically important keywords (user
perspective). This explanatory gap is akin to the semantic gap in computer vision recognized by Smeulders et al. (2000). It also relates to the
socio-technical gap recognized in the computer-supported cooperative
work communities, which Ackerman (2000) describes as the great divide between what we know we must support socially and what we can
support technically.
The experimental study showed that the three explanations selected
for their intuitiveness, simplicity, and interactivity did not improve
users’ understanding of the news recommendations they received. In
the investigation in Chapter 7, output explanations of the system recommendations were the most highly related, even though their rating
is still below the neutral condition of 5 on the 11-point Likert scale.
One explanation for the appeal of output explanations is that they are
directly interpretable and easy to understand. Output explanations do,
however, have the disadvantages of making it very hard and tedious to
compare two systems.
The low helpfulness ratings of all explanations, including output explanations, indicate that explanations of ML-based curation systems remain a signiﬁcant open challenge. All explanations in Chapter 7 were
rated below the neutral condition on the scale. This can be interpreted
as additional support for the socio-technical framing of this thesis. This
could also imply that more than the ML system and its training algorithm need to be explained. Further work could explore how to explain
the inﬂuence of data about the current user, other social media users,
and the organization that operates the platform. This could potentially
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make the recommendations more transparent and understandable for
users.
The key takeaway of Chapter 7 is that none of the three explanations
were provided as helpful (RQ4). This is the negative result of the investigation. The positive result of the chapter is that users do interact
with explanations when they have the chance. The results also revealed
that there are different ways of interacting with explanations. I discovered two distinct ways of interacting with ML systems: optimists
and pessimists. Optimists give selective, positive feedback while pessimists give broad, negative feedback. The study in Chapter 7 showed
that how users interact with the explanation has a strong inﬂuence on
system performance.
Chapter 7 outlined how challenging it is to explain ML-based curation
systems (RQ4). However, even if this thesis would have found a perfect
solution, another challenge would remain. The most widely used ML
systems belong to large, US-based companies such as Facebook and Alphabet, which means that it would be up to those companies to adopt
them. The legal means to make them adopt such techniques are limited. Considering this in conjunction with the limited helpfulness of
explanations and the role of the organization that operates the platform, the following section explores audits as an alternative to explanations.

RQ5: Auditing ML-Based Curation Systems
The preceding section revealed both the potentials (Chapter 5) and the
limitations (Chapter 7) of explanations. The Explanatory Gap from
Chapter 7 describes the difficulties between what is available to explain
ML-based curation systems and what is meaningful to users. This motivated me to perform a follow-up investigation aimed at moving beyond
explanations. This motivated the duality in the second part of this thesis that considers both explaining and auditing.
Considering the challenges posed by the potential role of ML-based curation systems in the ‘radicalization’ of users, I explored audits as a
way of making sense of the complex and proprietary ML-based curation system used on YouTube (as depicted in Figure 9.1).
The Oxford Dictionaries (2019a) deﬁne the word audit as a ‘systematic
review or assessment of something’. Based on these considerations and
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motivated by the results presented in this thesis, this section discusses
audits as an effective alternative to explanations and a way of controlling machine learning systems.
In the background, I documented that a large group of researchers is
focused on designing tools that try to make complex ML-based systems more accessible. While research that explains machine learning
systems is valuable, it is only in its infancy. Chapter 7 proves that integrating explainability into complex machine learning models can be
challenging. Audits, on the other hand, can be applied immediately to
focus on the outcomes. Informed by Diakopoulos et al.’s (2016) principles and the limitations of explanations discussed in the previous section, Chapter 8 explored audits as a way to control ML-based curation
systems and machine learning in general.
As shown in Chapter 8, I found that audits can ensure that users have a
way of understanding the output of machine learning systems. Audits
enable experts and laypeople to identify biases enacted by the system
without privileged access to a system. Considering the challenges outlined in the preceding sections and the ﬁndings presented in this thesis, especially those in Chapters 4, 5, 7, and 8, this thesis argues that
audits are the most straightforward and impactful way forward. This
answers RQ4 and RQ5 regarding how ML-based curation systems can
and should be explained and audited.
This recommendation connects to Diakopoulos (2015) call for algorithmic accountability reporting that examines power structures, biases,
and inﬂuences that computational artifacts have on society. The call
for auditing algorithms formulated in this thesis also connects to Sandvig et al. (2014), who explored research methods for detecting discrimination on internet platforms. Their investigation is motivated by the
question of how public interest scrutiny of algorithms can be achieved.
As described in this thesis, Diakopoulos et al. (2016) deﬁned the following principles for accountable algorithms: responsibility, explainability, accuracy, fairness, and auditability. While a large body of research addresses problems like responsibility, explainability, accuracy,
and fairness, the auditability of algorithms is a less frequently considered concern. I ﬁnd this surprising. In contrast to the other principles,
audits can be conducted from the outside, allowing individuals and society to take action. In addition to that, audits are independent of the
complexity of the ML-based system because they can focus solely on
the outcome.
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In Chapter 8, I performed a sock puppet audit. For this, a computer
program impersonated different users to get an idea about the recommendations that YouTube provides to users without a user account.
This enabled me to discover the popularity bias and the topic drift discussed in Section 8.5. The investigation in Chapter 8 showed that it
is possible to audit ML systems based on their output. As shown in
this thesis, audits are an important way to monitor and control MLbased systems, including the ‘public relevance algorithms’ recognized
by Gillespie (2014). This makes audits an important solution to the
epistemological challenges posed by Schou and Farkas (2016). Audits
enable researchers to uncover the potential hidden agendas of social
network sites. Thus allowing researchers to investigate what ML-based
curation systems select and present to people.
Regarding the three forms of opacity recognized by Burrell (2016), this
thesis primarily contributes to the opacity that arises from the characteristics of ML-based systems. However, the socio-technical perspective on ML-based curation also recognizes the role of ‘the organization’, which relates to the notion of opacity as intentional corporate or
state secrecy. Furthermore, the limited understanding of the users that
the investigations in Chapters 5 and 7 revealed relates to the notion of
opacity focused on technical illiteracy. Therefore, this thesis covers all
three dimensions of opacity recognized by Burrell (2016).
Overall, this thesis and the audits it proposes greatly contribute to algorithmic transparency as deﬁned by Diakopoulos and Koliska (2017).
The audits I describe enable interested parties to monitor, check, criticize, and intervene in ML-based curation systems.

9.3

Bias in ML-Based Curation Systems

The discussion of the awareness and understanding of ML-based curation systems was primarily focused on users. As opposed to that, this
section explores the biases that can be enacted by the machine learning
systems. The Oxford Dictionaries (2019b) deﬁne the term bias as:
[An] inclination or prejudice for or against one person or group, especially in a way considered to be unfair’.

As the importance of information systems that rely on machine learn-
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ing techniques grew, so did their potential to enable such negative and
biased decisions.
In the context of machine learning systems, bias is an ambiguous term
because of its historical meaning. The so-called inductive bias describes
fundamental assumptions of the modeling. The inductive bias is a crucial part of a machine learning system that allows the system to generalize from data to predict certain output (Utgoff, 1986). This connects
to the bias-variance dilemma that concerns the necessary balancing between strong modeling assumptions (bias) and reliance on ﬂuctuations
in the data (variance) (von Luxburg and Schoelkopf, 2008).
In this section, I refer to bias and its social dimension focused on prejudices. For this, I extend the deﬁnition of bias in the Oxford Dictionaries
(2019b). I operationalize bias as:
An inclination, prejudice, or overrepresentation for or against one person, group, topic, idea, or content, especially in a way considered to be
unfair.

The concept of bias relates to the feedback loop discussed in Chapter
5. Biases enacted by ML-based systems represent crucial challenges for
individual users and society at large. These problems are especially
severe in the context of ML-based curation systems. While biases in
movie or song recommender systems can be inconvenient, biased information can have much worse consequences because they potentially
affect political beliefs and actions, which could have negative effects on
democratic health (Delli Carpini and Keeter, 1997).
In this thesis, I provided a large number of examples of the biases that
are enacted by ML systems. An investigation by Sweeney (2013), for instance, revealed discrimination in online ad delivery. Advertisements
shown by Google’s advertising system exhibited systematic gender and
racial biases. Advertisements for high-income jobs are shown more often to women. Advertisements connected to arrest records showed up
when users entered names popular with people with dark skin.
I contribute to the study of biases enacted by ML systems by introducing two new biases. I showed that in the context of political topics in Germany, YouTube’s recommender system is recommending increasingly more popular content. YouTube’s ML-based curation systems enacts a popularity bias that potentially suppresses content from
minorities. This is highly problematic since research showed that recommendations can be aligned with a users’ perceived political orien-
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tation (Hargreaves et al., 2018). The audit also showed a strong topic
drift for the recommendations. Recommendations are not zooming in
on a particular issue. They do not relate to political topics at all.
Chapter 8 also found an indication for an emotionality bias. This bias
means that the ML-based curation system recommends increasingly
happier and less sad videos to users. While the amount of happy and
sad emotions remains comparatively low, I found statistically signiﬁcant differences between the recommendations. These differences indicate that emotions are inﬂuencing the recommendations. The audits I
presented in Chapter 8 enabled me to systematically explore YouTube’s
ML-based curation system based on its output. I showed how this enables users to control the complex ML-based systems they encounter.
This is especially helpful for stakeholders who do not have direct access
to the complex and often proprietary ML systems that make decisions
about or for them.
The study of such biases directly contributes to the issue of ﬁlter bubbles and online ‘radicalization’. ‘Radicalization’, as deﬁned in Chapter 8, is the process in which people are consistently directed towards
more extreme videos on a particular issue. As described in Chapter
8, my understanding of online radicalization on YouTube is that it is a
multi-faceted phenomenon. I focused on the ‘radicalization’ scenario
observed during the 2018 Chemnitz protests. In this scenario, YouTube
users who want to inform themselves about a new topic encounter extremist or hyperpartisan videos in a comparatively short watch session
of ten videos or less.
A noteworthy contribution of this thesis is the operationalization of the
term ‘radicalization’ that distinguishes between showing:
1. that YouTube is presenting users with increasingly extreme content
2. that this extreme content negatively affects their attitudes
3. that this affects their intentions
4. that this changes their behavior
I describe and apply audits as a methodology to investigate (1) in the
context of German political topics. I ﬁnd that YouTube’s video recommender system does not enact a ﬁlter bubble by zooming in on a
particular topic. YouTube is also not providing recommendations that
are becoming increasingly more emotionally stirring for users.
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While it is reassuring that YouTube is not providing recommendations
that can act as catalysts for online ‘radicalization’, I found that YouTube’s
recommender system has the potential for emotional contagion and
the involuntary suppression of minority views. These are relevant but
underexplored issues that are exacerbated by YouTube’s ML-based curation system. YouTube’s system that I audited in 2019 recommends
increasingly popular content, which could mean that individual opinions, e.g., by smaller minority groups, could be underrepresented. For
users without a user account, Chapter 8 suggests that the machine
learning system is similar to traditional mass media like radio and television. Content that is popular with the majority dominates the recommendations. In Chapter 8, I discuss the potential dangers that this
poses from a democratic point of view. Even though the recommendations of the ML system that I investigate are compatible with the majority rule as a democratic principle, they are at odds with the protection
of minorities as another important democratic principle.
If minority views are not taken into account by the ML-based curation systems, this is an important and pressing issue from a democratic
point of view. Moreover, if ML systems that learn from data are prone
to enact popularity biases like the one in YouTube’s recommender system, minority views could be ignored by other platforms where MLbased systems curate content.
One reason for the popularity bias could be that popular recommendations are a safe bet because popular recommendations are attractive for
the majority. This could be motivated by ﬁnancial incentives that try
to optimize the watch time for a broad majority, yielding more ads and
more income for the organization that operates the ML-based curation
system. I invite other researchers to investigate this tension between
the platform’s ﬁnancial incentives, the goal of providing viewers with
tailored content that is best for the individual, and the goal of having
an informed public.

9.4

Analysing ML-based Curation Systems

Based on this thesis’ results, I make the following recommendations for
the analysis of ML-based systems. First and foremost, rather than developing explanation systems or legally requiring platform providers
to provide explanations of ML systems, I recommend auditing ML sys-
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tems by systematically investigating input-output correlations of such
systems, following the model by Sandvig et al. (2014). Scraping audits
and sock puppet audits are, in my opinion, the most promising method
to investigate complex ML systems.
Considering the limitations of explanations, this thesis recommends
adopting algorithm audits to enable individuals and collectives to ensure that ML-based systems act in the public’s interest. The biases explored in the preceding sections, could, for instance, be used as criteria
for such audits. One criterion could be ensuring that all different political opinions are given sufficient room for expression. Audits could be
used to determine whether a system is enacting a gender bias or if the
system has a tendency to discriminate against or towards a particular
ethnic group. Like I argued in Chapter 8, controversial political topics require a balanced presentation of all arguments. This is not just a
normative statement. It is required by law in Germany, where private
broadcasting services must generally reﬂect a plurality of opinion.
By investigating input-output correlations, algorithm audits can be conducted independently of the platform provider. This enables researchers,
non-governmental organizations, lawmakers, and other stakeholders
to understand predictions by complex ML-systems that would be hard
to investigate otherwise. This could enable stakeholders to scrutinize
the actions of such ML-based systems and to punish offenses, e.g., if
such systems do not comply with current and future laws. This, in my
opinion, would be the most important and immediate step that needs to
be taken for public relevance algorithms like YouTube’s recommender
system and Facebook’s News Feed algorithm.
In the long term, institutions need to be established to enforce laws like
the Rundfunkstaatsvertrag (Interstate Broadcasting Agreement) (Federal
Republic of Germany, 2016) and to monitor the activity of ML-based
curation systems on platforms like YouTube. Such institutions should
be governed by public law, i.e., they should be independent and reliably ﬁnanced.
In the following, I will brieﬂy outline two different models that could
be adopted to increase public control of ML-based curation systems.
The public control of ML could follow the model of the German Association for Technical Inspection (Technischer Überwachungsverein TÜV). The services of the German TÜV are required in a variety of contexts. TÜV institutions, for instance, evaluate each car in Germany every second year to ensure that the car is street-legal. A related model is
the German Foundation for Product Testing (Stiftung Warentest), akin
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to the Consumers Union in the U.S. and the Union Fédérale des Consommateurs in France (Wikipedia contributors, 2018). The purpose of
the German Foundation for Product Testing is to compare goods and
services in an unbiased way.
The German TÜV ensures that something complies with a certain norm
– commonly making binary decisions whether something is permitted
or not. The Stiftung Wartentest usually develops a catalog of criteria
used to compare different instances of a speciﬁc kind of product or service. An expert consortium deﬁnes these criteria for speciﬁc products
or services and a particular context. A Foundation for ML-based Systems could adopt this schema and iteratively develop criteria for the
control of ML-based curation systems.
I hope that this thesis helps others to recognize the importance of studying ML-based curation systems. Due to the broad implications that
such systems can have for people’s lives, they are worth studying. Therefore, I hope that this thesis will inspire other researchers to examine
users’ understanding of ML-based curation systems and motivate them
to design and develop novel ways of explaining and auditing such systems.

9.5

Critical Reﬂection

In the following section, I will reﬂect on the limitations of the different investigations and the methods applied in these sections. The title
of this thesis is ‘Users & Machine Learning-Based Curation Systems’.
This implies that the ﬁndings concerning machine learning are limited
to the application context of ML-based curation. Chapter 4 is a notable
exception because it is focused on machine learning in general. The
thesis puts a strong focus on YouTube and Facebook, especially Chapters 5, 6, and 8. This focus on YouTube and Facebook is motivated by
the fact that they are the two largest platforms that employ ML-based
curation systems. This, however, also means that the generalizability
of the ﬁndings beyond these two platforms remains hypothetical. Future research can and should show how well the ﬁndings generalize to
other video recommendation services, streaming services, or movie recommendations in general. Considering the billions of users of YouTube
and Facebook and the case that they are the canonical examples for this
kind of curation, this thesis is timely and relevant. In the future, other
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platforms that rely heavily on machine learning, e.g., TikTok, could be
examined as well.
Motivated by Gillespie’s (2014) insights on the public relevance algorithms on Facebook and YouTube, my investigation concentrated on
news and political topics. This is motivated by the critical social and
political questions concerning ﬁlter bubbles and online ‘radicalization’.
However, this focus also means that the generalizability of the ﬁndings
beyond news and political content remains hypothetical.
This thesis focuses on supervised machine learning techniques. Chapter 4 showed that they are the dominant kind of ML applications at
the time. The discussion in Chapter 5 provides additional support that
platforms like YouTube apply such techniques. The focus on supervised ML does limit the generalisability of my ﬁndings for other ML
systems based on other techniques such as unsupervised learning or
reinforcement learning.
This thesis provides a broad overview of users’ understanding of ML
systems and examines ways to explain and audit such systems. As described, I performed a variety of studies with a diverse set of users,
ranging from non-technical middle-aged users (Chapter 5) and young
adults in schools (Chapter 6) to expert users like professional journalists (Chapter 7). Considering this research focus, it was beneﬁcial to gain a wide range of perspectives and explore various aspects
of ML-based curation. Even though this limits the generalizability of
the ﬁndings, the different groups were selected based on clearly deﬁned sampling criteria. The middle-aged people interviewed for Chapter 5 were ideal to understand how non-technical users form beliefs
about ML-based curation systems. The students interviewed for the
study in Chapter 6 are a relevant demographic considering research
that showed that a third of all-young adults already use social media as
their primary source of news (Newman et al., 2017). The focus of Chapter 7 on expert users was important since journalists have experience
with selecting, organizing, and presenting news. This does, however,
limit the generalizability of the ﬁndings, as discussed in the chapter.
Overall, the thesis explores the issues of ML-based curation systems in
a diverse and gender-balanced sample. The studies in Chapters 7 and
8 were conducted with a gender-balanced sample. Only the sample in
Chapter 6 has a strong gender bias. However, as detailed in Chapter 6,
this gender bias does not limit the generalisability of the ﬁndings.
A possible limitation of this thesis exists regarding the high level of
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education of the different participants. Participants in the studies in
Chapters 7 and 8 were highly educated. The participants in Chapter 6
were still in school, but on track to earn a general qualiﬁcation for university entrance, which would qualify them as highly educated. However, especially considering the negative results presented in Chapters
5, 6, and 7, the results imply that if people with a comparatively high
level of education are not able to beneﬁt from the different explanations, those with less education are unlikely to beneﬁt from these explanations either.
Like most HCI experiments, this thesis had to deal with possible order and priming effects, as described in the different chapters. To limit
the inﬂuence of possible order effects, the explanations in Chapter 7
were all presented simultaneously. For the rating task in Chapter 8, all
raters reviewed all videos in the same order. Chapter 6, 7, and 8 reﬂect
on potential priming and framing effects, either due to the lecture that
preceded the trust ratings (Chapter 6), which could have made people
read more slowly and more carefully, or due to the setup of the study
and the questions (Chapter 7 and Chapter 8). To account for these possible effects, I performed external validation studies. I corroborated
users’ trust ratings in Chapter 6 by comparing participants to independent media research experts. The ratings of the participants in Chapter
7 were compared to a large and representative sample of U.S. citizens.
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10
Conclusions & Future Work
This thesis provides a socio-technical perspective on ML-based curation systems and provides actionable insights on how ML-based curation systems can and should be explained and audited. This thesis
contributes to the understanding of ML-based curation systems by revealing how practitioners’ understand machine learning (RQ1), by introducing a framework of user beliefs about ML-based curation systems
(RQ2), by demonstrating how limited users ability to provide input to
ML systems is (RQ3) and how limited the helpfulness of explanations is
(RQ4), and by showing that audits are an important alternative (RQ5).
In this ﬁnal section, I will consider how the approaches outlined in
the preceding sections can enable the control of ML-based systems.
This control has two dimensions: the control that individuals (re)gain
through such systems and the control that society at large (re)gains. Individuals can beneﬁt from explanations based on the framework proposed in Chapter 5 and from research informed by the explanatory gap
in Chapter 7. The framework from Chapter 5 can, for instance, help
users understand that they see speciﬁc recommendations because of
their previous actions, social media inﬂuences, the recommender system, or because of company policy. Explanations of the ML-based system and how it generates the recommendations could motivate users
to get the most out of the inference capabilities of the ML-based curation systems they use without mistaking the curated content with an
objective account of reality.
The starting point of this thesis was how machine learning is framed in
ML tutorials. Framing the term’ machine learning’ is crucial because
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it gives researchers a terminology to reﬂect on the peculiarities of machine learning critically. Chapter 4 exposes that the role of data and its
signiﬁcance are rarely explored in ML tutorials. This is especially important considering the focus of contemporary researchers on the terms
algorithm and algorithmic systems. The results presented in this thesis
demonstrate that the algorithm is only part of a larger socio-technical
system. One of the most valuable insights of this thesis is recognizing
the signiﬁcance of data that I document in Chapter 4. As this thesis
showed, ML-based systems that infer decisions from data have speciﬁc
characteristics that are worth exploring in detail. This thesis provides
a framework of machine learning as a socio-technical process (Chapters 2 and 9) and a framework of user beliefs about ML-based curations
(Chapter 5). It covers the essential aspects of the technical and nontechnical sides. These frameworks enable a more nuanced understanding of ML-based curation systems and their different components. This
allows experts and laypeople to understand the different aspects relevant to the study of complex socio-technical ML systems. Furthermore,
the framework of user beliefs enables designers and developers to expose machine learning systems in ways that make sense to laypeople,
which can contribute towards improving the design and development
of novel explanations and visualizations.
This thesis combines technical insights with qualitative methods. Using this combination, I examined critical research gaps at the intersection of human-computer interaction and machine learning. This alone
is noteworthy considering how quickly the work related to this dissertation developed using the course of this thesis. A large proportion of
the cited research was published after this thesis was started.
The thesis revealed a variety of shortcomings regarding the explainability of ML-based recommendations. This motivated me to investigate other ways of making such systems transparent. With audits, this
thesis outlines a way forward that overcomes the shortcomings of approaches focused on explanations. While this thesis provides a new and
broader understanding of machine learning and its techniques, my primary focus is on ML-based curation systems. The ﬁndings presented in
this thesis are important due to the billions of users interacting with
ML-based curation every day.
An important contribution of this thesis beyond audits is the sociotechnical framework that systematizes the different inﬂuence factors
recognized by users. The investigation on which this framework is
based showed no consensus on which factors inﬂuence the recommendations the most. This ﬁnding, together with the explanatory gap,
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demonstrates that the development and evaluation of ML-based curation systems’ explanations is complex. Two things can be derived
from the explanatory gap: (1) the technical means to explain ML-based
systems need to be improved, and (2) users’ understanding of such systems needs to be improved.
The thesis shows how this framework informs research in practice.
Chapter 7 demonstrated that explanations of the ML-based curation
system focused on simplicity, intuitiveness, and interactivity are not
helpful for expert users. This supports the ﬁnding that ML-based curation systems are complex socio-technical systems. Thus, it is not sufﬁcient to focus only on one part of the framework - e.g., the model of
the ML-based system (Chapter 7). This stresses the importance of the
user belief framework (Chapter 5). The investigation revealed a gap between what is available to explain ML-based curation systems and what
users need to understand the systems. This implies that explanations
need to take more than one source of information into account. The
investigation shows how crucial it is to evaluate ML explanations and
explanations in user studies. The results also indicate that explaining
ML-based decisions is a challenging and multifaceted problem. The results question whether ML-based decisions can be explained in ways
that are accessible to people. The ﬁndings in Chapter 7 imply that
explanations did not increase understanding. This raises the question
of whether such explanations are the most promising and useful approaches toward understanding and controlling machine learning systems.
A thorough analysis of ML systems’ output could be a viable alternative
to making the decision process of such ML systems traceable. Audits,
therefore, could be a useful way to increase trust in machine learning
systems. This trust is needed considering the social, political, and economic inﬂuence that ML-based curation systems have on the lives of
millions of people. Since I believe that the importance of ML-based
systems will only increase in the future, explaining and auditing MLbased curation systems will become even more important. Overall, the
ﬁndings of this thesis lead me to recommend others to focus on audits
rather than explanations. As shown in Chapter 8, audits proved to be
useful in identifying the popularity bias of YouTube recommendations
and the strong topic drift.
My recommendation for future research would be to focus on audits,
which can be conducted ad-hoc and which are a good way to ﬁnd biases in the system. Audits are also immediately meaningful to users
as the newspaper report by Smith et al. (2018) suggests. This means
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that while I highly encourage and appreciate research on explanations
of ML-based curation systems, my recommendation to practitioners is
to adopt audits as the best available method of investigating ML-based
curation systems.
This thesis explored machine learning from various angles, including
the ratings of ML input, user beliefs about ML systems, explanations
of ML systems, and audits of ML output. This thesis combines a deep
technical understanding of how ML systems are used in practice with
human-computer interaction methods. For YouTube, one of the most
widely used websites worldwide, the thesis shows that widely debated
issues like ﬁlter bubbles and online rabbit holes may not be the most
imminent dangers. As Chapter 8 demonstrated, the potential of MLbased curation systems for emotional contagion and the potential suppression of minority views are relevant and timely issues that need to
be tackled now.
In this paragraph, I provide an overview of the key takeaway of this
thesis. The thesis proves that ML-based curation systems are complex
socio-technical systems that entail a lot more that speciﬁc algorithms
and inferred models. While users have some idea about what inﬂuences
their recommendation, this thesis documents that users have no clear
idea of why they see the recommendations they see. Moreover, even
if they are presented with explanations of an ML model, their understanding of the recommendations does not improve. This is especially
problematic considering how little we know about how the proprietary
ML-based curation systems on platforms like YouTube and Facebook
generate recommendations. The investigation also shows that while
the tendency of ML-based curation systems to enact ﬁlter bubbles and
rabbit holes may be exaggerated, their propensity to suppress minority
views is rarely discussed and an equally important issue.

10.1

Future Work

The thesis is an important ﬁrst step towards a better understanding of
ML-based curation systems. In the following, I will discuss the most
important directions for future work.
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Framing and Deﬁning Machine Learning
Considering the generative power that machine learning as a novel
programming paradigm has, a general-purpose deﬁnition of machine
learning that clearly describes its core principles is needed. This thesis provides a ﬁrst and important step towards this end. However, for
such a deﬁnition to be authoritative, the voices of a large number of
stakeholders need to be considered.
The ﬁrst step for future work would entail extending my characterization of machine learning. While Chapter 4 relied on ML tutorials to
characterize machine learning, future work could consider a variety of
other sources of information about machine learning. Other sources
of informal learning, like the syllabi of university courses, the slides,
and recordings of university courses, or MOOCs, could be analyzed to
document the consensus on what machine learning ‘is’. Recent textbooks like Müller and Guido (2016) or Goodfellow et al. (2016) could
be investigated as well as scientiﬁc articles from sources like the Association for the Advancement of Artiﬁcial Intelligence (AAAI), the Conference on Neural Information Processing Systems (NIPS), the International Conference on Machine Learning (ICML), or the International
Conference on Learning Representations (ICLR).

A Family of User Belief Frameworks
This thesis introduced a user belief framework of middle-aged users’
beliefs about YouTube’s ML-based curation system, which systematized
a broad range of user beliefs about the ML-based curation system on
YouTube. For this, I relied on a non-probabilistic, purposive sampling
to maximize diversity. Quantitative investigations should investigate
how common the different inﬂuence factors are. This could provide
an estimate of how many people share a particular user belief. Such an
investigation would be an essential step towards quantifying the public
awareness and understanding of such systems.
As described in this thesis, the awareness of ML-based curation systems
is not binary. Users are not either aware or unaware of ML-based curation systems. The ﬁndings in this thesis prove that users have some
awareness that recommendation is taking place on YouTube, but that
their understanding of how this works remains limited. A taxonomy of
awareness and understanding in this context is missing. Future work
could address this by providing a precise classiﬁcation of the different
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levels of awareness.
Follow-up work could also investigate how different user beliefs and
inﬂuence factors interact. This could entail how the different beliefs
interact with each other, i.e., whether a strong belief in the inﬂuence
of previous actions correlates with a strong belief in social media. This
could also include examining how user beliefs interact with demographic
factors like age, educational background, or experience with technology. These differences between user beliefs could also be compared
across platforms.
This thesis conﬁrmed that a large number of machine learning systems
and a large variety of different interfaces exist. It would be valuable
to explore the whole family of user belief frameworks for all available
ML-based systems. This could provide an overview of the user beliefs
recognized by a large number of people. The comparison of user beliefs
about YouTube and Facebook in Chapter 5 showed that there are significant differences between the platforms. Not all social media platforms
or all platforms that apply ML-based curation systems are the same
or even comparable. This means that future work is needed to examine
the similarities and differences of ML-based curation systems systematically. Follow-up work to this thesis could explore user beliefs of other
groups of users and other commercial services like Twitter, Instagram,
Linkedin, or Tiktok.
If a family of user beliefs about ML-based systems would eventually
be available, the different members of this family could be analyzed
and compared systematically. This could yield an overview of the user
beliefs that people have about ML-based systems, which could become
an important body of knowledge for the design and development of
ML-based systems.

Personalization
ML-based curation systems are deeply connected to the promise of personalization. For example, YouTube’s goal is ‘match[ing] each viewer
to the videos they are most likely to watch and enjoy’ (YouTube Creators, 2017b). The ﬁndings presented in this thesis – together with the
crucial role that personalization has for ML-based curation systems –
could motivate further in-depth exploration of the issues around personalization.
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While this thesis accounted for the fact that ML-based curation systems’ recommendations target individual users, limitations of space
and time prohibited me from exploring how such personalization processes shape users’ understanding of ML-based curation systems. This
remains an important open question that is worth investigating. In the
context of the framework of ML-based curation, it would, for instance,
be worth investigating what inﬂuence personalization has on the user
beliefs and whether users with an account have different user beliefs
than those who do not have an account.
The study of personalization is a major task that requires a good operationalization of the term personalization. It would entail long-term
studies of how users interact with complex information systems. Such
studies have to be conducted for individual platforms like YouTube or
Facebook. With such studies, it would be possible to investigate how
the content is targeted to individual users. Such studies would also be
beneﬁcial to explore how advertisements are targeting speciﬁc users.
This directly relates to the dangers posed by the so-called ‘surveillance
capitalism’. Zuboff (2019) describes ‘surveillance capitalism’ as: ‘human experience’ which is used as:
[R]aw material for translation into behavioral data [which] are declared
as a proprietary behavioral surplus, fed into advanced manufacturing
processes known as ‘machine intelligence’, and fabricated into prediction
products that anticipate what you will do now.

Considering these political and economic forces, it is vital to investigate
how advertisements are targeted to users. Thus, the ﬁndings presented
in this thesis could be used to investigate personalization, which could
provide insights into the user proﬁles of contemporary ‘surveillance
capitalism’.

Critical Machine Learning Data Studies
This thesis conceptualized ML as part of a complex socio-technical system and extended on prior work in critical scholarship by shifting the
analytical focus from algorithms to data. I made clear why critical code
studies or software studies are limited. Considering the importance of
data in machine learning, I explained why the signiﬁcance of data and
all the inscriptions made into data require critical examination.
Follow-up work should, therefore, investigate what assumptions are
inscribed into the data in these contexts. Since ML systems are often
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trained on existing data that are repurposed, a critical exploration of
the quality of such data is necessary. The tools and methods presented
in this thesis are useful to support researchers and practitioners in investigating such data. Considering how central input data is to ML
systems, it is imperative to consider who is providing this data (and
why) and what quality assurance processes are in place to ensure that
the data is as free from biases as possible. It would also be interesting
to investigate the power relations at play.

Human-Machine Learning Interaction
This thesis identiﬁed the explanatory gap in ML-based curation systems, which could motivate an entire research agenda. However, the
study in Chapter 7 is limited since it is focused on a short interaction
in a speciﬁc experimental context. Future work could investigate how
the helpfulness of such explanations is perceived when they are used
over a long period, e.g., days, months, or years. Since the investigation
is focused on journalists as expert users, it would be relevant to study
the explanations with other expert and non-expert users. These investigations could help users assess how severe the explanatory gap is for
different users and the different visualizations. Akin to the study of
the different families of user belief frameworks, a variety of large-scale
investigations of ML-based systems are needed. These investigations
are necessary to know how well users can understand the systems they
interact with. Such investigations could also provide insights into how
explanations and other user interface elements can support this.
Considering the growing importance of machine learning as a dominant paradigm in artiﬁcial intelligence, a new subﬁeld called humanmachine learning interaction might be necessary. Right now, there is a
gulf between the human-computer interaction and the machine learning communities. The expertise to judge the quality of research contributions in this space is only emerging. Considering ML’s importance,
a new subﬁeld called human-machine learning interaction could combine in-depth technical knowledge with an awareness of the value that
fundamental research on users’ understanding of ML-based systems
can provide.
In this thesis, I showed that there are different styles in which users are
interacting with an ML-based curation system, recognizing two types
of interaction: pessimists and optimists. This classiﬁcation might not
be exhaustive. Future work could investigate whether a more nuanced
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taxonomy of the user types that interact with ML-based systems can be
constructed. My ﬁndings indicate that explanations like the most important keywords and interactivity could be an overextension for users.
Further research on how well users can understand machine learning
and, by extension, statistics, would be beneﬁcial.
Considering the different interaction styles, it might also be helpful to
provide different explanations or different user interfaces to different
users. Such an explanation preference could be linked to psychological
traits, which could be modeled through psychometric tests like the Big
Five personality traits (Goldberg, 1990). The personality type of a user
could be predicted from data using the same model I used to predict
users’ mean trust ratings from generalized beliefs. Psychometric tests
could be used to evaluate whether a user prefers feedback based on
praising a select number of examples or criticizing a large number of
examples. The system could then adapt the explanations and the user
interface.

Auditing Machine Learning
As described, I recommend audits as a way of enabling individuals and
society at large to ensure that users can monitor and control the recommendations of ML-based curation systems. Audits are also useful to
identify potential biases enacted by these systems. The investigation in
Chapter 8 explored a particular snapshot. Since the ML-based system
on YouTube is subject to changes, it might be useful to audit the system
over a longer period. Such long-term investigations could explore the
effect that biased recommendations have on users as well as if and how
these recommendations inﬂuence users’ political beliefs.
The methodology from Chapter 8 can be applied to other domains and
other ML-based systems. Follow-up work could investigate other topics than the political topics that I explored in Chapter 8. Fake news and
pseudoscience relating to climate change, the COVID-19 pandemic, the
moon landing, the ﬂat earth ‘theory’, or vaccination are among the
many topics where YouTube recommendations are alleged to diverge
from the major consensus narrative. The potential effect that YouTube
recommendations have on these issues deserves special attention.
Chapter 8 was motivated by the issue of ‘radicalization’ on YouTube.
To understand ‘radicalization’, research has to show:
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1. that YouTube is presenting users with increasingly extreme content
2. that this extreme content negatively affects their attitudes
3. that this affects their intentions
4. that this changes their behavior
Chapter 8 contributed towards (1) and investigated YouTube recommendations using random walks in sock-puppet audits. To further contribute towards (1), it would be beneﬁcial to conduct long-term audits
of YouTube recommendations. Points (2), (3), and (4), however, are
equally important and require future work.
To tackle the issue of ‘radicalization’, these four aspects need to be combined. This is necessary to understand whether ML systems are actually ‘radicalizing’ people.

Media Bias Detection
Considering the challenges associated with ML-based curation systems
described in this thesis, another important direction for future work
is the detection of media bias. Akin to nutrition labels that list the
nutrients in a certain meal, a system could visualize the news a user
consumes and visualize the political biases of these news. This could
help educate users and immunize them against the dangers posed by
online radicalization and ﬁlter bubbles. Such a tool could enable users
to learn more about how their recommendations are personalized and
how this affects the content and the news they consume. User studies
could be conducted to examine why certain information is perceived as
helpful by users, when and why they would use the system, and how
the tool affects the ways they consume news.

News Filtering
The thesis demonstrated the utility and necessity of having such curation systems. This thesis also provides ample evidence for the complexities that arise when users interact with ML-based curation systems.
Despite all the challenges, I believe that ML-based curation systems can
greatly improve how users experience news and other content. There-

253

fore, I think it is worth exploring what sort of ML-based curation systems users want and what kind of data can be leveraged for this curation. Future work could, for instance, involve users in the development
of ML-based curation systems using approaches such as participatory
design or co-creation. Together with users, researchers could investigate the kind of curation users want. Future work could also explore
how this curation can be made more transparent and which speciﬁc
design requirements users have for these systems.
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A
Appendix

A.1

Chapter 4: List of Tutorials

In the following, the tutorials analysed in Chapter 4 are listed:
• T01: A Beginner’s Guide to Deep Reinforcement Learning
• T02: An Introduction to Machine Learning Theory and Its Applications - A
Visual Tutorial with Examples
• T03: An introduction to Machine Learning
• T04: An introduction to machine learning with scikit
• T05: Apache Spark Machine Learning Tutorial
• T06: Artiﬁcial Intelligence - An Introduction
• T07: Basic Probability Models and Rules
• T08: Beginners guide To machine learning with python
• T09: Demystifying Machine Learning
• T10: Difference between Machine learning and Artiﬁcial Intelligence
• T11: Fingerprinting Images for Near - Duplicate Detection
• T12: Getting started with Machine Learning
• T13: Introduction to Artiﬁcial Intelligence and Machine Learning
• T14: Introduction to Data in Machine Learning
• T15: Introduction to Machine Learning in Python
• T16: Linear Regression in Python
• T17: Logistic Regression
• T18: MIT Deep Learning Basics
• T19: Machine Learning Tutorial NUR mit Zettel und Stift
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• T20: Machine Learning Tutorial for Beginners - Learn Machine Learning
• T21: Machine Learning Tutorial for Beginners
• T22: Machine Learning Tutorial
• T23: Machine Learning and Artiﬁcial Intelligence
• T24: Machine Learning is fun
• T25: Machine Learning mit Python - Minimalbeispiel
• T26: Machine Learning
• T27: Machine Learning - Applications
• T28: Mit dem Raspberry Pi Machine Learning erlernen - Teil 1
• T29: Python Machine Learning Tutorial Scikit-Learn Wine Snob Edition
• T30: Practical Machine Learning Tutorial with Python Introduction
• T31: Practical Text Classiﬁcation with Python and Keras
• T32: Regression - Intro and Data
• T33: Simple Beginner’s guide to Reinforcement Learning & its implementation
• T34: Traditional Face Detection with Python
• T35: Tutorial and Online Course Machine Learning
• T36: Understanding Machine Learning with an Analogy
• T37: Very Brief Introduction to Machine Learning for AI
• T38: Welcome to the deep learning tutorial - Linear Regression
• T39: What is Machine Learning
• T40: Working With Text Data
• T41: Your First Machine Learning Project in Python Step-By-Step
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