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ABSTRACT
With the advent of digital humanities and computational
social sciences, machine learning techniques like topic mod-
eling are increasingly employed by social scientists and hu-
manities scholars. This poses the question what visualization
needs these researchers have when confronted with such
complex systems. In this paper, we investigate visualization
needs in the context of the topic modeling algorithm La-
tent Dirichlet Allocation and the 950,000 articles of the New
York Times corpus. We presented visualizations of how the
topics in the newspaper changed over time to seven partici-
pants, who fulfilled three tasks with three visualization types.
Qualitative interviews with the participants supported our
assumptions that visualizations for these tasks need to be
visually appealing, intuitively interpretable, and minimizing
mental effort.

CCS CONCEPTS
• Human-centered computing → Empirical studies in
visualization; • Applied computing → Arts and humani-
ties.
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1 INTRODUCTION
Social scientists and humanities scholars increasingly employ
complex machine learning and data science methods. This
paper explores their visualization needs in the context of the
topic modeling algorithm Latent Dirichlet Allocation and the
950,000 articles of the New York Times corpus. Participants
were tasked to interpret visualizations of the distribution
of different topics in the New York Times. Visualizations
are a central part of the data science process and an impor-
tant tool to make the results of machine learning systems
interpretable and accessible. Researchers, designers, and de-
velopers have developed myriad ways of visualizing data
and communicating information. Research showed that to
successfully support users and to help them identify patterns,
it is important to understand the data and its structure [1].
For this, The specific contextual visualization needs of indi-
vidual user groups like scientists need to be understood. This
is especially important in the contexts of the computational
social sciences and the digital humanities. The goals of so-
cial scientists are very different from the goals of computer
scientists, which can lead to misunderstandings and cause
serious problems [18]. This suggests that the information
and visualization needs in the computational social sciences
(CSS) and the digital humanities (DH) are different from
those in fields like computer science and machine learning.
This paper contributes to our understanding of visualization
needs by addressing the following research question: What
are the visualization needs of social scientists when using
these visualization techniques in practice?

2 RELATED WORK
Lazer et al. characterized computational social sciences as a
field that leverages the capacity to collect and analyze data at
scale to examine patterns of individual and group behaviors
and to enhance our understanding of individuals and collec-
tives [23]. This paper is motivated by the observation that the
use of data mining and machine learning methods is becom-
ing more and more common in the humanities [21, 23, 27, 28].
For instance, Scully and Pasanek analyzed potential pitfalls
and regard humanities scholar’s ability to interpret nearly
any result as the worst danger [31]. They recommend human-
ities researchers to keep the boundary between the result
of the algorithms and the interpretation of the results as
clearly delineated as possible. We take this as a motivation
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to understanding the influence that visualizations have on
the interpretation of results.

Computational Social Science and Digital Humanities prac-
titioners utilize common visualization techniques of which
we can only provide a cursory overview. Visualizations are
powerful instruments that represent quantities via differ-
ent graphical elements such as points, lines, words, shading
or color [34]. The primary motivation of visualizations can
be characterized as helping users identify relevant patterns
and acquire new insights. Typical applications of visuali-
sation are the visual display of complex relationships (e.g.
Topicnets [14]), time-oriented data (e.g. TextFlow [33], The-
meRiver [15]) or tag-based quantitative data (see [36]). A
large body of research concerns the evaluation of informa-
tion visualisations in general [5, 10, 13, 25], interactive vi-
sualisations and topic models in particular [4, 6] as well as
specific comparisons of the influence of bars, squares, circles,
and cubes [8], chart size [16], or shape [9]. Schneidermann
emphasizes that it is important to take user’s perception and
the idiosyncrasies of the tasks at hand into account [32]. This
motivated our focus on the visualization needs in a specific
context. Javed et al. evaluate four different design alternatives
regarding tasks such as slope identification, value discrimina-
tion, and value comparison in the context of time-series [20].
They found that techniques that create separate charts for
each time series are generally more efficient for comparisons
across time series, while shared-space techniques are more
efficient for comparisons over smaller visual spans. This mo-
tivated our approach, although we focus on shared-space
techniques since the difference in our data covers a small
visual span and subtle differences.

One popular unsupervised machine learning algorithm is
Latent Dirichlet Allocation (LDA), which makes it possible to
analyze large amounts of text [2, 12, 21]. This includes analyz-
ing trends and patterns in news content in large digital news
archives like the New York Times Corpus as well as other
genres of text like emails or tweets [17, 19, 38]. LDA opera-
tionalizes a topic as a probability distribution over words. A
document is a probability distribution over topics. As an un-
supervised machine learning technique without access to the
ground truth, LDA lacks a good quality metric that closely
matches human judgment in understanding topics [26]. In
addition to that, it is challenging to meaningfully interpret
the results of LDA [19]. All this motivates us to investigate
how to best visualize and present the results of LDA.

3 METHODS
For our investigation, we presented social science and hu-
manities students with a realistic task similar to prior work
in the digital humanities [12, 19]. To generate data for the
task, we used the unsupervised machine learning algorithm
Latent Dirichlet Allocation (LDA) to discover topics in the

New York Times Annotated Corpus [2, 30]. Each participant
rated three different visualizations for four different tasks.
The tasks included accurately reading values, comparing
proportions, and recognizing patterns.

Figure 1 shows examples of the three different experi-
mental stimuli we presented to the participants in a within-
subjects design. We focused on the following three visual-
izations: the stacked bar chart, the stacked area chart, and
the heat map. This was informed by Few and Kosslyn, who
list five types of graphs useful for examining quantitative
change through time: line graphs, bar graphs, dot plots, radar
graphs, and heat maps [11, 22]. The different visualizations
were selected based on their availability, their prevalence
in published papers and their applicability to the task of
visualizing how topics in a newspaper change over time.
The decision to rely on stacked charts rather than simple
line graphs or dot plots is based on the task of comparing
proportions. In addition to that, accurately reading values is
straightforward in settings like the line graph, bar graphs,
or dot plots.

In the experiment, each participant saw every visualiza-
tion. The order of the visualizations was shuffled for ev-
ery participant to minimize order effects. We generated our
dataset by running LDA on the New York Times Annotated
Corpus [2, 30]. This includes all 956,000 articles published in
the New York Times between January 1997 and June 2007.
We used the open-source implementation of LDA available
in scikit-learn and selected 500 topics [3, 29]. Out of the 500
automatically generated topics, we hand-selected a diverse
subset of topics with sufficient variation (for this, we com-
pared different statistics like correlation). The number of
topics and the topic selection process was the same as in the
investigation by Jockers et al. [21]. This selection process
yielded 40 topics based on which we generated different vi-
sualizations. We ensured that the participants did not see the
same data in different visualizations since this could have
influenced their assessments. We presented the participants
with a visualization of the topics as a time series, i.e. we
showed how much a certain topic was present in the New
York Times in a given month. Within this time-oriented rep-
resentation, there are two more dimensions to be visualized:
the journalistic topics and their portion of the total examined
text per time interval.

Tasks: Participants performed the following three tasks:
Reading Values, Comparing Proportions and Recognizing
Patterns. The question for Reading Values was “Identify the
exact proportion of topic X in month M.”, the question for
Comparing Proportions “How much is the proportion of
topic X in month M in relation to the proportion of topic Y
in month N?”. For the task of Recognizing Patterns, partici-
pants were asked “Name all patterns that you can recognize
for all topics.” The slope of these patterns can be ascending,
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(i) Stacked bar chart (ii) Stacked area chart
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(iii) Heat map

Figure 1: The experimental stimuli visualise how much a certain topic was present in a given month. The topics were generated
using Latent Dirichlet Allocation (LDA) on 956,000 articles published in the New York Times between 1997 and 2007.

descending, or fluctuating, which was explained to the par-
ticipants before the experiment using icons. To analyze the
qualitative data, we followed the approach of Mayring’s sys-
tematic, rule-bound procedure with categories in the focus
of analysis [24]. For this, we made a selective protocol of the
interviews in German (the language in which the interviews
conducted). We then analyzed the interviews in a process
of inductive category formulation, where we collected and
combined statements across participants on the different vi-
sualization techniques and the needs of the participants in
relation to the tasks. This includes answers to the questions
as well as spontaneous remarks.

Participants: To control for age and educational back-
ground, the experiment was conducted at a large campus
university in Germany. Participants were recruited in the
cafeteria of the social sciences building. Our sampling made
sure that none of the participants were color-blind. Overall,
seven people participated in the study. The interviews were
conducted in German. In addition to that, a pilot study was
conducted to ensure that the questions were clear and the
tasks were doable. Of the seven participants, four partici-
pants identified as male, three as female. The mean age of
participants was 27.29 (SD=3.64). The youngest participant
was 22, the oldest 32. Two participants study social sciences
(P4 and P6), two cultural sciences (P2 and P3), two education
sciences (P5 and P7), and one economics (P1). Two partic-
ipants were familiar with all visualization types, three did
not know the heat map, and one did not know any of the
three visualization types.

4 RESULTS
In the following, we will present all categories associated
with a visualization type. After that, we will collect and
combine the categories to reveal visualization needs across
visualization types and tasks. The process of inductive cat-
egory formulation yielded the following three categories
for stacked bar charts: 1. good readability of exact values, 2.

subtraction of lower unit values necessary, and 3. not always
helpful when comparing individual topics. For stacked area
charts, we found the following four categories: 1. subtraction
of lower unit values necessary, 2. individual values cannot be
precisely identified, 3. known chart type, and 4. uncertainty
about the interpretation strategy. Regarding heat maps, five
categories were derived: 1. no subtraction of underlying unit
values necessary, 2. intuitive interpretation of the hue, 3. poor
readability of accurate values, 4. visually appealing through
structure, and 5. confusion when comparing topics.

Readability, accuracy, and precision: For all visualiza-
tion types, participants commented on readability, accuracy,
and precision. One user liked stacked bar charts for their
good readability of exact values, as they “had precise num-
bers” (P2). Heat maps, on the other hand, were regarded as
providing poor readability of accurate values by the same
participant, who said “he can’t determine the value” since
he “can’t say exactly where the color is reflected here [on
the scale]” (P1). For stacked area charts, two participants
expressed that individual values cannot be precisely identified.
One participant expressed that this makes it hard to recog-
nize trends. Another participant stated that for her, “it’s hard
to tell if it has increased or decreased by 2 points” (P3).

Interpretation strategies: Participants also commented
on the different interpretation strategies available. For stacked
area charts, one participant exclaimed her uncertainty about
the interpretation strategy. When asked about her strategy,
she said: “that’s also so difficult. What line am I looking at?”
(P3). For heat maps, another participant highlighted the in-
tuitive interpretation of the hue, since a social scientist here
“only had to compare the colors” (P1) and can “tell if the color
is getting warmer or colder” (P7), which makes this type of
graphs “more intuitive than the others” (P7).

Structure vs. confusion: The dichotomy between con-
fusion and structure was another problem the participants
commented on. Two participants described heat maps as
visually appealing through structure (P6, P7). One participant
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regarded heat maps as “lucid” or “uncluttered” (P6), another
stated that she was “able to establish a clear overview com-
parably fast”. Interestingly, another participant commented
on heat maps under the category confusion when comparing
topics, where she exclaimed that there “were always different
color squares for the different areas” (P2), which misled her
to see a correlation. Stacked bar charts were regarded as
not always helpful when comparing individual topics by two
participants (P2, P3), e.g. criticizing that “you just have to
estimate it, and I don’t know for sure if it’s 39 or 38 or 37”
(P2).

Mental effort: The different visualization types were also
compared regarding the mental effort required to process
them. Participants perceived heat maps as the visualization
technique that required the least mental effort. Compared
to the other visualizations, heat maps do not require the
subtraction of underlying unit values. This subtraction of
values, which is necessary for both stacked area charts and
stacked bar charts, was reflected in the category subtraction
of lower unit values necessary. Participants found it hard to
read the values and consequently described visualizations
that required it as “deceiving” (P2) or got confused since they
weren’t sure whether they should “take the complete height
of the bar or just the section” (P7). P7 also remarked that for
stacked bar charts, the “uppermost values of the bar chart
were 100, and they were always 100, so I didn’t know how
to interpret it”.

5 DISCUSSION
The key takeaway from our investigation is that while visu-
alizations are often presented in a general-purpose fashion,
some visualization needs are highly task-dependent and con-
textual, e.g. when comparing topics. In the following, we
will discuss the implications of these findings. Our primary
focus is on the categories derived from the qualitative cod-
ing of our interviews. The interviews with the participants
suggest that the heat maps can be problematic and confusing
as well. We saw that the stacked bar chart was attested good
readability, while the stacked area chart and the heat map
were criticized by the participants. This shows that the right
visualization technique is highly dependent on the data, the
task, and the participant.

Visualization needs: Our qualitative interviews revealed
a variety of visualization needs across the interviewed people
that should be taken into account when developing systems
in a computational social sciences or digital humanities con-
text. Visualization needs like readability, accuracy, and pre-
cision, are basic, obvious and universal and well-established
in the literature [1, 34, 35]. Others like the uncertainty about
the interpretation strategy or confusion when comparing
topics are contextual and task-dependent. Within the fram-
ing of a specific task, it was very important to the users we

interviewed that visualizations are intuitively interpretable.
We found that heat maps had a big advantage here since
color appeared to be intuitively interpretable by most users.
Stacked area charts, on the other hand, were perceived as
difficult for the tasks in our investigation, which connects to
a large body of research on what visualisation aspects are the
most intuitive ways for participants [8, 9, 16, 32, 34, 37]. Heat
maps and their intuitive representation of values as a hues
were highlighted as positive. At the same time, hues were
not very suitable for accurately reading values, suggesting
that these decisions are always trade-offs motivated by the
context and the specific tasks. This also connected to partici-
pants who expressed a need to quickly be able to establish an
overview. Here, the heat map was described as confusing by
one participant who misinterpreted the different colors. This
suggests that further research on the interaction between
context and user’s individual needs is needed.

Mental effort: Our investigation also showed that mental
effort, which is directly connected to cognitive load, is still
an important and relevant area of study when trying to
support users of computer systems. Regarding mental effort,
participants perceived the heat map as the visualization that
required the least effort. Our exploratory study shows that
additional operations, like having to subtract underlying
unit values, increase the self-reported mental effort in the
interviews.

Interpretation strategies: Finally, participants focused
on interpretation strategy, which they desired to be obvious
or to provide guidance. For us, this was the most surprising
finding, since the different visualization were selected as sim-
ple and straightforward. The interviews with participants
suggest that additional help in interpreting the results is
beneficial. While further research has to show what form of
guidance works best, we suggest that giving explicit instruc-
tions and making interpretation strategies explicit is a good
starting point, which connects to research on interpreting
visualizations [6, 7].

Limitations: In this paper, we focused on a contextual
investigation of visualization needs and conducted qualita-
tive interviews. Our goal was to understand what aspects
of visualizations are supporting social science and humani-
ties scholars who interpret the output of complex machine
learning systems. Rather than investigating this via proxy
or conducting a Wizard of Oz experiment, we experimented
with a real-world system. We faced the great challenge and
potential source of limitation that it is impossible to ensure
that participants have comparable experience with different
visualization types, which led us to focus on students. This,
together with the limited field access to social scientists and
humanities scholars, led to the small number of participants
in our investigation.
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