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ABSTRACT
This paper presents a functional prototype for an interac-
tive web-based interface i_sift developed to foreground the
decision-making process of an algorithm that detects similar-
ities in legal texts through word embeddings. Using this as a
case study in computational social science, our goal is, first,
to highlight the importance of making computational tools
and methods transparent to social scientists. Secondly, we
suggest an approach that accomplishes this using methods
and principles from interactive machine learning and the
algorithmic experience framework.

CCS CONCEPTS
• Human-centered computing → Visual analytics; In-
formation visualization; Human computer interaction (HCI).
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1 INTRODUCTION
The number of off-the-shelf solutions available to social sci-
entists for data mining and analysis tasks has grown dramat-
ically in the past decades. Most of these tools use machine
learning (ML) methods and algorithms. However, the ma-
jority of these algorithms remain “black boxes”, where the
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relationship between the input and the output is largely
unknown to the user. Many tools, in turn, do not provide
means for understanding the decision-making process of an
algorithm, which leaves the researchers using them few op-
portunities to assess and affect the outcome. This is especially
true for such instrument-enabled sciences like computational
social science (CSS). Often defined as “ICT-enabled study of
society” [3], it is an interdisciplinary field that uses compu-
tational methods to collect and analyze data at a larger scale
[10]. Algorithmic transparency then becomes an essential
requirement in CSS. Developers need to design their systems
in a way that leverages users’ expertise and facilitates their
understanding of system’s procedures and results. As shown
by Fiebrink et al. [7], better understanding of an ML system
in users leads to their better ability to correct and tailor the
system to specific problem.

Diakopoulos et al. define algorithmic transparency as “the
disclosure of information about algorithms to enable mon-
itoring, checking, criticism, or intervention by interested
parties” [5]. One way to facilitate it is to provide an expla-
nation to users about how a system arrived at its decisions
[4, 14]. Below, we present a case study in CSS, in which we
developed an explanation interface i_sift for the model that
detects similarities in legal labor texts, using cosine similar-
ity of word vectors. It was built in response to a call from a
group of social scientists, which focuses on evaluating em-
ployment protection legislation (EPL) around the globe (the
EPL Group). The goal of developing the model was to semi-
automate the process of finding relevant passages with labor
norms in law texts to later classify them in relation to coding
rules defined by the EPL Group.

The model detects similarities in legal labor texts by com-
paring every sentence in a legal document (SelSent) to a
reference sentence (RefSent), and calculating the degree of
similarity. The RefSent is a statement phrased in a form of an
excerpt from a legal document, and describes a labor regula-
tion that governs a certain part of the employee-employer
relations. RefSent represents the type of information the EPL
Group needs to find in a legal document.

In order to calculate the similarity between the two sen-
tences, the model first translates them into the vector space. It
uses word embeddings, that is, low-dimensional real-valued
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vectors that represent the syntactic and semantic meaning
of words [15], which were trained based on the word2vec
implementation by Mikolov et al [12]. A similarity score is
then calculated as the cosine of the angle between the corre-
sponding sentence vectors [11]. The more similar the SelSent
is to the RefSent, the more likely it is to be the relevant in-
formation the EPL Group is looking for.

The proposed explanation interface i_sift allows social
scientists to interactively explore the model space of a text
similarity algorithm without requiring specialized knowl-
edge in developing ML algorithms. The Editing Toolkit in
particular allows users to remove words from SelSent, reclas-
sify it and see what the algorithm took into account. i_sift
leverages users’ domain knowledge and, through a close vi-
sual representation of the model’s decision-making process
(the Sentence Graph), enables them to assess the accuracy
of its output.

2 RELATED WORK
The current efforts in algorithmic transparency are concen-
trated in: 1) Opening up “black box” models to developers to
ensure better control over the system for further improve-
ment and debugging, and 2) providing a form of explana-
tion about an underlying algorithm controlling a system to
general audience. The first area involves the use of inter-
active machine learning (IML), an approach that “enables
[...] users to interactively explore the model space and drive
the system toward an intended behavior” [2]. This is usually
accomplished with the help of visualization techniques and
more rapid and incremental interaction cycles. The second
area mainly explores different forms of explanations and
explanation interfaces [13] and usually targets solutions for
social media [1, 14] and recommender systems [8, 13]. These
solutions mainly fall under the general umbrella term of al-
gorithmic experience (AX) coined by Alvarado and Waern
[1]. The goal of AX is to “make the interaction with and
experience of algorithms explicit”, increasing user aware-
ness of algorithmic influence and designing to foreground
algorithmic behavior [1]. In essence, AX is a part of IML in
that it aims to help users construct a clear mental model of
an algorithm and its function. IML extends that purpose by
giving users opportunities to use their expertise in a specific
domain and iteratively adjust an algorithm to achieve an
intended goal [7].

Interactive machine learning and algorithmic experience
use a variety of techniques to achieve their objectives. Some
IML systems incorporate a visual analytics tool that displays
the state of the model and provides access to its parameters,
which users can adjust together with the input and drive the
system towards the intended result [9, 17]. Some even allow
users to calibrate a model in a speculative fashion before
committing to any changes [6]. In most cases, developers

use the human-in-the-loop approach to establish partial su-
pervision over a model, and illuminate its decision-making
process. When it comes to explanations for AX, the most
common solutions are short texts [8, 14], tables [13], sim-
ple histograms and graphs [8], such as bar charts, scatter
plots, etc., as well as interventions for existing systems and
interfaces [1].

3 I_SIFT PROTOTYPE
To aid the EPL Group in the process of collecting the data
from legal texts, we developed the following procedure. First,
they upload a legal document to a web application in a PDF
or CSV format to extract the text from it. Then, they enter
a RefSent that represents the type of information they look
for. The application then finds relevant passages with labor
norms by comparing every sentence in the document to the
RefSent. Next, the users can check the results and, if satisfied,
can proceed to evaluate the data further. The explanation
interface i_sift facilitates the process of checking the sys-
tem’s results for accuracy and soundness by visualizing its
outcome and explaining its procedures. For the purpose of
demonstration in the following sections, we assume that the
legal document has already been uploaded, the sentences
from it extracted and the RefSent provided.

Design
To design i_sift, we worked closely with the EPL Group.
First, through a series of workshops we identified their usual
workflow, and respective needs. Later, we conducted another
workshop and received a round of feedback on the first de-
sign iterations.

Our goal was to develop an interface that provided access
to the algorithm in a manner that did not require specialized
knowledge in developing ML models, leveraged EPL Group’s
expertise and gave the ability to assess the system’s perfor-
mance in an interactive fashion. To accomplish that, we chose
to focus on selected principles of Explanatory Debugging,
proposed by Kulesza et al., which is “an explanation-centric
approach to help end users effectively and efficiently per-
sonalize machine learning systems” [9]. It combines the core
aspects of IML and AX, i.e. explainability and correctability.

In keeping with the principle of explainability, we devel-
oped the interface to provide a sound and complete infor-
mation about the algorithm. We assumed that visual tech-
niques alone will be sufficient for users to understand the
underlying procedures of the model, and excluded all tex-
tual explanations. One of the techniques we chose is the line
graph (Sentence Graph), designed to be a representation of
the cosine similarity calculation that the model performs. It
provides a direct visual comparison between RefSent and
SelSent by displaying vectors of each word. The words cor-
responding to the vectors are highlighted in the RefSent and
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Figure 1: The interface. (1) Document Map, (2) Reference Sentence, (3) Selected Sentence, (4) Sentence Information - ID, simi-
larity score and class (similar/ not similar), (5) Document Graph, (6) Sentence Graph, (7) Editing Toolkit, (8) Legend

Figure 2: The Sentence Graph with examples of selected sentences

SelSent sections of the interface once selected by the user.
For the interface design, we chose to focus mainly on simple
2D visual techniques, such as scatter plot, so as to not over-
whelm the user and reduce the learning curve. The choice

was also guided by the results obtained by Herlocker et al.
[8]. They explored different forms of explanations for movie
recommender system MovieLens and concluded that simple
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graphs are in fact more effective and compelling to users
compared to complex graphs.

The explanation interface also supports iterative explo-
ration of the model, while being actionable and reversible,
following the principle of correctability. The users have the
ability to closely inspect all sentences extracted from the
legal document. They also can adjust the model’s input by
removing words from the chosen SelSent and recalculate
its similarity in relation to the RefSent. The action can be
undone. This functionality does not allow users to adjust
the model itself, but, in our opinion, it sheds some light on
how the underlying algorithm comes to its conclusions about
similar or dissimilar sentences. In the coming section, we
provide a more in-depth view on how our system functions
and what its features are.

The Interface
i_sift is a web-based interactive prototype. The interface has
eight main components (Figure 1). The Document Map (1)
shows the sentences that were extracted from the legal doc-
ument in order of their appearance. The Reference Sentence
(2) section contains the RefSent, which is defined by the user,
and is compared to the legal document. The Selected Sen-
tence (3) displays SelSent from a legal document, chosen by
a user. Below is the Sentence Information (4) that tells how
the SelSent was classified in relation to the RefSent. The Doc-
ument Graph (5) shows each sentence from the document at
the position of its vector as a scatter plot. Since the vectors
used for the calculation of the similarity score typically have
more than three hundred dimensions, we used t-Distributed
Stochastic Neighbor Embedding (t-SNE), a dimensionality
reduction technique to convert them into two-dimensional
data [16] and plot it as vectors. Next is the Sentence Graph (6)
that shows vectors of each word for both RefSent and SelSent
(Figure 2). In both the Selected Sentence and the Sentence
Graph, the user can choose a given word and remove it from
the sentence with the Editing Toolkit (7). This action results
in a reclassification of the sentence without the removed
word. Finally, there is a Legend (8) that shows the similarity
threshold and explains symbols used in the graphs.

i_sift gives users the opportunity to explore the model
space in an interactive manner to glean a deeper insight
into the system’s procedures and to assess its accuracy by
leveraging their domain knowledge. The two features that
facilitate the process are the Sentence Graph and the Editing
Toolkit. First of all, the Sentence Graph is a representation
of cosine similarity measure that the algorithm performs
and is a way of depicting the decision-making process of the
algorithm. More importantly, by allowing users to remove
words from the selected sentence, reclassifying it and ob-
serving the result in the Document and Sentence graphs, the
interface provides an insight into what the algorithm takes

into account when looking for similar sentences. It shows
the importance of each of the word vectors in relation to the
final classification decision.

System Overview
The frontend of the interface is built with HTML5, AngularJS
and D3.js. It enables the user to interact with the input and
the output of the model. The frontend visualizes the results,
and allows users to edit the input data by removing words
from a sentence selected from a document (SelSent) and then
sends a request to the backend to recalculate its similarity.

The backend of the system is built with Flask API and
Docker. It extracts text data from PDF files, cleans it, cal-
culates similarity using word embeddings, and sends the
outcome to the frontend via an API. It also reclassifies edited
sentences and sends the results again to the frontend for
further visualization and inspection.

4 CONCLUSIONS AND FUTURE WORK
We developed i_sift, an interface for social scientists that
could potentially provide a deeper insight into the inner
workings of a model that detects similarities in legal texts.
The interface allows users to interact with the model through
its editing capabilities and offers a close visual representation
of the decision-making process of the algorithm.

Next step is to evaluate the effectiveness of i_sift by means
of user testing and qualitative interviews. Users will explore
and perform short tasks with three variations of the inter-
face varying in complexity and number of features. Subse-
quent rating questions and a semi-structured interview will
be used to evaluate users’ perceived understanding of the
model, satisfaction from using each version of the interface,
its perceived helpfulness, and to capture users’ mental im-
age of the algorithm. The main objective of the study is to
evaluate if and how i_sift affects users’ understanding of the
model.

The interface we propose should not, however, be con-
sidered for educational purposes only. We believe that the
approach we suggest could be integrated into tools that so-
cial scientists use. It should be extended further with the
help of interactive machine learning [2, 7, 9] techniques in a
way that allows social scientists to assess and tailor the tools
they use without having specialized knowledge.
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